

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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We have moved the documentation to https://twister2.org

This documentation is written using mark down files. These markdown files are converted into HTML and deployed on to github pages.

In order to write documentation one has to be knowledgeable about markdown files.

Documentation is built using Docusaurus [https://docusaurus.io]. Please refer its documentation on how to build.


Deploying the documentation to website

The website created using markdown files are deployed onto Github pages. We use a custom URL for the website.




Installing Docusaurus

Lets briefly look at how to install Docusaurus. This step is only needed if you would like to update the deployed website.


Install NodeJs

Follow the installtion instructions []Nodejs](https://nodejs.org/en/download/) and Linux NodeJs [https://github.com/nodesource/distributions/blob/master/README]

Here is how to install on Ubuntu or Debian

# Using Ubuntu
curl -sL https://deb.nodesource.com/setup_11.x | sudo -E bash -
sudo apt-get install -y nodejs

# Using Debian, as root
curl -sL https://deb.nodesource.com/setup_11.x | bash -
apt-get install -y nodejs








Install Yarn

Follow the instructions at Yarn Install [https://yarnpkg.com/en/docs/install#debian-stable]

curl -sS https://dl.yarnpkg.com/debian/pubkey.gpg | sudo apt-key add -
echo "deb https://dl.yarnpkg.com/debian/ stable main" | sudo tee /etc/apt/sources.list.d/yarn.list

sudo apt-get update && sudo apt-get install yarn








Install Docusaurus

cd website

sudo npm install -g docusaurus --unsafe-perm=true --allow-root

yarn add @babel/plugin-proposal-class-properties --dev








Run the site

Following command will start a local server and start the website

cd website
npm start








How to deploy

Do the changes to the documents

cd website
yarn run build
GIT_USER=<GIT_USER> CURRENT_BRANCH=master USE_SSH=false yarn run publish-gh-pages










Writing Documentation

You can add your documentation to the docs folder as a markdown file.

On top of the markdown file add a header like following to link the markdown file to other files and use it in the sidebar. The id is used to refer to the document in the sidebar.

id: img_proc
title: Image Processing





Inside website folder there is a file called, sidebars.json. You can modify that file to include the documentation in the sidebar.







          

      

      

    

  

    
      
          
            
  


id: introduction
title: Overview
sidebar_label: Overview

Twister2 is a big data environment for streaming, data processing, and analytics. A user can define
batch applications or streaming applications with different API’s provided by twister2. This is
possible due to the modular architecture of different components of the framework. These components
can be mixed to define different application.

These components include a resource provisioning layer to interface with cluster resource managers,
parallel communication operator module recognizing the need for both data operators and bulk
synchronous parallel (BSP) operators, task system for abstracting out computations and data
representation for data manipulation.




Run your first application

First step in running a Twister2 application is to get a source tar and build it. Once you build the
source code, it is just a single command to start an application.

Refer to the Compilation for details on how to compile.

After you compile twister2 you can go to

cd $TWISTER_SOURCE/bazel-bin/scripts/package/twister2-VERSION





and run following command to start an application

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





It is that easy!




Why Twister2

Twister2 provides streaming and batch capabilities similar to big data platforms such as Apache Hadoop, Apache Spark,
Apache Flink and Apache Storm in a single platform. Twister2 is built from bottom up to be used in both cloud
and HPC environments making it an ideal candidate for bridging the gap between High performance computing and big data
computing.

Twister2 doesn’t use a driver program as in Spark giving instance creation of tasks. Also it can support pure streaming
similar to Apache Storm or Apache Heron.

Flink is mostly a streaming engine and it uses those capabilities to support batch applications. For example
Flink cannot support nested iterations. Twister2 supports iterations natively and unlike in Spark where iterations happen
in the driver (high overhead) Twister2 iterations happens in the workers.




Software used by Twister2

Harp is a separate project and its documentation can be found in website [https://dsc-spidal.github.io/harp/]

We use OpenMPI for HP communications OpenMPI [https://www.open-mpi.org/]

Twister2 started as a research project at Indiana University Digital Science Center [https://www.dsc.soic.indiana.edu/].




License

Licensed under the Apache License, Version 2.0: http://www.apache.org/licenses/LICENSE-2.0
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id: download
title: Twister2 Download
sidebar_label: Download


Source

You can download the source from the GitHub [https://github.com/DSC-SPIDAL/twister2] repo.

Twister2 is released as source code tarballs. The downloads are distributed via Github.




Download

| Version | Release Artificats | Source Release | Release Notes |
| :— | :— | :— | :— |
| 0.7.0 | 2020 Jul 17 | Source [https://github.com/DSC-SPIDAL/twister2/releases] | Release note |
| 0.4.0 | 2019 Nov 27 | Source [https://github.com/DSC-SPIDAL/twister2/releases] | Release note |
| 0.3.0 | 2019 Aug 25 | Source [https://github.com/DSC-SPIDAL/twister2/releases] | Release note |
| 0.2.2 | 2019 June 14 |Source [https://github.com/DSC-SPIDAL/twister2/releases] | Release note |
| 0.2.1 | 2019 May 10 | Source [https://github.com/DSC-SPIDAL/twister2/releases] | Release note |
| 0.2.0 | 2019 Mar 28 | Source [https://github.com/DSC-SPIDAL/twister2/releases] | Release note |
| 0.1.0 | 2018 Oct 05 | Source [https://github.com/DSC-SPIDAL/twister2/releases] | Release note |




License

The software licensed under Apache License 2.0 [https://www.apache.org/licenses/LICENSE-2.0]
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id: quickstart
title: First Application
sidebar_label: First Application

Lets look at how to setup Twister2 and run few examples. Lets start with a simple Twister2 job to spawn set of parallel workers and print a log.


Compiling Twister2

First we need to compile Twister2. Compiling Twister2 explains the steps in detail. After building the code and
following the instructions in Twister2 Distribution you should have a extracted folder named twister2-0.4.0, this would be your twister2 home folder.

Here are the essential steps in compiling Twister2.

wget https://github.com/DSC-SPIDAL/twister2/archive/0.4.0.tar.gz
tar -xvf twister2-0.4.0.tar.gz

cd twister2-0.4.0
./build_linux.sh





The above command will install Twister2 along with system dependencies. You will need to give sudo
access to the script. It will take about 20 minutes to build Twister2 depending on the system
configuration.

The above command will build a twister2 distribution and we need to extract it.

# the binary is created inside this package
cd bazel-bin/scripts/package
tar -xvf twister2-0.4.0.tar.gz
# go inside the twister2 binary
cd twister2-0.4.0








Starting parallel workers

At the base of Twister2 is a resource manager that allocates resources for jobs. Unlike other big data projects that mixes different capabilities here, Twister2 resource manager only allocate resources and spawn set of parallel processes.

There is an example called HelloWorld.java included with Twister2 examples package. Note that it implements the IWorker interface, which is the entry point to any Twister2 job. In the main method of this class we submit a job to Twister2 with this HelloWorld class as the job class.

package edu.iu.dsc.tws.examples.basic;

import java.util.HashMap;
import java.util.List;
import java.util.logging.Level;
import java.util.logging.Logger;

import edu.iu.dsc.tws.api.JobConfig;
import edu.iu.dsc.tws.api.Twister2Job;
import edu.iu.dsc.tws.api.config.Config;
import edu.iu.dsc.tws.api.exceptions.TimeoutException;
import edu.iu.dsc.tws.api.resource.IPersistentVolume;
import edu.iu.dsc.tws.api.resource.IVolatileVolume;
import edu.iu.dsc.tws.api.resource.IWorker;
import edu.iu.dsc.tws.api.resource.IWorkerController;
import edu.iu.dsc.tws.proto.jobmaster.JobMasterAPI;
import edu.iu.dsc.tws.proto.utils.WorkerInfoUtils;
import edu.iu.dsc.tws.rsched.core.ResourceAllocator;
import edu.iu.dsc.tws.rsched.job.Twister2Submitter;

/**
 * This is a Hello World example of Twister2. This is the most basic functionality of Twister2,
 * where it spawns set of parallel workers.
 */
public class HelloWorld implements IWorker {

  private static final Logger LOG = Logger.getLogger(HelloWorld.class.getName());

  @Override
  public void execute(Config config, int workerID,
                      IWorkerController workerController,
                      IPersistentVolume persistentVolume, IVolatileVolume volatileVolume) {
    // lets retrieve the configuration set in the job config
    String helloKeyValue = config.getStringValue("hello-key");

    // lets do a log to indicate we are running
    LOG.log(Level.INFO, String.format("Hello World from Worker %d; there are %d total workers "
            + "and I got a message: %s", workerID,
        workerController.getNumberOfWorkers(), helloKeyValue));

    List<JobMasterAPI.WorkerInfo> workerList = null;
    try {
      workerList = workerController.getAllWorkers();
    } catch (TimeoutException timeoutException) {
      LOG.log(Level.SEVERE, timeoutException.getMessage(), timeoutException);
      return;
    }
    String workersStr = WorkerInfoUtils.workerListAsString(workerList);
    LOG.info("All workers have joined the job. Worker list: \n" + workersStr);

    try {
      LOG.info("I am sleeping for 1 minute and then exiting.");
      Thread.sleep(60 * 1000);
      LOG.info("I am done sleeping. Exiting.");
    } catch (InterruptedException e) {
      LOG.severe("Thread sleep interrupted.");
    }

  }

  public static void main(String[] args) {
    // lets take number of workers as an command line argument
    int numberOfWorkers = 4;
    if (args.length == 1) {
      numberOfWorkers = Integer.valueOf(args[0]);
    }

    // first load the configurations from command line and config files
    Config config = ResourceAllocator.loadConfig(new HashMap<>());

    // lets put a configuration here
    JobConfig jobConfig = new JobConfig();
    jobConfig.put("hello-key", "Twister2-Hello");

    Twister2Job twister2Job = Twister2Job.newBuilder()
        .setJobName("hello-world-job")
        .setWorkerClass(HelloWorld.class)
        .addComputeResource(2, 1024, numberOfWorkers)
        .setConfig(jobConfig)
        .build();
    // now submit the job
    Twister2Submitter.submitJob(twister2Job, config);
  }
}





Now lets run this class using command line. Lets go inside the twister2 distribution and execute the following command from twister2 root directory. Go into the
twister2-0.4.0 directory before executing the commands below.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





When this runs it will print a logs like this in to the console.

[INFO] edu.iu.dsc.tws.examples.basic.HelloWorld: Hello World from Worker 2; there are 8 other workers and I got a configuration value Twister2-Hello





It is that simple!

The above command submits a job class using the standalone mode. The command accepts the jar file containing the main class and the class name to run.




Communicating between workers

Okay, the next step is to communicate between the workers we have created. There are many examples in Twister2 that use communication among workers and some of these can be found inside the directory

examples/src/java/edu/iu/dsc/tws/examples/comms





You can run them with a simple command such as

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -op "reduce" -stages 8,1 -workers 4





Now, lets focus on a simple communication example where we try to do a word count.




Word Count Example

Lets look at a word count example. This is a standard example in every other big data system. The code related to example can be found in

examples/src/java/edu/iu/dsc/tws/examples/batch/wordcount/task





We are using a Keyed Reduce communication operation to calculate the global counts of words, which are emitted from parallel workers.

The example has three main classes.

WordCountWorker that implements the IWorker interface and runs the code.

edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountWorker





BatchWordSource, where we use a thread to generate words and put them into the communication.

edu.iu.dsc.tws.examples.batch.wordcount.task.BatchWordSouce





WordAggregator, where it receives the counts of the words.

edu.iu.dsc.tws.examples.batch.wordcount.task.WordAggregator





The WordCountWorker sets up communications and task ids. Then it sets up the communication operation.

this.taskPlan = Utils.createStageTaskPlan(
    cfg, resources, taskStages, workerList);

setupTasks();
setupNetwork(workerController, resources);

// create the communication
wordAggregator = new WordAggregator();
keyGather = new BKeyedReduce(channel, taskPlan, sources, destinations,
    new ReduceOperationFunction(Op.SUM, MessageType.INTEGER),
    wordAggregator, MessageType.OBJECT, MessageType.INTEGER, new HashingSelector());





We send the messages through this communication operation using the code in BatchWordSource

String word = sampleWords.get(random.nextInt(sampleWords.size()));
// lets try to process if send doesn't succeed
while (!operation.reduce(taskId, word, new int[]{1}, 0)) {
  operation.progress();
}





We send 1 as the word count and it will be summed up for the each word.

We receive the final word counts as an iteration in the WordAggregator.

public boolean receive(int target, Iterator<Object> it) {
while (it.hasNext()) {
  Object next = it.next();
  if (next instanceof ImmutablePair) {
    ImmutablePair kc = (ImmutablePair) next;
    LOG.log(Level.INFO, String.format("%d Word %s count %s",
        target, kc.getKey(), ((int[]) kc.getValue())[0]));
  }
}
isDone = true;
return true;
}








Running WordCount

Here is the command to run this example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob





It will output the words and their counts on the console and below is an small sample.

[2019-08-22 16:41:22 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob: 100003 Word aw count 1  
[2019-08-22 16:41:22 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob: 100003 Word z count 5  
[2019-08-22 16:41:22 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob: 100003 Word DWm count 3  
[2019-08-22 16:41:22 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob: 100003 Word wU count 1  
[2019-08-22 16:41:22 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob: 100003 Word Ge count 1  
[2019-08-22 16:41:22 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob: 100003 Word yW count 2  
[2019-08-22 16:41:22 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 3  
[2019-08-22 16:41:22 -0400] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.JobMaster: All 4 workers have completed. JobMaster is stopping.  











          

      

      

    

  

    
      
          
            
  


id: artificial_intelligence
title: Artificial Intelligence
sidebar_label: Overview

Twister2 has stepped into accelerating the research and development of artificial intelligent
technoglogies As the first step we have release an experimental version of Twister2 high
performance deep learning library as Twister2:DeepNet. Twister2 is currently working on
providing the state of the art support for artificial intelligent application development. Our
Objective is to provide seamless APIs for data pre-processing, data processing, AI algorithm
training, testing and inference. Our AI framework will be providing support to machine learning,
deep learning and reinforcement learning application development.




Machine Learning

Currently we support KMeans and SVM as in-built algorithms in batch and streaming.




Deep Learning

We currently support an experimental version of Twister2:DeepNet (our distributed deep learning
runtime). In the current version we support Pytorch distributed training with an MPI backend.
We are actively working on providing this support for Tensorflow and MXNet.




Reinforcement Learning

This will be supported in an upcoming release with Pytorch and Tensorflow.





          

      

      

    

  

    
      
          
            
  


id: deeplearning
title: Deep Learning
sidebar_label: Overview on Deep Learning

Twister2 Deep Learning is currently working on supporting Pytorch, Tensorflow and MXNet.
With our 0.5.0 release we have introduced an experimental version of a deep learning with
distributed data parallel Pytorch implementation. We use an MPI backend to support distributed
training and currently we are working on providing better performance with GPU.




Twister2:DeepNet

Twister2:DeepNet is the distributed runtime for deep learning algorithm training and inference.
Currently we support an experimental version of a distributed training for Pytorch. Our initial
implementation uses Apache Arrow and Parquet to move data from our data pre-processing pipeline to
the data training framework. We are actively working on transforming this process into a seamless
in-memory computation model.





          

      

      

    

  

    
      
          
            
  


id: pytorchinitial
title: Pytorch Integration
sidebar_label: Pytorch Integration

In the initial Pytorch integration we use Twister2Flow with Apache Arrow, Pandas and Apache Parquet
to link the data downloading, data pre-processing and deep learning workload. This is an
experimental version of Twister2-Pytorch integration. In the experimental version we loads the data
with Arrow-Parquet format with the support of Pandas. And we use a intermediate step in connecting
different steps of the workflow. For instance the data downloading and data pre-processing steps are
linked with Twister2Flow but a file pointer is used to show the system where to write and read from
the disk. In the training processes the program will look up to these file pointers to load the data.




Data Downloading

For data downloading, Twister2:DeepNet API provides higher level APIs to load most prominent datasets.
Currently we only support MNIST dataset and we are working on providing this support to other datasets.
Twister2Flow can schedule this as the initial task of the AI workflow.




Data Pre-Processing

Twister2 with TSet interface on Python supports do the data pre-processing and data formatting before
loading to the training programme. Our APIs support all the state of the art collective communications.
With Pythonic TSet API you can use batch processing to process your data before passing to your deeplearning
code.




Training

You can write the usual code that you write in Pytorch to train your algoirthm. In the current version,
we support this with Apache Parquet, Pandas and Apache Arrow to load the data to the training programme.
We are actively working on providing these capabilities with a in-memory data pipeline with Twister2.
This capability will be added to Twister2Flow to provide a higher level API for the users.




Testing

Twister2 APIs has the ability to provide both batch and streaming inference. In an upcoming release
we will be providing TSet API addons to support inference at scale with batch and streaming mode.




MNIST Example


Prerequisites


	Install Twister2 (Refer Getting Started Guide)


	Install Pytorch from the source (To support distributed training, this is a must from Pytorch End)







Installing

First, install Twister2 Python API

pip3 install twister2





Then install the experimental version of Twister2:DeepNet.

python3 -m pip install --index-url https://test.pypi.org/simple/ --no-deps twister2-deepnet-test





Then install the experimental version of Twister2Flow

python3 -m pip install --index-url https://test.pypi.org/simple/ --no-deps twister2flow-test








Downloading Data

We use Twister2:DeepNet APIs to download the data. Create a file MnistDownload.py and place the following
code.

import os

from twister2deepnet.deepnet.datasets.MNIST import MNIST

__data_dir = '/tmp/twister2deepnet/mnist'

mnist_train = MNIST(source_dir=os.path.join(__data_dir, 'train'), train=True, transform=None)
mnist_train.download()

mnist_test = MNIST(source_dir=os.path.join(__data_dir, 'test'), train=False, transform=None)
mnist_test.download()








Pre-Processing Data

In this example we just show case how you can pre-process the data. For MNIST there is no heavy
data processing logic involved. Create a file, Twister2PytorchMnist.py and place the following code.

import os
# CORE PYTWISTER2 IMPORTS
from twister2 import TSetContext
from twister2.Twister2Environment import Twister2Environment
from twister2.tset.fn.SourceFunc import SourceFunc
# TWISTER2 DEEPNET IMPORTS
from twister2deepnet.deepnet.data.UtilPanda import UtilPanda
from twister2deepnet.deepnet.examples.MnistDistributed import MnistDistributed
from twister2deepnet.deepnet.io.ArrowUtils import ArrowUtils
from twister2deepnet.deepnet.io.FileUtils import FileUtils

DATA_FOLDER = '/tmp/twister2deepnet/mnist/'

TRAIN_DATA_SAVE_PATH = "/tmp/parquet/train/"
TEST_DATA_SAVE_PATH = "/tmp/parquet/test/"

PARALLELISM = 4

env = Twister2Environment(resources=[{"cpu": 1, "ram": 512, "instances": PARALLELISM}])
world_size = PARALLELISM  # int(os.environ['OMPI_COMM_WORLD_SIZE'])
world_rank = env.worker_id

TRAIN_DATA_FILE = str(world_rank) + ".data"
TRAIN_TARGET_FILE = str(world_rank) + ".target"
TEST_DATA_FILE = str(world_rank) + ".data"
TEST_TARGET_FILE = str(world_rank) + ".target"

TRAIN_DATA_FILES = [TRAIN_DATA_FILE, TRAIN_TARGET_FILE]
TEST_DATA_FILES = [TEST_DATA_FILE, TEST_TARGET_FILE]
DATA_SAVE_PATHS = [TRAIN_DATA_SAVE_PATH, TEST_DATA_SAVE_PATH]

if env.worker_id == 0:
    FileUtils.mkdir_branch_with_access(TRAIN_DATA_SAVE_PATH)
    FileUtils.mkdir_branch_with_access(TEST_DATA_SAVE_PATH)


class DataSource(SourceFunc):

    def __init__(self, train=True):
        super().__init__()

        self.is_preprocess = True
        self.is_loaded = False
        self.mniste = None
        self.train_dataset = None
        self.train_targetset = None
        self.test_dataset = None
        self.test_targetset = None
        self.train_bsz = None
        self.test_bsz = None
        self.train_data_load = []
        self.test_data_load = []
        self.data_load = []
        self.i = 0
        self.train = train
        self.message_size = 10
        print(PARALLELISM, world_rank, DATA_FOLDER, TRAIN_DATA_SAVE_PATH, TEST_DATA_SAVE_PATH)
        self.load_data()

    def has_next(self):
        return self.i < len(self.data_load)

    def next(self):
        res = self.data_load[self.i]
        self.i = self.i + 1
        # TODO: packaging a message with meta
        #message = np.array([[self.i], [res]])
        return res

    def load_data(self):
        if not self.is_loaded:
            print("Data Loading {}".format(self.i))
            self.mniste = MnistDistributed(source_dir=DATA_FOLDER, parallelism=world_size,
                                           world_rank=world_rank)
            if self.train:
                self.train_dataset, self.train_targetset, self.train_bsz = self.mniste.train_data
                self.data_load.append(self.train_dataset)
                self.data_load.append(self.train_targetset)
            else:
                self.test_dataset, self.test_targetset, self.test_bsz = self.mniste.test_data
                self.data_load.append(self.test_dataset)
                self.data_load.append(self.test_targetset)
            self.is_loaded = True
        else:
            pass


def save_to_disk(dataset=None, save_path=None, save_file=None):
    # TODO use os.path.join and refactor
    if dataset is None or save_path is None or save_file is None:
        raise Exception("Input Cannot be None")
    elif not os.path.exists(save_path):
        raise Exception("Save Path doesn't exist")
    elif os.path.exists(save_path + save_file):
        pass
    else:
        dataframe = UtilPanda.convert_numpy_to_pandas(dataset)
        table = ArrowUtils.create_to_table(dataFrame=dataframe)
        ArrowUtils.write_to_table(table=table, save_path=os.path.join(save_path, save_file))


def read_train_tuples(itr, collector, ctx: TSetContext):
    for index, data in enumerate(itr):
        print("TRAIN", index, DATA_SAVE_PATHS[0], TRAIN_DATA_FILES[index], type(data), data.shape)
        save_to_disk(dataset=data, save_path=DATA_SAVE_PATHS[0], save_file=TRAIN_DATA_FILES[index])


def read_test_tuples(itr, collector, ctx: TSetContext):
    for index, data in enumerate(itr):
        print("TEST", index, DATA_SAVE_PATHS[1], TEST_DATA_FILES[index], type(data), data.shape)
        save_to_disk(dataset=data, save_path=DATA_SAVE_PATHS[1], save_file=TEST_DATA_FILES[index])


source_train = env.create_source(DataSource(train=True), PARALLELISM)
source_train.compute(read_train_tuples).cache()

source_test = env.create_source(DataSource(train=False), PARALLELISM)
source_test.compute(read_test_tuples).cache()

if world_rank == 0:
    print("Data SAVED to DISK")








Training and Testing

For this example we do both training and testing within the Pytorch Programme. This is an experimental
version. We will be moving the data mini-batching section to the Twister2 Task to save more time
on the Pytorch training process. Create a file, PytorchMnistDist.py and place the following code.

import numpy as np
import os
import time
import torch
import torch.distributed as dist
import torch.nn as nn
import torch.nn.functional as F
import torch.optim as optim
from math import sqrt

from twister2deepnet.deepnet.data.DataUtil import DataUtil
from twister2deepnet.deepnet.io.ArrowUtils import ArrowUtils


class Net(nn.Module):

    def __init__(self):
        super(Net, self).__init__()
        self.conv1 = nn.Conv2d(1, 32, 3, 1)
        self.conv2 = nn.Conv2d(32, 64, 3, 1)
        self.dropout1 = nn.Dropout2d(0.25)
        self.dropout2 = nn.Dropout2d(0.5)
        self.fc1 = nn.Linear(9216, 128)
        self.fc2 = nn.Linear(128, 10)

    def forward(self, x):
        x = self.conv1(x)
        x = F.relu(x)
        x = self.conv2(x)
        x = F.max_pool2d(x, 2)
        x = self.dropout1(x)
        x = torch.flatten(x, 1)
        x = self.fc1(x)
        x = F.relu(x)
        x = self.dropout2(x)
        x = self.fc2(x)
        output = F.log_softmax(x, dim=1)
        return output

""" Gradient averaging. """


def average_gradients(model):
    """
    calculating the average models in the distributed training
    :param model: averaged model over allreduce operation
    """
    size = float(dist.get_world_size())
    for param in model.parameters():
        dist.all_reduce(param.grad.data, op=dist.ReduceOp.SUM)
        param.grad.data /= size


def average_accuracy(local_accuracy):
    """
    calculating the average accuracy in the distributed testing
    :param local_accuracy: accuracy calculated in a processes
    :return: average accuracy all over all processes
    """
    size = float(dist.get_world_size())
    dist.all_reduce(local_accuracy, op=dist.ReduceOp.SUM)
    global_accuracy = local_accuracy / size
    return global_accuracy


def save_log(file_path=None, stat=""):
    """
    saving the program timing stats
    :rtype: None
    """
    fp = open(file_path, mode="a+")
    fp.write(stat + "\n")
    fp.close()


def launch(rank, size, fn, backend='tcp',
           train_data=None, train_target=None,
           test_data=None, test_target=None,
           do_log=False):
    """ Initialize the distributed environment.
    :param rank: process id (MPI world rank)
    :param size: number of processes (MPI world size)
    :param fn: training function
    :param backend: Pytorch Backend
    :param train_data: training data
    :param train_target: training targets
    :param test_data: testing data
    :param test_target: testing targets
    :param do_log: boolean status to log
    """
    dist.init_process_group(backend, rank=rank, world_size=size)
    # Setting CUDA FOR TRAINING
    #use_cuda = torch.cuda.is_available()
    # device = torch.device("cuda" if use_cuda else "cpu")

    device = torch.device("cpu")

    total_communication_time = 0
    local_training_time = 0
    local_testing_time = 0
    if (rank == 0):
        local_training_time = time.time()

    model, total_communication_time = fn(world_rank=rank, world_size=size, train_data=train_data,
                                         train_target=train_target, do_log=False)
    if (rank == 0):
        local_training_time = time.time() - local_training_time
    if (rank == 0):
        local_testing_time = time.time()

    predict(rank=rank, model=model, device=device, test_data=test_data, test_target=test_target, do_log=do_log)

    if (rank == 0):
        local_testing_time = time.time() - local_testing_time
        print("Total Training Time : {}".format(local_training_time))
        print("Total Testing Time : {}".format(local_testing_time))
        save_log("stats.csv",
                 stat="{},{},{},{}".format(size, local_training_time, total_communication_time, local_testing_time))


def predict(rank, model, device, test_data=None, test_target=None, do_log=False):
    """
    testing the trained model
    :rtype: None return
    """
    model.eval()
    test_loss = 0
    correct = 0
    total_samples = 0
    val1 = 0
    val2 = 0
    count = 0
    with torch.no_grad():
        for data, target in zip(test_data, test_target):
            # total_samples = total_samples + 1
            count = count + 1
            val1 = len(data)
            val2 = len(test_data)
            total_samples = (val1 * val2)
            data, target = data.to(device), target.to(device)
            data = np.reshape(data, (data.shape[0], 1, data.shape[1], data.shape[2])) / 128.0
            output = model(data)
            test_loss += F.nll_loss(output, target, reduction='sum').item()  # sum up batch loss
            pred = output.argmax(dim=1, keepdim=True)  # get the index of the max log-probability
            correct += pred.eq(target.view_as(pred)).sum().item()
            if (rank == 0 and do_log):
                print(rank, count, len(data), len(test_data), data.shape, output.shape, correct, total_samples)

    test_loss /= (total_samples)
    local_accuracy = 100.0 * correct / total_samples
    global_accuracy = average_accuracy(torch.tensor(local_accuracy))
    if (rank == 0):
        print('\nTest set: Average loss: {:.4f}, Accuracy: {}/{} ({:.0f}%)\n'.format(
            test_loss, correct, total_samples,
            global_accuracy.numpy()))


def train(world_rank=0, world_size=4, train_data=None, train_target=None, do_log=False):
    """
    training the MNIST model
    :param int world_rank: current processor rank (MPI rank)
    :param int world_size: number of processes (MPI world size)
    :param tensor train_data: training data as pytorch tensor
    :param tensor train_target: training target as pytorch tensor
    :param boolean do_log: set logging
    :return:
    """
    torch.manual_seed(1234)
    model = Net()
    optimizer = optim.SGD(model.parameters(),
                          lr=0.01, momentum=0.5)

    num_batches = train_data.shape[1]

    if (world_rank == 0 and do_log):
        print("Started Training")
    total_data = len(train_data)
    epochs = 1
    total_steps = epochs * total_data
    local_time_communication = 0
    local_total_time_communication = 0

    for epoch in range(epochs):
        epoch_loss = 0.0
        count = 0
        for data, target in zip(train_data, train_target):
            data = np.reshape(data, (data.shape[0], 1, data.shape[1], data.shape[2])) / 128.0
            count = count + 1
            result = '{0:.4g}'.format((count / float(total_steps)) * 100.0)
            if (world_rank == 0):
                print("Progress {}% \r".format(result), end='\r')
            optimizer.zero_grad()
            output = model(data)
            # this comes with data loading mechanism use target or target.long()
            # depending on network specifications.
            target = target.long()
            loss = F.nll_loss(output, target)
            epoch_loss += loss.item()
            # print(epoch_loss)
            loss.backward()
            if (world_rank == 0):
                local_time_communication = time.time()
            average_gradients(model)
            if (world_rank == 0):
                local_time_communication = time.time() - local_time_communication
                local_total_time_communication = local_total_time_communication + local_time_communication
            optimizer.step()
        if (world_rank == 0):
            print('Rank ', dist.get_rank(), ', epoch ',
                  epoch, ': ', epoch_loss / num_batches)
    return model, local_total_time_communication


def format_mnist_data(data=None):
    """
    This method re-shapes the data to fit into the Network Input Shape
    :rtype: data re-formatted to fit to the network designed
    """
    data_shape = data.shape
    img_size = int(sqrt(data_shape[2]))
    data = np.reshape(data, (data_shape[0], data_shape[1], img_size, img_size))
    return data


def format_mnist_target(data=None):
    """
    Reshaping the mnist target values to fit into model
    :param data:
    :return:
    """
    data_shape = data.shape
    data = np.reshape(data, (data_shape[0], data_shape[1]))
    return data


def format_data(input_data=None, world_size=4, init_batch_size=128):
    """
    Specific For MNIST and 3 dimensional data
    This function is generated for MNIST only cannot be used in general for all data shapes
    :param input_data: data in numpy format with (N,M) format Here N number of samples
            M is the tensor length
    :return: For numpy we reshape this and return a tensor of the shape, (N, sqrt(M), sqrt(M))
    """
    bsz = int(init_batch_size / float(world_size))
    data = DataUtil.generate_minibatches(data=input_data, minibatch_size=bsz)
    return data


def read_from_disk(source_file=None, source_path=None):
    """
    A helper function to load the data from the disk
    This function is useful for in-memory oriented data reads, doesn't support very large data reads
    Reads the data from disk (using PyArrow Parquet)
    :param source_file: file name
    :param source_path: path to reading file
    :return: returns a numpy array of the saved data
    """
    data = None
    if source_file is None and source_path is None:
        raise Exception("Input cannot be None")
    elif not os.path.exists(source_path + source_file):
        raise Exception("Data source doesn't exist")
    else:
        dataframe = ArrowUtils.read_from_table(source_path + source_file)
        data = dataframe.to_numpy()
    return data


world_size = int(os.environ['OMPI_COMM_WORLD_SIZE'])
world_rank = int(os.environ['OMPI_COMM_WORLD_RANK'])

train_data_save_path = "/tmp/parquet/train/"
test_data_save_path = "/tmp/parquet/test/"

train_data_file = str(world_rank) + ".data"
test_data_file = str(world_rank) + ".data"
train_target_file = str(world_rank) + ".target"
test_target_file = str(world_rank) + ".target"

__BACKEND = 'mpi'


# LOAD DATA FROM DISK

## load train data
train_data = read_from_disk(source_file=train_data_file, source_path=train_data_save_path)
train_data = format_data(input_data=train_data, world_size=world_size, init_batch_size=128)
train_data = format_mnist_data(data=train_data)
## load test data
test_data = read_from_disk(source_file=test_data_file, source_path=test_data_save_path)
test_data = format_data(input_data=test_data, world_size=world_size, init_batch_size=16)
test_data = format_mnist_data(data=test_data)
## load train target
train_target = read_from_disk(source_file=train_target_file, source_path=train_data_save_path)
train_target = format_data(input_data=train_target, world_size=world_size, init_batch_size=128)
train_target = format_mnist_target(data=train_target)
## load test target
test_target = read_from_disk(source_file=test_target_file, source_path=test_data_save_path)
test_target = format_data(input_data=test_target, world_size=world_size, init_batch_size=16)
test_target = format_mnist_target(data=test_target)

do_log = False

# initialize training
launch(rank=world_rank, size=world_size, fn=train, backend=__BACKEND,
       train_data=train_data, train_target=train_target,
       test_data=test_data, test_target=test_target,
       do_log=do_log)








Connecting Dots

In order to connect data downloading, data pre-processing, testing and training, we use Twister2Flow.
Using Twister2Flow you can define the task graph as follows and schedule jobs. Twister2Flow initial
version is an initial experimental version. Create a file, Twister2Flow.py and place the following code.

from twister2flow.twister2.pipeline import PipelineGraph
from twister2flow.twister2.task.Twister2Task import Twister2Task
from twister2flow.twister2.task.PytorchTask import PytorchTask
from twister2flow.twister2.task.PythonTask import PythonTask

plg = PipelineGraph.PipelineGraph(name="UNNAMED_TASK")

download_task = PythonTask(name="download_task")
download_task.set_command("python3")
download_task.set_script_path(script_path="MnistDownload.py")
download_task.set_exec_path(exec_path=None)

twister2_task = Twister2Task(name="t2_task")
twister2_task.set_command("twister2 submit standalone python")
twister2_task.set_script_path(script_path="Twister2PytorchMnist.py")
twister2_task.set_exec_path(exec_path=None)

pytorch_task = PytorchTask(name="pytorch_task")
pytorch_task.set_command()
pytorch_task.set_script_path(script_path="PytorchMnistDist.py")
pytorch_task.set_exec_path(exec_path=None)

plg.add_task(download_task)
plg.add_task(twister2_task)
plg.add_task(pytorch_task)


print(str(plg))

plg.execute()





Then run the example

python3 Twister2Flow.py











          

      

      

    

  

    
      
          
            
  


id: machinelearning
title: Machine Learning
sidebar_label: Overview on Machine Learning

Twister2-ML provides a set of machine learning algorithms using in-built communication APIs. We
have implemented KMeans and Support Vector Machine(SVM) with a distributed data parallel model
. In our upcoming releases we will be providing more support for distributed ML algorithms with
state of the art ML libraries.





          

      

      

    

  

    
      
          
            
  


id: kmeans
title: K-Means
sidebar_label: K-Means

The need to process large am​​ounts of continuously arriving information has led to the exploration and
application of big data analytics techniques. Likewise, the painstaking process of clustering numerous
datasets containing large numbers of records with high dimensions calls for innovative methods. Traditional
sequential clustering algorithms are unable to handle it. They are not scalable in relation to larger sizes
of data sets, and they are most often computationally expensive in memory space and time complexities. Yet,
the parallelization of data clustering algorithms is paramount when dealing with big data. K-Means clustering
is an iterative algorithm hence, it requires a large number of iterative steps to find an optimal solution,
and this procedure increases the processing time of clustering. Twister2 provides a dataflow task graph
approach to distribute the tasks in a parallel manner and aggregate the results which reduce the processing
time of K-Means Clustering process.




K-Means Clustering Implementation Details

The implementation details of k-means clustering in Twister2 is discussed below.


DataObjectConstants

The constants which are used by the k-means algorithm to specify the number of workers, parallelism,
dimension, size of datapoints, size of centroids, file system, number of iterations, datapoints, and
centroids directory.

  public static final String WORKERS = "workers";
  public static final String DIMENSIONS = "dim";
  public static final String PARALLELISM_VALUE = "parallelism";
  public static final String SHARED_FILE_SYSTEM = "fShared";
  public static final String DSIZE = "dsize";
  public static final String CSIZE = "csize";
  public static final String DINPUT_DIRECTORY = "dinput";
  public static final String CINPUT_DIRECTORY = "cinput";
  public static final String OUTPUT_DIRECTORY = "output";
  public static final String NUMBER_OF_FILES = "nFiles";
  public static final String FILE_SYSTEM = "filesys";
  public static final String ITERATIONS = "iter";








KMeansMain

The entry point for the K-Means clustering algorithm is implemented in KMeansMain class. It
parses the command line parameters submitted by the user for running the K-Means clustering algorithm.
It first set the submitted variables in the JobConfig object and put the JobConfig object into the
Twister2Job Builder, set the worker class (KMeansComputeJob.java in this example) and submit the job.

edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain








KMeansComputeJob

It is the main class for the K-Means clustering which consists of four main tasks namely generation
of datapoints and centroids, partition and read the partitioned data points, partition and read the
centroids, and perform the distance calculation between the datapoints and the centroids. It extends
the IWorker class which has the execute() method that invokes the KMeansUtils class to generate the
datapoints and the centroids in their respective filesystem and their directories. Then, the execute()
method of KMeansComputeJob invokes “datapointsTaskgraph”, “centroidsTaskGraph”, and “kmeansTaskGraph”.
We will briefly discuss the functionalities of each task graph defined in the KMeansComputeJob.




Reading and partitioning the Datapoints

The main functionality of the first task graph is to partition the data points, convert the
partitioned datapoints into two-dimensional array, and write the two-dimensional array into their
respective task index values.

    /* First Graph to partition and read the partitioned data points **/
   PointDataSource ps = new PointDataSource(Context.TWISTER2_DIRECT_EDGE,
           dataDirectory, "points", dimension);





First, add point data source to the task graph builder for the first task graph. Then, set the
operation mode and the task graph name.

     datapointsComputeGraphBuilder.addSource("datapointsource", ps, parallelismValue);
     datapointsComputeGraphBuilder.setMode(OperationMode.BATCH);
     datapointsComputeGraphBuilder.setTaskGraphName("datapointsTG");





Finally, invoke the computeGraphBuilder to build the first task graph, get the task schedule plan and
execution plan for the first task graph, and call the execute() method to execute the datapoints task
graph.

    //Build the first taskgraph
    DataFlowTaskGraph datapointsTaskGraph = computeGraphBuilder.build();
    //Get the execution plan for the first task graph
    ExecutionPlan firstGraphExecutionPlan = taskExecutor.plan(datapointsTaskGraph);
    //Actual execution for the first taskgraph
    taskExecutor.execute(datapointsTaskGraph, firstGraphExecutionPlan); 






PointDataSource

This class partition the datapoints which is based on the task parallelism value. It may either use
the “LocalTextInputPartitioner” or “LocalFixedInputPartitioner” to partition the datapoints.
Finally, write the partitioned datapoints into their respective edges. The LocalTextInputPartitioner
partition the datapoints based on the block whereas the LocalFixedInputPartitioner partition the
datapoints based on the length of the file. For example, if the task parallelism is 4, if there are
16 datapoints each task will get 4 datapoints to process. The partitioned datapoints are converted
into two-dimensional array.

 @Override
  public void prepare(Config cfg, TaskContext context) {
    super.prepare(cfg, context);
    ExecutionRuntime runtime = (ExecutionRuntime) cfg.get(ExecutorContext.TWISTER2_RUNTIME_OBJECT);
    this.source = runtime.createInput(cfg, context, new LocalTextInputPartitioner(
        new Path(getDataDirectory()), context.getParallelism(), config));
  }





Finally, write the appropriate datapoints into their respective task index values with the entity
partition values.

 @Override
  public DataPartition<double[][]> get() {
    return new EntityPartition<>(context.taskIndex(), dataPointsLocal);
  }










Reading and partitioning the Centroids

Similar to the datapoints, the second task graph perform three processes namely partitioning,
converting the partitioned centroids into array, and writing into respective task index values
but, with one major difference of read the complete file as one partition.

      PointDataSource cs = new PointDataSource(Context.TWISTER2_DIRECT_EDGE, centroidDirectory,
            "centroids", dimension);
      ComputeGraphBuilder centroidsComputeGraphBuilder = ComputeGraphBuilder.newBuilder(conf);





Similar to the first task graph, it add point data source to the task graph builder for the
second graph and then it set the operation mode and the task graph name.

   centroidsComputeGraphBuilder.addSource("centroidsource", cs, parallelismValue);
   centroidsComputeGraphBuilder.setMode(OperationMode.BATCH);
   centroidsComputeGraphBuilder.setTaskGraphName("centTG");





Finally, invoke the build() method to build the second task graph, get the task schedule plan and
execution plan for the second task graph, and call the execute() method to execute the centroids
task graph.

    //Build the second taskgraph
    DataFlowTaskGraph centroidsTaskGraph = computeGraphBuilder.build();
    //Get the execution plan for the second task graph
    ExecutionPlan secondGraphExecutionPlan = taskExecutor.plan(centroidsTaskGraph);
    //Actual execution for the second taskgraph
    taskExecutor.execute(centroidsTaskGraph, secondGraphExecutionPlan); 








KMeans Clustering

The third task graph has the following classes namely KMeansSource, KMeansAllReduceTask, and
CentroidAggregator.

    /* Third Graph to do the actual calculation **/
       KMeansSourceTask kMeansSourceTask = new KMeansSourceTask();
       KMeansAllReduceTask kMeansAllReduceTask = new KMeansAllReduceTask();
       ComputeGraphBuilder kmeansComputeGraphBuilder = ComputeGraphBuilder.newBuilder(conf);
   
       //Add source, and sink tasks to the task graph builder for the third task graph
       kmeansComputeGraphBuilder.addSource("kmeanssource", kMeansSourceTask, parallelismValue);
       ComputeConnection kMeanscomputeConnection = kmeansComputeGraphBuilder.addCompute(
           "kmeanssink", kMeansAllReduceTask, parallelismValue);
   
       //Creating the communication edges between the tasks for the third task graph
       kMeanscomputeConnection.allreduce("kmeanssource")
           .viaEdge("all-reduce")
           .withReductionFunction(new CentroidAggregator())
           .withDataType(MessageTypes.OBJECT);
       kmeansComputeGraphBuilder.setMode(OperationMode.BATCH);
       kmeansComputeGraphBuilder.setTaskGraphName("kmeansTG");






Assigning datapoints and initial centroids

The datapoints and centroids are sent to the KMeansTaskGraph as “points” object and “centroids”
object as an input for further processing through receivable name set. Finally, it invokes the
execute() method of the task executor to do the clustering process.

    //Perform the iterations from 0 to 'n' number of iterations
   IExecutor ex = taskExecutor.createExecution(kmeansTaskGraph);
    for (int i = 0; i < iterations; i++) {
         //actual execution of the third task graph
         ex.execute(i == iterations - 1);
    }








New Centroid Updation

This process repeats for ‘n’ number of iterations as specified by the user. For every iteration, the
new centroid value is calculated and the calculated value is distributed across all the task instances.
At the end of every iteration, the centroid value is updated and the iteration continues with the
new centroid value.






KMeansSourceTask

First, the execute method in KMeansSource retrieve the partitioned data points into their respective
task index values and the complete centroid values into their respective task index values. The retrieved
data points and centroids are sent to the KMeansUtils to find the nearest centers using the Euclidean
distance.

   @Override
   public void execute() {
      int dim = config.getIntegerValue("dim", 2);
      double[][] datapoints = (double[][]) dataPartition.first();
      double[][] centroid = (double[][]) centroidPartition.first();
      double[][] kMeansCenters = KMeansUtils.findNearestCenter(dim, datapoints, centroid);
      context.writeEnd("all-reduce", kMeansCenters);
   }








KMeansAllReduceTask

The KMeansAllReduceTask write the calculated centroid values of their partitioned datapoints into their respective task index values.

    @Override
    public boolean execute(IMessage message) {
      LOG.log(Level.FINE, "Received centroids: " + context.getWorkerId()
          + ":" + context.taskId());
      centroids = (double[][]) message.getContent();
      newCentroids = new double[centroids.length][centroids[0].length - 1];
      for (int i = 0; i < centroids.length; i++) {
        for (int j = 0; j < centroids[0].length - 1; j++) {
          double newVal = centroids[i][j] / centroids[i][centroids[0].length - 1];
          newCentroids[i][j] = newVal;
        }
      }
      return true;
    }

    @Override
    public DataPartition<double[][]> get() {
      return new EntityPartition<>(context.taskIndex(), newCentroids);
    }








CentroidAggregator

The CentroidAggregator implements the IFunction and the function OnMessage which accepts two objects as an argument.

public Object onMessage(Object object1, Object object2)





It sums the corresponding centroid values and return the same.

ret.setCenters(newCentroids); 










To Run K-Means Clustering using Task Graph

This command generate and write the datapoints and centroids in the local filesystem and run the
K-Means clustering process. If the user wants to generate and do the processing with csv file, they
have to specify the csv file type as “-ftype csv” or else if the user wants to do the processing
with text file, they have to specify the file type as “-ftype txt”.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput /tmp/dinput -cinput /tmp/cinput -fShared false -nFiles 1 -output /tmp/output -workers 2 -dim 2 -parallelism 4 -filesys local -dsize 1000 -csize 4 -iter 100 -type graph -ftype txt





This command generate and write the datapoints and centroids in the HDFS and run the run the
K-Means clustering process.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput hdfs://namenode:9000/tmp/dinput -cinput hdfs://namenode:9000/tmp/cinput -fShared false -nFiles 1 -output hdfs://namenode:9000/tmp/output -workers 2 -dim 2 -parallelism 4 -filesys hdfs -dsize 1000 -csize 4 -iter 100 -type graph -ftype txt








To Run K-Means Clustering using TSet

This command generate and write the datapoints and centroids in the local filesystem and run the
K-Means clustering process.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput /tmp/dinput -cinput /tmp/cinput -fShared false -nFiles 1 -output /tmp/output -workers 2 -dim 2 -parallelism 4 -filesys local -dsize 1000 -csize 4 -iter 100 -type tset -ftype txt





This command generate and write the datapoints and centroids in the HDFS and run the run the
K-Means clustering process.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput hdfs://namenode:9000/tmp/dinput -cinput hdfs://namenode:9000/tmp/cinput -fShared false -nFiles 1 -output hdfs://namenode:9000/tmp/output -workers 2 -dim 2 -parallelism 4 -filesys hdfs -dsize 1000 -csize 4 -iter 100 -type tset -ftype txt






Sample Output

[2019-11-22 10:41:15 -0500] [INFO] [-] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPILauncher: Starting the job master: 127.0.1.1:44675  
[2019-11-22 10:41:15 -0500] [WARNING] [-] [main] edu.iu.dsc.tws.master.server.JobMaster: Dashboard host address is null. Not connecting to Dashboard  
[2019-11-22 10:41:15 -0500] [INFO] [-] [main] edu.iu.dsc.tws.common.net.tcp.Server: Starting server on kannan-Precision-5820-Tower-X-Series:44675  
[2019-11-22 10:41:15 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.JobMaster: JobMaster [127.0.1.1] started and waiting worker messages on port: 44675  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIController: Working directory: /home/kannan/.twister2/jobs  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIController: Launching job in standalone scheduler with no of containers = 2  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.MPICommand: Job class path: /home/kannan/.twister2/jobs/KMeans-job/libexamples-java.jar  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.StandaloneCommand: Java version : 8  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker: 1 joined the job.  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker: 0 joined the job.  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerHandler: All workers joined the job. Worker IDs: [0, 1]  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerHandler: Sending WorkersJoined messages ...  
[2019-11-22 10:41:17 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.batch.kmeans.KMeansComputeJob: Total K-Means Execution Time: 352	Data Load time : 109	Compute Time : 243  
[2019-11-22 10:41:17 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 0  
[2019-11-22 10:41:17 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:0 COMPLETED.  
[2019-11-22 10:41:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.kmeans.KMeansComputeJob: Total K-Means Execution Time: 354	Data Load time : 130	Compute Time : 224  
[2019-11-22 10:41:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 1  
[2019-11-22 10:41:17 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:1 COMPLETED.  
[2019-11-22 10:41:17 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: All 2 workers COMPLETED. Terminating the job.  
[2019-11-22 10:41:17 -0500] [INFO] [-] [main] edu.iu.dsc.tws.rsched.core.ResourceAllocator: CLEANED TEMPORARY DIRECTORY......:/tmp/twister2-KMeans-job-7364072149483599729  











          

      

      

    

  

    
      
          
            
  


id: svm
title: Support Vector Machines
sidebar_label: SVM

Support Vector Machines (SVM) is a supervised learning algorithm which is mainly used for the
purpose of classifying data. SVM algorithm is a light-weight classifier compared to Deep Neural
Networks. SVM is a highly used algorithm for classifying data. There are many varieties of SVMs
which has been developed through out the years. The sequential minimal optimization (SMO [https://pdfs.semanticscholar.org/59ee/e096b49d66f39891eb88a6c84cc89acba12d.pdf]) based approach
is one of the most famouos modes in the early days of SVM. Then the research progreeses towards
matrix decomposition methods like PSVM [https://static.googleusercontent.com/media/research.google.com/en//pubs/archive/34638.pdf].
Both these methods are high computational intensive algorithms. Then the current research has
diverted towards using gradient descent based approaches to solve the problem. These researchs show
that this method is highly efficient and accuracy is as high as the traditional SMO-based and
matrix decomposition-based approaches.




Background

Currently Twister2 supports SGD-based SVM binary classifier with Linear Kernel. Our objective
is to provide fully functional multi-class SVM classifier with multiple kernel support in a future
release.

Here S is a sample space where xi and yi,

S with n samples,xi refers to a d-dimensional feature vector and yi
is  the  label  of  the ith sample.

[image: docs/ai/machinelearning/svm/assets/eq1.gif]Sample Space Definition

Jt refers to the quadratic objective function which is minimized in the algorithm
to obtain the convergence in the algorithm.

[image: docs/ai/machinelearning/svm/assets/eq2.gif]Objective Function

This is the constraint of the objective function

[image: docs/ai/machinelearning/svm/assets/eq4.gif]Constraint Definition In Objective Function

The weight vector updates takes as follows. Depending on the gradient of the objective function,

[image: docs/ai/machinelearning/svm/assets/eq3.gif]Weight Update Equations




SVM-SGD Sequential Algorithm

Twister2:ML provides a basic Linear Kernel based SVM algorithm developed on top of stochastic
gradient descent based approach. The sequential algorithm is shown in Figure

[image: docs/ai/machinelearning/svm/assets/seq_sgd_svm_algo.png]Sequential Algorithm

In the distributed algorithm, we model a data-parallel algorithm where each model work on a separate
data set (subset of full dataset). After each model is done with calculating the final weight
vector we do a model synchronization. A preliminary research we did on this proves that this method
is highly efficient and accuracy of the algorithm doesn’t dilute with the model synchronization
frequency.




Distributed SVM Batch Model - Task Example

[image: docs/ai/machinelearning/svm/assets/twister2_ml_simple_model_svm.png]Twister2 Distributed SVM Batch Model


Components


	Training Data Source : This is an input from a text file (supported format csv) {label,features}


	Testing Data Source : This is an input from a text file (supported format csv) {label,features}


	Distributed SVM Compute Tasks : Set of Independent tasks running in parallel with the specified parallelism,
(Note: In current implementation we recommend to use data parallelism = compute parallelism )


	Input Data Streamer Task : Loads the data with the configured parallelism and send to the SVM Compute Task


	SVM Reducer Task : Do a MPI-like model reduction to get the final model by averaging through the reduced value
(Note: This is one way of doing this. If you want to do an ensemble-like reduction, we need a voting mechanism.
Twister2 will support that in an upcoming release)


	Trained Model : This contains the final weight vector and important log information that you need to save to disk
In production or testing phase, you may only need to run the testing graph. Twister2 SVM can be customized
to support that functionality as well.


	Testing Data Streamer : Loads the testing data in parallel with the defined parallelism. This way
we can do the testing process quite efficiently. You can increase this parallelism depending on your requirement
and it is independent of the data parallelism used in the training process.


	Distributed Tester : Runs the SVM prediction algorithm on the testing data and provide the accuracy for the
tested batch.


	Train Model Evaluator : The Distributed Tester provides the accuracy per testing data set and the
evaluator does the MPI-like reduction over the response and provide the final accuracy. You can provide a custom
averaging function using Twister2 IFunctions to give a weighted average or any specific average function
depending on your expectation. Current algorithm supports a general MPI-like plain reduction and average it over
the number of processes (=no of data partitions) used in the testing process.


	Final Results : Final results can be saved to disk and currently, Twister2 SVM shows time breakdown for
testing, training, accuracy and data set specific info.









Code


Data Loading

Here is how we load data for training.

DataObject<Object> data = null;
   DataObjectSource sourceTask = new DataObjectSource(Context.TWISTER2_DIRECT_EDGE,
       this.svmJobParameters.getTrainingDataDir());
   DataObjectSink sinkTask = new DataObjectSink();
   trainingBuilder.addSource(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       sourceTask, dataStreamerParallelism);
   ComputeConnection firstGraphComputeConnection = trainingBuilder.addSink(
       Constants.SimpleGraphConfig.DATA_OBJECT_SINK, sinkTask, dataStreamerParallelism);
   firstGraphComputeConnection.direct(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       Context.TWISTER2_DIRECT_EDGE, DataType.OBJECT);
   trainingBuilder.setMode(OperationMode.BATCH);

   DataFlowTaskGraph datapointsTaskGraph = trainingBuilder.build();
   ExecutionPlan firstGraphExecutionPlan = taskExecutor.plan(datapointsTaskGraph);
   taskExecutor.execute(datapointsTaskGraph, firstGraphExecutionPlan);
   data = taskExecutor.getOutput(
       datapointsTaskGraph, firstGraphExecutionPlan, Constants.SimpleGraphConfig.DATA_OBJECT_SINK);






Code Explained


Note: Task Names, Edge Names are defined using constants

First you need to create a DataSourceObject which is an abstraction in Twister2 Data API.
This way you can implicitly do the data loading in parallel and plug this in easily to the data
streaming source task (this will be explained in a following section).

DataObjectSource sourceTask = new DataObjectSource(Context.TWISTER2_DIRECT_EDGE,
        this.svmJobParameters.getTrainingDataDir());





DataObjectSink in Twister2 supports to get the parallelism you expect.
This sink task is connected to the data loading Source Task which helps to partition the
data equal to the parallelism you provide. Read the source code to get a clear idea.

DataObjectSink sinkTask = new DataObjectSink();
   trainingBuilder.addSource(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       sourceTask, dataStreamerParallelism);





Now we need to create the data loading task graph. Source task can be added as follows.

trainingBuilder.addSource(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       sourceTask, dataStreamerParallelism);





Next, the sink task of data loading must be added to the task graph,

ComputeConnection firstGraphComputeConnection = trainingBuilder.addSink(
       Constants.SimpleGraphConfig.DATA_OBJECT_SINK, sinkTask, dataStreamerParallelism);





The link between data loading source task and sink task is called a direct link.
What we mean by a direct link is that the data is not undergoing any complex data flow, it is
just direct flow of data from the given source to the sink using a direct communication. This
is the simplest communication directive in Twister2.

Then we need to set the type of the graph we built. Twister2 allows the user to set the computation model
as a batch or streaming. We recommend to use Batch mode for the current SVM example as the
current computation model is specific to a batch case.

trainingBuilder.setMode(OperationMode.BATCH);





Now, the task graph has to be built and executed.

 DataFlowTaskGraph datapointsTaskGraph = trainingBuilder.build();
   ExecutionPlan firstGraphExecutionPlan = taskExecutor.plan(datapointsTaskGraph);
   taskExecutor.execute(datapointsTaskGraph, firstGraphExecutionPlan);





Finally, we can get the partitioned data set as a data object which we call as a DataObject
which can be defined as a generic type depending on the programming logic or your preference.

data = taskExecutor.getOutput(
       datapointsTaskGraph, firstGraphExecutionPlan, Constants.SimpleGraphConfig.DATA_OBJECT_SINK);





This data object has partitions equal to the amount of parallelism provided in the task definition.




Note: Testing data is also loaded in a similar way.








Training

Next step is to train the SVM algorithm using the loaded data. For that we create another
task graph called training task graph which can be considered as the first major component in
the distributed SVM algorithm.

DataObject<double[]> trainedWeight = null;

    dataStreamer = new InputDataStreamer(this.operationMode,
        svmJobParameters.isDummy(), this.binaryBatchModel);
    svmCompute = new SVMCompute(this.binaryBatchModel, this.operationMode);
    svmReduce = new SVMReduce(this.operationMode);

    trainingBuilder.addSource(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE, dataStreamer,
        dataStreamerParallelism);
    ComputeConnection svmComputeConnection = trainingBuilder
        .addCompute(Constants.SimpleGraphConfig.SVM_COMPUTE, svmCompute, svmComputeParallelism);
    ComputeConnection svmReduceConnection = trainingBuilder
        .addSink(Constants.SimpleGraphConfig.SVM_REDUCE, svmReduce, reduceParallelism);

    svmComputeConnection
        .direct(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
            Constants.SimpleGraphConfig.DATA_EDGE, DataType.OBJECT);
    svmReduceConnection
        .reduce(Constants.SimpleGraphConfig.SVM_COMPUTE, Constants.SimpleGraphConfig.REDUCE_EDGE,
            new ReduceAggregator(), DataType.OBJECT);

    trainingBuilder.setMode(operationMode);
    DataFlowTaskGraph graph = trainingBuilder.build();
    ExecutionPlan plan = taskExecutor.plan(graph);

    taskExecutor.addInput(
        graph, plan, Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
        Constants.SimpleGraphConfig.INPUT_DATA, trainingData);

    taskExecutor.execute(graph, plan);

    LOG.info("Task Graph Executed !!! ");

    trainedWeight = retrieveWeightVectorFromTaskGraph(graph, plan);






Code Explained

First, we initialize the components in the graph. There are three basic components in the
training graph. They are;


	Input Data Streamer [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/streamer/InputDataStreamer.java] : loads the data in parallel and do initialization of models and other
used defined pre-processings.


	SVM Compute Task [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/compute/SVMCompute.java] : Runs the SVM algorithm on a partition of data.


	SVM Reduce Task [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/aggregate/SVMReduce.java]  : Generates the averaged model over all models trained in parallel




Here is how we initialize each of these tasks.


Note : Dummy data based training option is there just to test the application.

dataStreamer = new InputDataStreamer(this.operationMode,
        svmJobParameters.isDummy(), this.binaryBatchModel);
    svmCompute = new SVMCompute(this.binaryBatchModel, this.operationMode);
    svmReduce = new SVMReduce(this.operationMode);





In a similar way we used to create the task graph in data loading section, we use a similar approach
to design the training task graph.

A source task is always added by addingSource method

Make sure to use task graph edges and task node names using constants. Reduction parallelism is
always unity(=1) and the compute parallelism is recommended to be used as same as the data
parallelism. The reasoning is that each compute node will work on the partitioned data.
The link between input data stream and the compute node is direct and that’s why we keep
the parallelisms as stated. In the Reduction phase you can use a data aggregator of your own
choice. In the current aggregator [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/aggregate/ReduceAggregator.java] logic, we just do a basic MPI-like reduction.

trainingBuilder.addSource(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE, dataStreamer,
        dataStreamerParallelism);
    ComputeConnection svmComputeConnection = trainingBuilder
        .addCompute(Constants.SimpleGraphConfig.SVM_COMPUTE, svmCompute, svmComputeParallelism);
    ComputeConnection svmReduceConnection = trainingBuilder
        .addSink(Constants.SimpleGraphConfig.SVM_REDUCE, svmReduce, reduceParallelism);

    svmComputeConnection
        .direct(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
            Constants.SimpleGraphConfig.DATA_EDGE, DataType.OBJECT);
    svmReduceConnection
        .reduce(Constants.SimpleGraphConfig.SVM_COMPUTE, Constants.SimpleGraphConfig.REDUCE_EDGE,
            new ReduceAggregator(), DataType.OBJECT);





The graph can be initialized as follows,

trainingBuilder.setMode(operationMode);
    DataFlowTaskGraph graph = trainingBuilder.build();
    ExecutionPlan plan = taskExecutor.plan(graph);





Next, the important thing is to add the input to the task graph. The input is the data object
that we loaded in the training data loading stage. It can be done like this,

taskExecutor.addInput(
        graph, plan, Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
        Constants.SimpleGraphConfig.INPUT_DATA, trainingData);





Here, you need to specify to which task you’re adding the data. Here our task is the streaming data
source task. Then we just need to provide the reference of the loaded data object to the addInput function.
Then you can execute the task graph.

taskExecutor.execute(graph, plan);





You can use the getOutput method in task executor to obtain the final results of the graph.
This final result will be the trained model. Here the trained model only refers to the final weight vector.








Testing

Testing is also done in parallel and a similar task graph like training task graph is created,
but the tasks inside this graph a light weight. It is just straight forward model evaluation in
O(Nd) (d is number of features, N number of samples) time. The major difference in testing task graph
is we input both the trained model (weight vector) and the testing data set to the taskgraph as inputs.

Finally a reduction operation is done to get the final accuracy of the testing model.

You can find the code to our SVM Implementation
here [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/job/SvmSgdAdvancedRunner.java].






Run Batch SVM

Sample Execution

Note: Make sure your data in the file has same line length in all lines.
Our inbuilt splitter currently assumes this. And we will release a more dyanmic
Data API to handle this in a near future release.


Data Format :

label,feature_1,feature_2,...,feature_d





Binary classification is only supported in the current release. Make sure labels are +1 and -1
for the two classes. The data should be in CSV format with dense matrix representation.
If you’re using LibSVM format data, first use a LibSVM -> CSV converter [https://github.com/zygmuntz/phraug/blob/master/libsvm2csv.py]
to convert data to the dense format.




Run SVM

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb 4096 -disk_gb 2 -instances <no of instances> -alpha <learning rate>-C <hyper-parameter-in-constraint-function> -exp_name <experiment-name> -features <features> -samples <total-samples> -iterations <iterations> -training_data_dir <training-csv-file> -testing_data_dir <testing-csv-file> -parallelism <overall-parallelism> -workers <no of workers> -cpus <no of cpus> -threads <threds to be used in the scheduler>






Sample Run

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb 4096 -disk_gb 2 -instances 1 -alpha 0.1 -C 1.0 -exp_name test-svm -features 22 -samples 35000 -iterations 10 -training_data_dir <path-to-training-csv> -testing_data_dir <path-to-testing-csv> -parallelism 8 -workers 1 -cpus 1 -threads 4








Sample Output

Training Dataset [/home/vibhatha/data/svm/w8a/training.csv] 
Testing  Dataset [/home/vibhatha/data/svm/w8a/testing.csv] 
Data Loading Time (Training + Testing) 				= 1.943881115  s 
Training Time 							= 7.978291269  s 
Testing Time  							= 0.828260105  s 
Total Time (Data Loading Time + Training Time + Testing Time) 	= 10.750432489  s 
Accuracy of the Trained Model 					= 88.904494382 %












Distributed SVM Batch Model - Tset Example

TSet is an abstraction for the Task API. The reason behind using TSet is to provide
much easier coding environment for API users. For developer level using Task Example
will be much easier when you want to write plug-ins for existing programmes. In TSet
level most of the Task level APIs are abstracted to provide a readable interface.

The design model used in here is as same as the task example. Let’s go through the code.

CachedTSet<double[][]> trainingData = loadTrainingData();
    CachedTSet<double[][]> testingData = loadTestingData();
    MapTSet<double[], double[][]> svmTrainTset = trainingData
        .map(new SvmTrainMap(this.binaryBatchModel, this.svmJobParameters));
    //svmTset.addInput("trainingData", testingData);
    ReduceTLink<double[]> reduceTLink = svmTrainTset.reduce((t1, t2) -> {
      double[] w1 = new double[t1.length];
      try {
        w1 = Matrix.add(t1, t2);
      } catch (MatrixMultiplicationException e) {
        e.printStackTrace();
      }
      return w1;
    });

    CachedTSet<double[]> finalW = reduceTLink
        .map(new ModelAverager(this.svmJobParameters.getParallelism())).cache();
    double[] wFinal = finalW.getData().get(0);
    this.binaryBatchModel.setW(wFinal);
    LOG.info(String.format("Data : %s",
        Arrays.toString(wFinal)));

    MapTSet<Double, double[][]> svmTestTset = testingData
        .map(new SvmTestMap(this.binaryBatchModel, this.svmJobParameters));
    ReduceTLink<Double> reduceTestLink = svmTestTset.reduce((t1, t2) -> {
      double t = t1 + t2;
      return t;
    });
    CachedTSet<Double> finalAcc = reduceTestLink
        .map(new AccuracyAverager(this.svmJobParameters.getParallelism())).cache();
    double acc = finalAcc.getData().get(0);
    LOG.info(String.format("Training Accuracy : %f ", acc));






Code Explained

First, we need to load the training data,

CachedTSet<double[][]> data = this.twisterBatchContext.createSource(
        new DataLoadingTask(this.binaryBatchModel, this.svmJobParameters, "train"),
        this.dataStreamerParallelism).setName("trainingDataSource").cache();





Here we need to create a data loading task.

When using TSets, you need to load the data using the same Data API interfaces.
But here, we provided less abstraction towards data loading, so that user can
define their logics within DataLoadingTask (More details are below).

In the DataLoading task, the data object must be defined with reference to the number
of partitions considering the total data size.

 public void prepare() {
    this.config = context.getConfig();
    this.parallelism = context.getParallelism();
    // dimension is +1 features as the input data comes along with the label
    this.dimension = this.binaryBatchModel.getFeatures() + 1;
    if ("train".equalsIgnoreCase(this.dataType)) {
      this.dataSize = this.binaryBatchModel.getSamples();
      this.localPoints = new double[this.dataSize / (this.parallelism + 1)][this.dimension];
      this.source = new DataSource(config, new LocalFixedInputPartitioner(new
          Path(this.svmJobParameters.getTrainingDataDir()), this.parallelism, config,
          this.dataSize), this.parallelism);
    }
    if ("test".equalsIgnoreCase(this.dataType)) {
      this.dataSize = this.svmJobParameters.getTestingSamples();
      this.localPoints = new double[this.dataSize / (this.parallelism + 1)][this.dimension];
      this.source = new DataSource(config, new LocalFixedInputPartitioner(new
          Path(this.svmJobParameters.getTestingDataDir()), this.parallelism, config,
          this.dataSize), this.parallelism);
    }
  }





Here the data loader has to load the data considering training and testing data sizes.
So the source path and data sizes are different. The data size means the number of
lines in your file (it must be in csv format as mentioned in the task example section).
Currently that field is not implicitly handled in the current release (0.2.2).

DataLoadingTask extends the BaseSource, so the expected data type can be defined.
The overriden next() method uses the Twister2 Data API to load the data.

  public double[][] next() {
    LOG.fine("Context Prepare Task Index:" + context.getIndex());
    InputSplit inputSplit = this.source.getNextSplit(context.getIndex());
    int totalCount = 0;
    while (inputSplit != null) {
      try {
        int count = 0;
        while (!inputSplit.reachedEnd()) {
          String value = (String) inputSplit.nextRecord(null);
          if (value == null) {
            break;
          }
          String[] splts = value.split(",");
          if (debug) {
            LOG.info(String.format("Count %d , splits %d, dimensions %d", count, splts.length,
                this.dimension));
          }

          if (count >= this.localPoints.length) {
            break; // TODO : unbalance division temp fix
          }
          for (int i = 0; i < this.dimension; i++) {
            this.localPoints[count][i] = Double.valueOf(splts[i]);
          }
          if (value != null) {
            count += 1;
          }
        }
        inputSplit = this.source.getNextSplit(context.getIndex());
      } catch (IOException e) {
        LOG.log(Level.SEVERE, "Failed to read the input", e);
      }
    }
    return this.localPoints;
  }






Note : Loading data format depends on the data processing logics that you have aleady defined in your program. Handl the data loading with care. You can use a filter function to process them in the expected way.

The loaded data has to be referenced via a Cacheable Tset => CashedTSet object.

    CachedTSet<double[][]> trainingData = loadTrainingData();
    CachedTSet<double[][]> testingData = loadTestingData();





Now, the training has to be done on the loaded data.

  MapTSet<double[], double[][]> svmTrainTset = trainingData
        .map(new SvmTrainMap(this.binaryBatchModel, this.svmJobParameters));





The Training logic must be programmed inside the a Map class which is extended from the
BaseMapFunction<T,O)>. Here the input data format defines T and the expected
output data format defines O.

Then the reduce function has to be called to reduce the trained models to get a
globally synchronized model. Here, the lambda functions has been used to do it quite
effectively without creating a new class. Here a ReduceTLink a TLink specialized
to perform reduction operation is used. This is another abstraction we use in TSet based
application development.

ReduceTLink<double[]> reduceTLink = svmTrainTset.reduce((t1, t2) -> {
      double[] w1 = new double[t1.length];
      try {
        w1 = Matrix.add(t1, t2);
      } catch (MatrixMultiplicationException e) {
        e.printStackTrace();
      }
      return w1;
    });





Next step is to obtain the averaged model over the executed reduction.

CachedTSet<double[]> finalW = reduceTLink
        .map(new ModelAverager(this.svmJobParameters.getParallelism())).cache();
    double[] wFinal = finalW.getData().get(0);





TSetLinks provide a Map interface to write customizable mapping functions depending user requirment
to get processed output. Here a simple average is performed over the globally synchronized data
using the ModelAverager class. It is nothing but averaging to get the mean of the globally
synchronied model with respect to the parallelism.

getData method returns the partitions and as this is a reduce example there
will be a single partition.

In the testing stage, we used the same model as used in the task example. The testing is also
done in parallel.

IterableMapTSet<Double, double[][]> svmTestTset = testingData
       .map(new SvmTestMap(this.binaryBatchModel, this.svmJobParameters));
   ReduceTLink<Double> reduceTestLink = svmTestTset.reduce((t1, t2) -> {
     double t = t1 + t2;
     return t;
   });





As same as a training Mapper task, a testing mapper task is defined to run the
SVM prediction within the SVMTestMap interface. We abstract the computation logic
inside this Map class. And finally, a reduction is performed on the accuracy calculated
per test data set.

 CachedTSet<Double> finalAcc = reduceTestLink
        .map(new AccuracyAverager(this.svmJobParameters.getParallelism())).cache();
    double acc = finalAcc.getData().get(0);
    LOG.info(String.format("Training Accuracy : %f ", acc));





Final testing accuracy can be obtained by averaging through the globally synchronized value.
For that a simple map function can be plugged into the TSetLink.




Note we use a separate TSet Link per a specific task.






Running TSet Based SVM

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb <ram-size-MB> -disk_gb <disk-size-in-GB> -instances <no-of-instances> -alpha <learning rate> -C <training-constraint> -exp_name <experiment-name> -features <dimension of a data point> -samples <no-of-training-samples> -iterations <iterations> -training_data_dir <training-data-file> -testing_data_dir <testing-data-file>-parallelism <overall-parallelism> -workers <no-of-workers> -cpus <no-of-cpus> -threads <no-threads-for-scheduler> -svm_run_type tset -testing_samples <testing-samples>






Sample Run

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb 4096 -disk_gb 2 -instances 1 -alpha 0.1 -C 1.0 -exp_name test-svm -features 300 -samples 49749 -iterations 10 -training_data_dir <training-data-csv-file> -testing_data_dir <testing-data-csv-file> -parallelism 8 -workers 1 -cpus 1 -threads 4 -svm_run_type tset -testing_samples 14951








Sample Output

[2019-03-28 16:40:31 -0400] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.ml.svm.job.SvmSgdTsetRunner: Training Accuracy : 88.049368






Note make sure you have formatted the CSV files as instructed in the SVM Task Example.











          

      

      

    

  

    
      
          
            
  


id: reinforcementlearning
title: Reinforcement Learning
sidebar_label: Overview on Reinforcement Learning





          

      

      

    

  

    
      
          
            
  


id: twister2flow
title: Twister2Flow
sidebar_label: Overview on Twister2Flow

Designing a dataflow pipeline to support high performance deep learning in Twister2. This is an
experimental version of the initial High Performance Deep Learning Connect of Twister2.




Supporting Dataflow Operations


	File Systems oriented dataflow operations


	Remote Memory Access (Work In Progress)







Supporting Frameworks


	Twister2 (JVM Oriented Big Data Toolkit)


	Pytorch (Deep Learning Library)


	Python3







Pre-Requisites


	Twister2 Python Installation. See more.


	Pytorch Installation from Source See more. [https://github.com/pytorch/pytorch#from-source]


	Install PyArrow pip3 install pyarrow


	Install requests pip3 install requests


	Install mlxtend  pip3 install mlxtend


	Add Twister2 to Path




export TWISTER2_HOME=<path-to-twister2-binaries>
export PATH=$TWISTER2_HOME/bin:$PATH








Install

python3 -m pip install --index-url https://test.pypi.org/simple/ --no-deps twister2flow-test








Bootstrap Task Executor

python3 bootstrap/PytorchJobSubmitter.py\ 
    --script /home/vibhatha/github/forks/twister2/deeplearning/pytorch/src/main/python/PytorchMnistDist.py\ 
    --executor /home/vibhatha/venv/ENV37/bin/python3\ 
    --parallelism 4 --hostfile hostfile








Example Dataflow

from twister2flow.twister2.pipeline import PipelineGraph
from twister2flow.twister2.task.Twister2Task import Twister2Task
from twister2flow.twister2.task.PytorchTask import PytorchTask
from twister2flow.twister2.task.PythonTask import PythonTask

plg = PipelineGraph.PipelineGraph(name="UNNAMED_TASK")

download_task = PythonTask(name="download_task")
download_task.set_command("python3")
download_task.set_script_path(script_path="MnistDownload.py")
download_task.set_exec_path(exec_path=None)

twister2_task = Twister2Task(name="t2_task")
twister2_task.set_command("twister2 submit standalone python")
twister2_task.set_script_path(script_path="Twister2PytorchMnist.py")
twister2_task.set_exec_path(exec_path=None)

pytorch_task = PytorchTask(name="pytorch_task")
pytorch_task.set_command()
pytorch_task.set_script_path(script_path="PytorchMnistDist.py")
pytorch_task.set_exec_path(exec_path=None)

plg.add_task(download_task)
plg.add_task(twister2_task)
plg.add_task(pytorch_task)


print(str(plg))

plg.execute()








Running example

python3 examples/Twister2Flow.py









          

      

      

    

  

    
      
          
            
  
Architecture

Goal of Twister2 is to provide a layered approach for big data with independent components at each level to compose an application. The layers include: 1. Resource allocations 2. Data Access 3. Communication 4. Task System 5. Distributed Data

Among these communications, task system and data management are the core components of the system with the others providing auxiliary services. On top of these layers, one can develop higher-level APIs such as SQL interfaces. The following figure shows the runtime architecture of Twister2 with various components. Even though shows all the components in a single diagram, one can mix and match various components according to their needs. Fault tolerance and security are two aspects that affect all these components.

[image: docs/architecture/assets/tws-architecture.png]Twister2 Architecture

The following table gives a summary of various components, APIs, and implementation choices.

[image: docs/architecture/assets/twister2-architecture.png]Twister2 Components


Twister2 Runtime

Twister2 Runtime consists of the following main components.


	Job Submission Client


	Job Master


	Workers





Job Submission Client

This is the program that the user use to submit/terminate/modify Twister2 jobs. It may run in the cluster or outside of it in the user machine.




Job Master

Job Master manages the job related activities during job execution such as fault tolerance, life-cycle management, dynamic resource allocation, resource cleanup, etc.




Workers

The processes that perform the computations in a job.




Twister2 Dashboard

Twister2 Dashboard is a web site that helps users to monitor their jobs.
Only one instance of Dashboard runs in the cluster and it will provide data for all jobs running in the cluster.
It is a long running service. It is installed and started once and it runs continually.

Following sections describe some of these components in detail.


	Worker Controller


	Job Master












          

      

      

    

  

    
      
          
            
  
Worker Controller

We developed an interface: IWorkerController and provided its implementations by using various cluster services.
This interface provides the following services:


	Unique ID assignment to workers


	Discovery of worker address and resource information in a job


	Synchronizing workers using a barrier




Unique ID assignment to workers: We require that each worker in Twister2 jobs has a unique sequential ID starting from 0.
When N workers are started in a Twister2 job, the workers will have the unique IDs in the range of 0 to (N-1).

Discovery of worker addresses and compute resources in a job:
We assume that each worker in a Twister2 job has a unique IP address and port number pair.
More than one worker may run on the same IP address, but they must have different port numbers.
So, each Twister2 worker in a job must have a unique ID and a unique IP:port pair.

When a Twister2 job is scheduled in a cluster, usually multiple Twister2 workers are started in that cluster.
All workers need to know the address of other workers in the job to be able to communicate with them.
In addition, workers in a job may have different compute resources such as CPU, RAM, and disk.
All workers need to know the compute resources of other workers.

The submitting client does not know where the workers will be started on the cluster, when it submits the job.
Therefore, it can not provide this information to the workers when they start.
Cluster resource schedulers start the workers in the nodes of the cluster.

Node Location Information: Twister2 can use worker locations when scheduling tasks.
Workers may run in virtual machines such as pods in Kubernetes.
So, worker IP addresses can be different from the IP address of the physical node it is running on.
We provide a NodeInfo object for workers. It shows the physical node IP address for that worker.
The rack name of the node it is running on. And the datacenter name where this node is running.
Rack and datacenter names might not be available in all clusters.

Synchronizing workers using a barrier: All workers in a Twister2 job may need to synchronize on a barrier point.
The workers that arrives earlier to the barrier point wait others to arrive.
When the last worker arrives to the barrier point, they are all released.


IWorkerController Interface

We designed an interface to be implemented by worker controllers and to be used by workers to discover other workers in a Twister job.

The interface is:


	edu.iu.dsc.tws.common.controller.IWorkerController [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/common/src/java/edu/iu/dsc/tws/common/controller/IWorkerController.java]







IWorkerController Implementations

We developed worker controllers implementing IWorkerController interface using various cluster services.


ZooKeeper Based Worker Controller

We implemented a worker controller using a ZooKeeper server. ZooKeeper server runs in many clusters.
This worker controller can be used in those clusters. The worker controller class is:


	edu.iu.dsc.tws.rsched.bootstrap.ZKWorkerController [https://github.com/DSC-SPIDAL/twister2/tree/d9edff9bac47239db44731064aa5e2ac98867d97/twister2/resource-scheduler/src/java/edu/iu/dsc/tws/rsched/bootstrap/ZKWorkerController.java]




Details of the implementation is provided in the document.




Job Master Based Worker Controller

Twister2 runs a Job Master in Twister2 jobs. We provide a Job Master based worker controller implementation. The worker controller class is:


	edu.iu.dsc.tws.master.client.JMWorkerController [https://github.com/DSC-SPIDAL/twister2/tree/d9edff9bac47239db44731064aa5e2ac98867d97/twister2/master/src/java/edu/iu/dsc/tws/master/client/JMWorkerController.java]




Details of the implementation is provided in the document.




Kubernetes Master Based Worker Controller

We developed a worker controller that uses Kubernetes master to discover other workers in a Twister2 job.The worker controller class is:


	edu.iu.dsc.tws.rsched.schedulers.k8s.worker.K8sWorkerController [https://github.com/DSC-SPIDAL/twister2/tree/d9edff9bac47239db44731064aa5e2ac98867d97/twister2/resource-scheduler/src/java/edu/iu/dsc/tws/rsched/schedulers/k8s/worker/K8sWorkerController.java]




Details of the implementation is provided in the document.






Configuration Parameters

We use followibg two configuration parameters to set the maximum wait times for worker controllers.

Following parameter determines the amount of time to wait for all workers to join the job, when getAllWorkers method is called.
Default value for this parameter is 100 seconds (100000).

twister2.worker.controller.max.wait.time.for.all.workers.to.join





Following parameter determines the amount of time to wait on a barrier for all workers to arrive, when waitOnBarrier is called.
Default value for this parameter is 100 seconds (100000).

twister2.worker.controller.max.wait.time.on.barrier





Both of these parameters can be found in system.yaml file.







          

      

      

    

  

    
      
          
            
  
ZooKeeper Based Job Master Discovery

When a Twister2 job is submitted, a Job Master is created in addition to workers. Workers need to know the Job Master IP address and the port number to be able to connect to it. Some resource schedulers such as Kubernetes provides some means for workers to discover the Job Master. However, there might be resource schedulers that do not provide such discovery mechanisms such as Nomad scheduler. In that case, ZooKeeper server can be used to discover the Job Master address.


Main Idea

When a Twister2 job is submitted:


	one Job Master


	possibly many workers




started in the cluster.

When the Job Master starts:


	It registers its IP address and the port number with the ZooKeeper server.




When the workers start:


	They get the address of the Job Master from the ZooKeeper server.







Assumptions

We assume that:


	Each Twister2 job has a unique name.

There can not be more than one Twister2 job running in the cluster with the same name simultaneously.

When we submit a job, if there is already a running job with the same name, that job submission fails.



	Each Twister2 job is composed of one Job Master and possibly many workers.


	Job Master knows its own IP address and its port number when it starts.


	Both the Job Master and the workers know the IP address and the port number of the ZooKeeper server.







Implementation

We implemented two classes:


	edu.iu.dsc.tws.rsched.bootstrap.ZKJobMasterRegistrar


	edu.iu.dsc.tws.rsched.bootstrap.ZKJobMasterFinder




ZKJobMasterRegistrar class is used to register the Job Master address with the ZooKeeper server.ZKJobMasterFinder class is used to get the Job Master address from the ZooKeeper server.

ZNode CreationWhen the Job Master registers its address on the ZooKeeper server, an ephemeral znode is created. The name of this znode will be:

/twister2/<job-name>-<job-master>  





assuming the root znode is twister2.

Job Master IP address and the port number is put as the payload in this znode as a String in the form of:

ip:port 





ZNode DeletionWhen the job completes, the ZKJobMasterRegistrar should delete the znode from the ZooKeeper server explicitly by calling its close method. If the job master is prematurely shut down, the znode will be deleted automatically, since the znode is ephemeral. However, it takes 30 seconds for the ZooKeeper to delete ephemeral nodes in premature shut downs. If the user wants to submit another job during this time period with the same name, then the remaining znode from the previous job needs to be deleted first.

ZKJobMasterRegistrar class has two methods to check the existence of the znode for that job and delete it:


	sameZNodeExist()


	deleteJobMasterZNode()




These methods can be used to clear the previously remaining znodes. However, care needs to be taken, because another user may have been submitted a job with the same name. Before deleting the job master znode, the user needs to be sure that, that znode is its znode from previous job submission.

Discovering the Job Master AddressWhen the workers start, they query the job master znode. If the znode already created, they get the content and parse the ip:port pair. If the znode has not been created yet, we create a NodeCache object. It gets all changes to the Job master node in a local cache. We get the Job Master address from this cache when the znode is created on the server. NodeCache works event based. So, we avoid polling the ZooKeeper server continually.




Usage

Registering the Job MasterJob Master is started by a separate program in each cluster. For example, in Kubernetes it is started by the class:

edu.iu.dsc.tws.rsched.schedulers.k8s.master.JobMasterStarter





When this class starts the Job Master, it also needs to start the ZKJobMasterRegistrar. When the ZKJobMasterRegistrar is constructed, its initialize method needs to be called to register. It returns a boolean value to show the result of the registration.

When the job completes, it needs to call the close method of the ZKJobMasterRegistrar class to delete the job znode and close the connection to the ZooKeeper server.

Getting the Job Master AddressSimilar to Job Master, Twister2 workers are also started by a separate program in each cluster. For example, in Kubernetes clusters, they are started by:

edu.iu.dsc.tws.rsched.schedulers.k8s.worker.K8sWorkerStarter  





Before starting the worker, this program should start ZKJobMasterFinder. After initializing, it can get the Job Master address by calling the method:

getJobMasterIPandPort().





If this method returns null, it means that the Job Master has not registered yet. In that case, it can call the method

waitAndGetJobMasterIPandPort(long timeLimit)





This method will wait for the Job Master znode to be registered until the timeLimit has been reached.

Example CodeA sample usage of ZKJobMasterRegistrar is provided in the example class:

edu.iu.dsc.tws.examples.internal.jobmaster.ZKJobMasterRegistrarExample.java





Its corresponding sample usage of ZKJobMasterFinder is provided in the example class:

edu.iu.dsc.tws.examples.internal.jobmaster.ZKJobMasterFinderExample.java











          

      

      

    

  

    
      
          
            
  
ZooKeeper Based Worker Controller

We designed a worker discovery, synchronization and ID assignment system for multi-worker jobs in cluster environments that use a ZooKeeper server.

We developed the following class:

edu.iu.dsc.tws.rsched.bootstrap.ZKWorkerController





It implements the interface:

edu.iu.dsc.tws.common.controller.IWorkerController





We provide the following services:


	Assigning unique IDs to each worker from zero and increasing sequentially without any gaps.


	Getting the list of all joined workers in a job including the ones that have already left.


	Getting the list of all workers in a job, by waiting all workers if they have not joined yet.


	Waiting all workers on a barrier point




Above services are required by the implemented interface. In addition, ZKController class provides the following service:


	Getting the list of all currently running workers in a job.





Assumptions

Each Twister2 job has a unique name: There can not be more than one Twister2 job running in the cluster with the same name.
When we submit a job, if there is already a running job with the same name, that submission must fail.

Each Twister2 job may have any number of workers.

When a Twister2 worker starts in a cluster, it knows its IP address and its port number. Each worker is assigned at least one port number.




Main Idea

ZooKeeper keeps data as a tree of znodes. Similar to the file system in computers. Each znode is identified by its path from the root.
Znodes can have children znodes. All znodes can also hold some data.

We create a znode for each job. We use the job name as the znode name, since the job names are unique.
The body of the job znode keeps the list of all joined workers in the job including the ones that have already left.
Job znode keeps worker data as binary encoded protocol buffer messages.
The data of each worker is encoded as a WorkerInfo object defined as a protocol buffer message.
We save each WorkerInfo object length as a 4 byte, then we put encoded the WorkerInfo binary data.The format of the content of job znode is:

<4 byte WorkerInfo length><binary WorkerInfo message><4 byte WorkerInfo length><binary WorkerInfo message><4 byte WorkerInfo length><binary WorkerInfo message>....





When a worker joins the job, it first gets its unique ID. Then, it updates the body of the job znode with its data.
It appends its data to the end of the body.

Then, each worker creates a separate child znode under the job znode. The name of the child znode is composed of workerIP and port number:

workerIP:workerPort





Since workerIP and workerPort pair is unique in each job, this prevents any collusion.
Each worker adds its binary encoded WorkerInfo data as the body data of its znode.
There is no need to save the length of WorkerInfo since this znode has only one WorkerInfo message.

When a worker completes and leaves the job, its child znode is deleted.
However, it does not delete its data from the body of the job znode.
Therefore, children znodes provide data for the current list of workers in a job.
The body of the job znode provides data for all joined workers including the ones that have already left.

The first worker to register with the ZooKeeper server creates the znode for that job.


Removing Worker Znodes from ZooKeeper Server

When a worker finishes the computation, its znode should be deleted from the ZooKeeper.
Therefore, we create an ephemeral znode on the ZooKeeper server. When a worker closes its connection to the ZooKeeper server,
its znode is deleted automatically.




Removing Job Znode from ZooKeeper Server

The job znode can not be ephemeral, since ephemeral znodes can not have children.
Therefore, the last worker to finish computation needs to remove the job znode.
When workers have finished computation, they check whether they are the last worker. If so, they remove the job znode.




Failing to Remove the Job Znode

When the last worker fails and can not properly complete the computation, it can not delete the job znode.
Then, the job znode may live on the ZooKeeper server after the job has completed.

In another scenario, when a worker fails, ZooKeeper server may take some time to determine that failure.
Currently, it takes 30 seconds for the ZooKeeper server to determine a failed client.
Therefore, failed worker znodes are deleted after 30 seconds.
During this time, if the last worker completes and leaves the job, it thinks that it is not the last worker.
So, it does not delete the job znode. The job znode may live on the ZooKeeper server after the job has finished.

Yet in another case, if the last two workers leave almost at the same time with a few milliseconds apart,
both think that they are not the last one to leave. Since, they have not received the worker leave updates yet.
So, the job znode may not be deleted.




What happens When a Job znode is not deleted

When a job znode is not deleted after the completion of a job, it can be deleted when a new job is submitted with the same name.
Or when a terminate job command is executed for that job.






Assigning Unique Worker IDs

We use DistributedAtomicInteger class of Curator library to assign unique IDs to workers. This class provides a shared integer counter that is attached to a znode on the ZooKeeper server and shared by all workers in a job. When a worker joins the job, it increases its value by one and uses the previous value as its unique ID. Since the increment operation is atomic, no two workers can get the same ID. We assign this ID only after a successful increment of the shared variable. The counter starts from zero. So, the first worker gets the ID zero.


Getting Worker IDs after Failures

When a worker rejoins a job, it is assigned its previous ID. This prevents ID sequences to have gaps in them in the case of failures.

When a worker joins a job, it first checks the body of the job znode. If there is an entry with this workers : pair, it means that this worker is rejoining the job after a failure. It uses the workerID from that line in the job znode body. It does not generate a new unique ID for itself.

If there is no : pair for this worker in the body of the job znode, then it generates a new ID and posts it to the job znode body.






Waiting Workers on a Barrier

We use DistributedBarrier class of Curator library to make workers wait on a barrier point. However, this class does not support the number of workers to wait. We need to watch the waiting workers and signal the barrier to release the workers, when all workers arrived at the barrier.

We use a DistributedAtomicInteger object from Curator library to count the number of waiting workers on the barrier point. Each worker increases the value of this counter by one, when they come to the barrier point. After increasing this distributed counter, they start to wait on the distributed barrier object. The last worker to arrive at the barrier point, does not wait. Instead, it tells the barrier object to release all waiting workers.

The last worker checks the value of the distributed counter, and if the counter value is a multiple of the numberOfWorkers in the job, it understands that it is the last worker.

Workers can wait multiple times on the barrier points during a job lifetime.




Trying to Create a Job When Another Running

When a Twister2 job is submitted by the client, submitting client first must check whether there is a znode created for that job name on the ZooKeeper server. If there is a znode with the same job name, there are two possibilities:


	Another job with the same name may be running


	Previously submitted and completed job is not cleaned properly




If the job znode has some children, it can be assumed that there is a job already running on the cluster with the same name. Job submission must fail. The user can resubmit the job with another name, or can wait until the running job to complete.

If the job znode does not have any children, it means that a previously executed job is not cleaned properly from ZooKeeper server. Job submitting client can remove that job znode automatically and proceed with the job submission.

We provide a utility class to check whether there is a job znode on the ZooKeeper server and delete the job related znodes if necessary:

edu.iu.dsc.tws.rsched.bootstrap.ZKUtil








Implementation Details:

We use Apache Curator software to connect and manage communication between workers and the ZooKeeper server.


Children Cache

Curator library implements a client side cache of a znode children:

org.apache.curator.framework.recipes.cache.PathChildrenCache





This cached children of a znode keeps an up-to date copy of the znode children in the client machine. In our case, each worker registers with the job znode and keeps a local copy of other worker znodes in the local. Therefore each worker keeps an up-to date list of all other workers in the job.




Distributed Atomic Counter

Curator library implements a distributed atomic counter:

org.apache.curator.framework.recipes.atomic.DistributedAtomicInteger





It provides a shared counter that is attached to a znode. We create a znode for this counter with “-dai” postfix: -dai




Distributed Lock

Curator library provides a distributed lock class:

org.apache.curator.framework.recipes.locks.InterProcessMutex





The lock is attached to a znode on the server. No two clients can acquire a lock attached to the same znode. Workers acquire the shared lock to update the job znode body.

Since more than one worker may update the body of the job znode concurrently, workers required to acquire this lock before updating the job znode body.They release the lock after they updated it.






Usage

When a worker starts, it first needs to create an instance of ZKWorkerController class and initialize it by calling its initialize method. Then, it can get its unique ID by calling getWorkerNetworkInfo() method of ZKWorkerController object.

It can call getWorkerList() method of ZKWorkerController object to get the list of currently joined workers immediately. Or, if it needs the full list of workers in the job. Then, it can call waitForAllWorkersToJoin(timeLimit) method of ZKWorkerController object. This method will wait until either getting the full list of workers in the job or the time limit has been reached.

A sample usage can be found in the class:

edu.iu.dsc.tws.examples.internal.bootstrap.ZKControllerExample.java





Its usage in the following class can also be examined for real usage:

edu.iu.dsc.tws.rsched.schedulers.aurora.AuroraWorkerStarter






Configuration Parameters

Following configuration parameters must be specified in the configuration files:

List of ZooKeeper server IP:port value: twister2.zookeeper.server.addresses
Example value: "127.0.0.1:3000,127.0.0.1:3001,127.0.0.1:3002"





Following configuration parameters have default values and their default values can be overridden in the configuration files:

Root znode name is by default: “/twister2” It can be changed with the configuration parameter:

twister2.zookeeper.root.node.path













          

      

      

    

  

    
      
          
            
  
Job Master

The Job Master manages job related activities during job execution such as worker life cycle management, worker discovery, resource cleanup, dynamic resource allocation, fault tolerance, etc.

Currently, we implemented the following services:


	Worker life-cycle monitoring


	Worker Discovery


	Job Termination


	Barrier Service





Possibilities for Job Master Architecture

There are three architectural alternatives for the design of the Job Master.


	Long Running Singleton Job Master: A single Job master process may serve all Twister2 jobs in a cluster. It runs as a a long running service in a dedicated machine on the cluster. All jobs can be tracked by this single Job manager.


	A disadvantage of this solution is that it puts too much pressure on a single process to manage all jobs.






	Job submission client becomes the Job master: When a user submits a Twister2 job,
its process continues to run and become the job master. It means each job will have
a different job master.


	One disadvantage might be that the job submitting client can not run outside of the cluster,
since all workers need to connect to the Job Master. Submitting client has to run in one of
the cluster machines.


	Another disadvantage is that this solution is not really suitable for long running jobs.






	A separate Job Master for each Job: Submitting client instantiates a separate Job master
for each job on a cluster machine.


	This may increase the job initialization times, since the job master needs to be started as a separate entity for each job.


	A separate entity is introduced to the system. This increases the overall complexity of Twister2 ecosystem.











Job Master in Other Systems

Heron: Option 3 is implemented. One topology master is initiated for each job.

Hadoop MapReduce v2: Option 3 is implemented. One ApplicationMaster is initiated for each job.

Spark: Option 2 is implemented. SparkContext is initialized in the job submitting client. It acts as the job master.

Flink: Option 1 is implemented. A single long running Job Manager schedules all jobs in a cluster. One Job Manager instance runs in one cluster.




Twister2 Job Master Architecture

We decided to choose the option 3 for the Job Master architecture. A separate Job master is started for each job. It runs in a cluster node. It is started when a job is submitted and deleted after the job has completed.

We also support the option 2. Submitting client can become the Job Master. With that option, our solution covers both the first and the second architectural options.

By default, Job Master is started as a separate process. If the user wants to start it in the submitting client, the value of the following configuration parameter needs to be set as true.


	twister2.job.master.runs.in.client







Workers to Job Master Communications

We use protocol buffers to exchange messages between workers and the job master. We transfer the messages over TCP. All messages are in request-response semantics. All communications are initiated by workers. The job master only responds to requests.




Job Master Threading

Job Master is developed as a single threaded application. When a request message is received, a single thread is waken up. It processes the message and sends the response if needed. Then it starts to sleep and wait for the next message. It always starts to execute by worker request messages.




Worker Life Cycle Monitoring

Each worker reports its state changes to the job master during the job execution.
Currently we have the following states for workers:

enum WorkerState {
  STARTING = 0;
  RUNNING = 1;
  COMPLETED = 2;
  ERROR = 3;
  UNASSIGNED = 4;
}





When a worker is in the initializing phase, it first sends a STARTING message.
It sends its WorkerInfo message in this message. STARTING message registers the worker with the Job Master.
STARTING message is mandatory. It can not be omitted. After a request is received for the STARTING message,
the worker can send other messages. STARTING message is sent as a WorkerStateChange message.

message NodeInfo {
    string nodeIP = 1;
    string rackName = 2;
    string dataCenterName = 3;
}

message WorkerInfo {
    oneof required {
        int32 workerID = 1;
    }
    string workerIP = 2;
    int32 port = 3;

    NodeInfo nodeInfo = 4;
    tws.proto.job.ComputeResource computeResource = 5;
}

message WorkerStateChange {
    oneof idRequired {
        int32 workerID = 1;
    }
    oneof stateRequired {
        WorkerState newState = 2;
    }
    WorkerInfo workerInfo = 3;
}





After the worker completes initialization and ready to execute the user code, it sends RUNNING message.
When it has completed the computation, it sends COMPLETED message.

UNASSIGNED state is used in the program code to handle the initial state when no state information is present for a worker. UNASSIGNED message is not exchanged between the worker and the job master.

ERROR message is not currently used. We plan to use it to report error cases in the future.

Workers send WorkerStateChange message to the job master to inform it about its state change.
The format of the message is as follows:

WorkerInfo message defines the features of twister2 workers.

The job master in response sends the following message to the worker.

message WorkerStateChangeResponse {
    oneof idRequired {
        int32 workerID = 1;
    }
    oneof stateRequired {
        WorkerState sentState = 2;
    }
}








Worker Discovery

Job Master provides worker discovery service to workers in a job. When a worker starts initializing,
it sends its WorkerInfo message to the job master. Job master keeps the list of all WorkerInfo messages
in a job with their state information.

Workers send ListWorkersRequest message to get the list of all workers in a job with their WorkerInfo data.
The message proto is shown below. Workers can get either the current list of joined workers from the job master,
or they can request the full list. In that case, the full list will be sent when all workers joined the job.
When they ask the current list, they get the list of joined workers immediately.
In both cases, this list includes the workers that have already left if any.

message ListWorkersRequest {
    enum RequestType {
        IMMEDIATE_RESPONSE = 0;
        RESPONSE_AFTER_ALL_JOINED = 1;
    }

    oneof idRequired {
        int32 workerID = 1;
    }
    oneof typeRequired {
        RequestType requestType = 2;
    }
}





Job master sends the worker list in the following message format.
It sends many worker information on the same message.

message ListWorkersResponse {

    oneof required {
        int32 workerID = 1;
    }
    repeated WorkerInfo worker = 2;
}





IWorkerController ImplementationWe developed the WorkerController class that will be used by the workers to interact with the job master.
The class name is:

edu.iu.dsc.tws.master.client.JMWorkerController





It implements the interface:

edu.iu.dsc.tws.common.controller.IWorkerController





All worker implementations can utilize this class for worker discovery.


WorkerID Assignment

Each worker in a job should have a unique ID.
Worker IDs start from 0 and increase sequentially without any gaps in between.
Underlying Twister2 implementation must assign unique IDs for all workers.
When workers register with the Job Master, they must already have a valid unique ID.




Waiting Workers on a Barrier

Job Master implements the barrier mechanism by using a waitList. Each worker that comes to the barrier point sends the following BarrierRequest message to the Job Master.

message BarrierRequest {
    oneof required{
        int32 workerID = 1;
    }
}





Job Master puts the received request messages to the waitList. When it receives the BarrierRequest message from the last worker in the job, it sends the following response message to all workers:

message BarrierResponse {
    oneof required {
        int32 workerID = 1;
    }
}





When it sends the response messages to workers, it clears the waitList. Therefore, it can start a new barrier after all workers are released.






Job Termination

Job termination is handled differently in different cluster management systems such as Kubernetes and Mesos. Therefore, we designed an Interface to terminate jobs. This interface needs to be implemented on the relevant cluster management system. Then, an instance of this interface will be provided to the Job Master when it is initialized. Job Master calls the terminate method for a job after it receives worker COMPLETED messages from all workers in that job.

Job termination interface.

package edu.iu.dsc.tws.master;

public interface IJobTerminator {
  boolean terminateJob(String jobName);
}





An implementation of IJobTerminator for Kubernetes clusters can be found in:


	edu.iu.dsc.tws.rsched.schedulers.k8s.master.JobTerminator







Usage

Job Master has two components:

edu.iu.dsc.tws.master.server.JobMaster
edu.iu.dsc.tws.master.client.JobMasterClient





JobMaster is the server that needs to be started for each job. JobMasterClient is the client that runs in workers and interacts with the server.


JobMaster Usage

JobMaster may be started locally to use in development testing. JobMaster needs to know the port number to serve, number of workers in the job, job name, a Job Terminator, etc. With these data, it can be started locally. If there is no need for Job Terminator, that may be null.

A sample usage is provided in the example class:

edu.iu.dsc.tws.examples.internal.jobmaster.JobMasterExample 





When Jobs are executed in resource schedulers such as in Kubernetes and Mesos, Job Master needs to be deployed in those systems. It is usually a good practice to write a separate JobMasterStarter class to start the job master in those environments. This starter class sets up the environment for the Job Master and starts it.

An example JobMasterStarter class is provided for Kubernetes cluster:

edu.iu.dsc.tws.rsched.schedulers.k8s.master.JobMasterStarter





It gets the required configuration parameters as environment variables and sets up the persistent storage and logging. Then, It starts the JobMaster.




JobMasterClient Usage

JobMasterClient class is used to send all supported messages to JobMaster server and receive the responses.

It is a single threaded class. Since it needs to periodically send Ping messages, it is developed as a Threaded application.

Some JobMasterClient methods are blocking calls. They wait until the response is received. Some other methods are non-blocking sends. They send the message, but do not wait for the response to proceed.

A sample usage is provided in the example class:

edu.iu.dsc.tws.examples.internal.jobmaster.JobMasterClientExample 








IWorkerController Usage

JobMasterClient provides an implementation of IWorkerController interface. It is automatically initialized when a JobMasterClient is initialized. It can be accessed by the method:

public WorkerController getWorkerController()





A sample development usage of this client is given in the example class of JobMasterClientExample. Its usage in Kubernetes environments are provided in classes:

edu.iu.dsc.tws.rsched.schedulers.k8s.worker.K8sWorkerStarter
edu.iu.dsc.tws.rsched.schedulers.k8s.mpi.MPIWorkerStarter










Configuration Parameters

Job Master related configuraion parameters are handled by the class:

edu.iu.dsc.tws.master.JobMasterContext





Users can specify the following configuration parameters. Their names are default values are shown:

twister2.job.master.runs.in.client: false
twister2.job.master.cpu: 0.2
twister2.job.master.ram: 1024
twister2.job.master.volatile.volume.size: 1.0
twister2.job.master.persistent.volume.size: 1.0
twister2.job.master.port: 11011
twister2.worker.to.job.master.response.wait.duration: 10000











          

      

      

    

  

    
      
          
            
  
K8s Based Worker Discovery

We developed a worker controller that watches the pods in Kubernetes clusters by listening to Kubernetes master. It provides the following services to workers in a Twister2 job:


	Unique ID assignment to workers


	Worker address discovery


	Getting the IP addresses after the worker pods started running




This class does not implement the barriers for workers.
This class does not support NodeInfo and ComputeResource discovery.

The worker discoverer class is:


	edu.iu.dsc.tws.rsched.schedulers.k8s.worker.K8sWorkerController [https://github.com/DSC-SPIDAL/twister2/tree/d9edff9bac47239db44731064aa5e2ac98867d97/twister2/resource-scheduler/src/java/edu/iu/dsc/tws/rsched/schedulers/k8s/worker/K8sWorkerController.java]




It implements interface:


	edu.iu.dsc.tws.common.controller.IWorkerController [https://github.com/DSC-SPIDAL/twister2/tree/d9edff9bac47239db44731064aa5e2ac98867d97/docs/documentation/twister2/common/src/java/edu/iu/dsc/tws/common/discovery/IWorkerController.java]





Unique ID Assignment to Workers

Worker IDs in a Twister2 job start from 0 and increase sequentially without any gaps in between.

Each pod in Twister2 jobs has a unique name with a unique integer extension. When there are n pods in a job (StatefulSet), each pod name is composed of -. Index starts from zero and increases sequentially. Kubernetes master assigns these pod indexes. Each container is also assigned a name that is similar to the pod names. Container names are in the form of -. Again the index starts from zero and increases sequentially in each pod. While pod indexes are assigned by Kubernetes master, we assign the container name indexes when we create the StatefulSets.

We construct unique worker IDs by using pod name and container name indexes. The worker ID generated by the formula:

workerID = (podIndex x ContainersPerPod) + containerIndex








Worker IP and Port Numbers

Each worker needs to have a unique : combination. Currently each worker has one TCP port. More ports can be added later on as needed.

Each worker uses the IP addresses of the pod it is running in as its IP address. IP address of each pod can be either get by using localhost or sent to the containers as an environment variable using downward API call, when submitting the job.

The port number of each non-MPI enabled worker is calculated as the basePort + containerIndex. When there are multiple containers in a pod, each container has an increasing index starting from 0.

The port number of MPI enabled workers are calculate as the basePort + MPI ranking.


Watching Workers to Start

Each worker watches pod running events and when a pod reaches to “Running” phase, they assume that all workers in that pod started running. This is not %100 accurate. It is a close assumption.A pod may have started but some workers in that may have not started yet or stalled at some point. This worker discoverer does not distinguish pod Running and worker starts.

Job Master based worker discoverer provides a more precise discovery method. In that case, each worker reports its status. Therefore, it is more accurate. The advantage of this one is that it works in the absence of the Job Master also.









          

      

      

    

  

    
      
          
            
  
K8s Persistent Storage

Kubernetes provides persistent storage [https://kubernetes.io/docs/concepts/storage/persistent-volumes/] support by using any one of the supported distributed file systems. Some of the supported file systems are: gcePersistentDisk, awsElasticBlockStore, Cinder, glusterfs, rbd, Azure File, Azure Disk, Portworx, NFS.

We tested Twister2 persistent storage support with Network File System (NFS). Other file systems should also work. We installed an NFS server in one of the cluster servers. We also deployed the NFS-Client provisioner [https://github.com/kubernetes-incubator/external-storage/tree/master/nfs-client]. It handles dynamic PersistentVolume creation and deletions. NFS-Client provisioner runs as a separate deployment in the cluster.

We create a separate PersistentVolumeClaim object for each job.PersistentVolume creation is handled dynamically by the provisioner. A separate persistent directory is created for each job by the provisioner in our NFS server.

Twister2 should also work with static PersistentVolumes. However, it is much more convenient to use a dynamic provisioner.

Each twister2 pod attaches itself to the shared NFS directory. Each pod mounts to the persistent volume as:

/persistent 





Since the provisioner provides a separate directory for each PersistentVolume, we do not create a separate job directory under this directory. A separate logs directory is also created for persistent log files.


Configuration Settings

Persistent Storage Class: Cluster administrators provide a StorageClass object to dynamically create PersistentVolumes. Its name must be provided as a parameter in the configuration files. Parameter name:

 kubernetes.persistent.storage.class





Persistent Volume Sizes: A parameter determines the size of the persistent volume on each worker. It is called:

persistent.volume.per.worker





When persistent.volume.per.worker value is zero, twister2 does not initialize persistent storage. If a cluster does not have persistent storage support, this value must be set to zero.

Access Modes: Pods can have read/write access to the persistent volume. By default pods have ReadWriteMany access. It can be changed from the configuration files by using the configuration parameter:

kubernetes.storage.access.mode





The options are ReadWriteMany, ReadWriteOnce and ReadOnlyMany. In the case of ReadWriteOnce, only one pod can write. In the case of ReadOnlyMany, all pods can only read.




Design Issues

Kubernetes has two constructs related to persistent volumes: PersistentVolume and PersistentVolumeClaim.PersistentVolumes are created either by administrators statically or by provisioners dynamically. Twister2 should work in both cases. We assume that either a storage provisioner is deployed in the cluster or a static PersistentVolume is created for each job. We create one PersistentVolumeClaim instance for each job. All pods in the job attach to the same PersistentVolumeClaim.

When the job has completed, we delete the PersistentVolumeClaim object. The provisioner deletes the PersistentVolume object automatically. When the PersistentVolume object is deleted, depending on the storage retain policy of the provisioner, created files may be deleted. If the job files in the persistent storage are deleted after the job has completed, retain policy of the provisioner needs to be changed from “Delete” to “Retain”.

The name of the PersistentVolumeClaim object for a job is constructed by using the job name as a suffix.




PersistentVolume Interface: IPersistentVolume

An interface is added to Twister2 package for letting workers access persistent volumes. The interface is:

edu.iu.dsc.tws.common.worker.IPersistentVolume [https://github.com/DSC-SPIDAL/twister2/tree/df68933f416e28f8cbd95c1ffed285a86f017093/twister2/common/src/java/edu/iu/dsc/tws/common/worker/IPersistentVolume.java]

The interface has methods for two directories: job directory and worker directory. Job directory is shared among all workers in a job. Worker directory is created for each worker. In addition, it returns the persistent log file name for this worker.

The methods are:

String getJobDirPath();
String getWorkerDirPath();
boolean jobDirExists();
boolean workerDirExists();
File getJobDir();
File getWorkerDir();
String getLogFileName();





IPersistentVolume interface is implemented in the class:edu.iu.dsc.tws.rsched.schedulers.k8s.worker.K8sPersistentVolume [https://github.com/DSC-SPIDAL/twister2/tree/df68933f416e28f8cbd95c1ffed285a86f017093/twister2/resource-scheduler/src/java/edu/iu/dsc/tws/rsched/schedulers/k8s/worker/K8sPersistentVolume.java]

An instance of this class is passed to the IWorker classes. Therefore, workers will be able to use the provided persistent storage.




Limitations and Future Works

Persistent storage is only implemented and tested for NFS. Kubernetes supports many other distributed storage systems. Persistent storage support for other storage systems need to be added. Particularly, the support for Amazon AWS, Google GCE, Azure Disk Storage, etc. can be added.







          

      

      

    

  

    
      
          
            
  
K8s Services

We start a headless service for a regular Twister2 job. Those jobs do not expose any ports to external entities. However, each worker has its own port and it can communicate with other workers in the same job through that port.

When a Twister2 job wants to expose some of its ports to external access, we use NodePort feature of Kubernetes system. Each worker exposes one port to outside access. Outside entities send requests to the address: :. Therefore, at least some of Kubernetes nodes must have public IP addresses.In addition, the port on NodePort must be accessible from outside.

When there are multiple nodes in a cluster, if all those nodes have public IP addresses, NodePort service can be reached by using any one of those node IP addresses. It does not matter which node IP address the requests are sent to. All requests to all node IP addresses on NodePort are directed to one of the workers.

When there are multiple workers in a Twister2 job, the incoming requests are directed to workers by Kubernetes. Each request is directed to one worker. Outside entities does not know which worker they will connect to when they send the request. Kubernetes manages requests to worker mapping.


Configuration Parameters

Two configuration parameters are added for NodePort service.

Enabling NodePort Service: One parameter shows whether a NodePort service is requested for the submitted job. Its value is false by default. When requesting a NodePort service, its value has to be “true”.

kubernetes.node.port.service.requested





NodePort Service Port Number: This parameter determines the port value for NodePort service. If the user does not set this parameter, then NodePort value is dynamically assigned. The user can learn the dynamically assigned NodePort value by querying Kubernetes master with the command “kubectl get services -o wide”.

kubernetes.service.node.port








Limitations

NodePort supports only a single port on each pod. Therefore, when using NodePort service, number of workers per pod has to be 1. We can not run more than one worker on a pod. Because, Kubernetes does not direct requests to more than one port on a pod.

I tried assigning names to container ports and set the name as targetPort in NodePort service object, but that does not work. It seems that currently Kubernetes does not direct requests to more than one port on a pod.




Other Alternatives: Future Works

Another alternative for exposing services with Kubernetes is to use LoadBalancers. We have not implemented LoadBalancer support yet.

In this method, a load balancer gets the requests from external entities and directs them to workers in the cluster. Load balancers are particularly used in cloud environments such as AWS or GCE.

A third approach is to use Ingress Controller. It is a type of load balancer. Ingress Controller needs to be installed on the cluster separately.







          

      

      

    

  

    
      
          
            
  
K8s Worker Binding Mapping

Worker binding is the process of binding workers to CPU cores. Bounded workers are prevented to be moved from one core to the other during their lifetimes. They finish the execution in the core that they are started.

Worker mapping is the process of assigning workers to nodes around the cluster. Some jobs may need to run in some specific machines. Some machines may have special hardware such as GPUs or fast SSD disks. Or some nodes may have special software. Therefore, some jobs may need to run on some specific machines. On the contrary, some jobs may want to NOT run on some machines. They may run in any machine but some of them. Worker mapping handles the distribution of workers to nodes in the cluster.


Worker Binding

Kubernetes allows binding of pods to CPU cores. It is called static binding. When a pod is started with static binding, that pod has exclusive ownership of the assigned core(s). Therefore, this pod is not moved to any other core during its lifetime.

When CPUs are requested for workers with static binding, CPUs per worker has to be an integer. When a pod is statically bounded to a core, it can not have fractional ownership of that core. It has to have the total access to the core. However, one worker (container) can have more than one cores, but not fractional cores. Kubernetes use Linux CPUSETS [https://www.kernel.org/doc/Documentation/cgroup-v1/cpusets.txt] to implement exclusive binding of pods to cores.


Configuration Parameters

A boolean configuration parameter is added to the configuration files. If its value is set to “true”, static binding is performed. Otherwise, workers are not bounded to cores. They may be moved during their lifetimes to other cores. The configuration parameter is:

  kubernetes.bind.worker.to.cpu








Binding All Workers

When worker binding is requested, all workers in that job is bound to their cores. There is no binding for only some workers in a Twister2 job. Either all workers are bounded or none.




Binding Inefficiency

Worker binding should be used with caution. Since only the assigned worker can use the cores, those cores may go idle sometimes and no other pods in the system can use them during their lifetime. Unnecessary use of worker binding may result in less than optimal utilization of computing resources.






Worker to Nodes Mapping

Kubernetes provides some mechanisms to map pods to nodes in a cluster. When submitting a job, users can request that worker pods to be started in nodes with some labels. Or they can request that pods not to be started in some nodes with some labels. In any case, pod assignment to nodes are handled by using labels.

In the first step, node labels are created for cluster machines. In the second step, users request their worker pods to be started based on those labels. Node labeling is performed by using kubectl command line tool. We assume that node labeling is performed prior to creating Twister2 jobs. The format of the label creation command is as follows:


kubectl label nodes  =
  
    
    Open MPI Support
    

    
 
  

    
      
          
            
  
Open MPI Support

We want the Twister2 workers to run OpenMPI jobs. OpenMPI jobs are different than regular jobs in a number of ways. OpenMPI requires that: 1. extra libraries are installed on the pods 2. pods have password-free SSH access among them. 3. MPI master pod has a hostfile with the list of all pod addresses before starting the job 4. MPI master node starts the job by executing mpirun command. Then each worker started by OpenMPI framework. 5. OpenMPI framework assigns workers ranks (ids).


Extra Libraries in Pods

We installed OpenMPI and OpenSSH libraries when we build the containers.




Password-free SSH Among Pods

We start an OpenSSH server in each pod when we run OpenMPI enabled Twister2 jobs. We have an SSH key pair that are shared among all pods. This key pair is distributed to all pods by a Secret object in Kubernetes cluster. This Secret object is created once for a cluster and it is a long living object. It can be used by all users who share the same namespace.

The Secret object is mounted to each pod as a volume on:

/ssh-key/openmpi





SSH start scripts use the keys from this volume and set up the password-free SSH access among the pods.




Hostfile Generation

When an OpenMPI enabled job is submitted, init_openmpi.sh script is executed in each pod. This script first starts the OpenSSH server and sets up the password free access among the pods. Next, this script first gets the job package as it is explained in job package upload section. Then, all pods except the first pod in the job starts sleeping. First pod of the job is the its name has the suffix “-0”. The first pod starts the following class:

edu.iu.dsc.tws.rsched.schedulers.k8s.mpi.MPIMasterStarter





to generates the hostfile first. This class watches the pods in the job by listening to events thorough the Kubernetes master. When they become “Running”, it gets their IP addresses and saves them to “hostfile”. It also retrieves the IP address of the Job Master.

After generating the hostfile, this pod makes sure that all OpenSSH servers are running in every pod. It executes the script “check_pwd_free_ssh.sh”.This scripts tries to connect to each pod in the job with ssh. If it can not succeed, it retries. The reason for this is that a pod may have started but OpenSSH server may have not started on it yet. If we execute mpirun without waiting OpenSSH to be started on all pods, it fails. Since it can not connect to some pods with SSH. Therefore, before executing mpirun, we make sure that SSH servers are started and working properly on each pod.

To check the ssh connection among two pods, we send a dummy ssh request. We ask for “pwd” with ssh. Other simple shell commands can also be sent.




Starting MPI Job

After generating the hostfile and making sure that password-free ssh is working from the first pod to all pods, MPIMasterStarter class executes “mpirun” as a separate process. It tells how many workers to run on each pod. It also send the Job Master IP address to workers, so that they don’t try to discover Job Master IP address again.

MPIMasterStarted class asks mpirun to start the following worker starter class on all pods:

edu.iu.dsc.tws.rsched.schedulers.k8s.mpi.MPIWorkerStarter





An instance of this class is started in each pod. This class in return will start the Twister2 worker classes that is defined in configuration files.




Worker ID Assignment

In regular Twister2 jobs, we calculated the workerIDs based on their pod names and container names as it is explianed in the document.

When using OpenMPI, since openMPI is assigning unique IDs to each worker, we use the rank of OpenMPI as the workerID.




Configuration Parameters

OpenMPI jobs are started when users specify OpenMPI channel as their network channel in configuration as:

twister2.network.channel.class: "edu.iu.dsc.tws.comms.dfw.mpi.TWSMPIChannel"





A second parameter specifies the name of Kubernetes Secret object.
Secret object can be either created by the administrator when Twister2 is installed or created by a user.
However, its name must be specified as a parameter. Parameter name:

kubernetes.secret.name











          

      

      

    

  

  
    
    Twister2 On Kubernetes
    

    
 
  

    
      
          
            
  
Twister2 On Kubernetes

This document explains the design, features and implementations for running Twister2 jobs on Kubernetes clusters. We designed and developed components to run Twister2 workers and the Job Master in Kubernetes clusters. An overview of the mian components of Twister2 architecture can be found in the document.

First, we provide a general overview of Kubernetes system. We discuss its features from Twister2 implementation perspective. Then, we explain the design decisions that we have made when implementing each aspect of Twister2 on Kubernetes. We provide the implementation details and explain the features. In addition, we explain the limitations of each feature and point out the future works.

We discuss the following topics:


	Kubernetes Overview


	Implementing Twister2 Jobs on Kubernetes


	Docker Container Design for Twister2


	Kubernetes Pod Design for Twister2


	Packaging and Running Twister2 Jobs in Kubernetes


	Limitations and Future Works


	Kubernetes Objects for Twister2 Jobs




In addition to running Twister2 jobs on Kubernetes clusters, We have implemented the following APIs/services:


	Worker Discovery


	Persistent Storage


	Services for Twister2 Jobs


	Worker Binding and Mapping


	OpenMPI Support




Each one is explained in a separate document.


Kubernetes Overview

Kubernetes is an open source system for managing containerized applications across multiple hosts, providing basic mechanisms for deployment, maintenance, and scaling of applications.

Kubernetes provides two types of computing components:


	pods


	containers





Pods

Pods are like virtual machines. They run containers. The applications in containers perform the actual computation. A pod without a container is useless.

Pods have:


	a file system that can be shared by the running containers in the pod


	an IP address that can be used by the running containers in the pod







Containers

Containers are packaged applications with all their dependencies. They are supposed to run without any outside dependency.

Containers run in pods in Kubernetes. There can be one or multiple containers running on a pod.

Container to Container CommunicationsContainers use the IP address of the encompassing pod to communicate with other containers. Containers have their own port numbers though.

Containers can communicate with other containers in the same pod with shared files or localhost network interface.

Containers can communicate with other containers in other pods using IP communication or mounting a shared files system among the pods such as NFS.




Containers and Pod Management

Kubernetes provides services to manage containerized applications for deployment, maintenance, and scaling:


	It can restart failed containers.


	It can increase the number of instances running or decrease them (scale up - scale down).


	It can help rolling updates to applications.


	It provides monitoring tools for pods and containers.


	It provides networking facilities. It provides internal IP addresses to each pod.

It can also expose pod applications to outside world by setting up services.



	It provides pod binding and mapping to nodes in clusters.

Users can request their pods to run in some specific nodes or vice versa.





Kubernetes provides many types of pod management constructs. Some of them are


	Deployments


	StatefulSets


	Jobs


	Bare pods





Deployments

A deployment object tries to bring back the system to its desired state at a controlled rate. It can make sure that some number of replicas for pods always run. It can be used for:


	A new state can be defined and the system can be moved to the new state at a controlled rate.


	It can rollback to an earlier Deployment revision if the current state of the Deployment is not stable.


	Scale up the Deployment to facilitate more load.


	Pause the Deployment to apply multiple fixes to its PodTemplateSpec and then resume it to start a new roll out.







StatefulSets

StatefulSet is used to manage stateful applications. StatefulSets are valuable for applications that require one or more of the following.


	Stable, unique network identifiers.


	Stable, persistent storage.


	Ordered, graceful deployment and scaling.


	Ordered, graceful deletion and termination.


	Ordered, automated rolling updates.




Unique IDs for pods: a StatefulSet maintains a sticky identity for each of their Pods. These pods are created from the same spec, but are not interchangeable: each has a persistent identifier that it maintains across any rescheduling.

Persistent Storage: The storage for a given Pod must either be provisioned by a PersistentVolume Provisioner, or pre-provisioned by an admin. Deleting a StatefulSet/pod will not delete the volumes associated with the StatefulSet. Deleting volumes must be done manually.

Requirement: StatefulSets currently require a Headless Service to be responsible for the network identity of the Pods. You are responsible for creating this Service.

Ordinal Index: For a StatefulSet with N replicas, each Pod in the StatefulSet will be assigned an integer ordinal, from 0 up through N-1, that is unique over the Set.

Pod Initiation Policy: Pods of a StatefulSet can be initiated in order (one after the other) or in parallel.




Jobs

A job creates one or more pods and ensures that a specified number of them successfully terminate. As pods successfully complete, the job tracks the successful completions. When a specified number of successful completions is reached, the job itself is complete. Deleting a Job will cleanup the pods it created.

Parallel Jobs with a fixed completion count: the job is complete when a desired number of pods complete with success. Pods are restarted on unsuccessful exits.

Parallel Jobs with a work queue: Each pod is independently capable of determining whether or not all its peers are done, thus the entire Job is done. When any pod terminates with success, no new pods are created. Once any pod has exited with success, no other pod should still be doing any work or writing any output. They should all be in the process of exiting (This means that pods should wait others to complete before exiting).




Bare Pods

Bare pods are fully managed by users. They are initialized and ended by users. Kubernetes does not provide any services. Bare pods have their own cluster IP addresses. They can communicate with other pods in the cluster by using this IP address.








Implementing Twister2 Jobs on Kubernetes

We decided to use StatefulSets for implementing Twister2 jobs on Kubernetes:


	They provide unique IDs for all pods in a job


	They restart the failed pods with the same id


	They provide persistent storage support


	They support services for external communications




Disadvantages of StatefulSets: We need to monitor pod completions and delete the StatefulSet objects explicitly when all workers have completed. When a pod exits without being deleted, Kubernetes tries to restart it. So when pods have completed, they need to wait to be deleted.

Initialization costs of StatefulSets are a little longer than the initialization costs of Jobs. My tests shows that it takes 5-10% more time to initialize a StatefulSet compared to a Job.

Heron is implemented by using StatefulSets.


Implementing Twister2 Workers in Kubernetes

There are a number of choices when implementing Twister2 workers in Kubernetes:


	One worker one pod: Exactly one worker runs in each pod. Each pod runs a single container.


	One worker one container: Exactly one worker runs in each container but multiple containers may run in a pod.

Therefore, multiple workers may run in a pod as separate containers.



	One worker one process: Multiple workers can run in a container as separate processes.




One worker one pod is the recommended solution for services/applications to run in Kubernetes. However, initialization of a separate pod for each worker is slower.

Kubernetes does not provide any support (logging, monitoring) for multiple processes in a container. We need to keep track of the lifecycle of processes in containers. Also no resource isolation is provided.

Second option seems to be the best option for our case. Each Twister2 worker runs as a container. Multiple workers can run in a single pod. Users can set the number of workers in each pod using a configuration file. This also covers the first option since users can request that each pod runs only one worker.

When running OpenMPI: When we execute OpenMPI jobs, then we go with the third option. We start a single container in each pod, then OpenMPI starts MPI worker processes. It can start more than one MPI worker in a container. OpenMPI manages the processes in this case.

Heron runs one pod for each Heron container. They go with the first option. (Ref: https://github.com/twitter/heron/blob/master/website/content/docs/operators/deployment/schedulers/kubernetes.md)




StatefulSet for Twister2 Workers

We create Twister2 workers in a job by creating a StatefulSet in Kubernetes cluster. For a non-MPI job, we create one container for each worker. The user specifies the number of containers (workers) in a pod through the configuration parameter:

kubernetes.workers.per.pod





This parameter shows the number of containers to start in each pod. Since all pods are identical in StatefulSets, all pods in Twister2 jobs must also be identical. Therefore, all pods must have the same number of Twister2 workers.

The user also specifies the total number of workers in job through the configuration parameter:

twister2.worker.instances





We divide the total number of workers to the workers per pod value to get the number of pods in a job. The value of twister2.worker.instances must be divisible by the value of kubernetes.workers.per.pod. Otherwise, we reject the job submission.

Resources in OpenMPI: When an OpenMPI enabled job is submitted, one container is started in every pod. When more than one worker will run in each pod, then this one container has the resources of all workers in that pod. For example, if 3 workers will run in each pod and each worker requests 1 CPU, then this one container will have 3 CPUs. RAM is also similarly allocated to the single container in the pod.

mpirun command will start the workers in each pod. When mpirun is executed, we give the number of workers to start in each pod as a parameter. Therefore, the requested number of workers will be started in each pod. But, all workers will run in the same container in a pod when OpenMPI is used.


Pod Names and Pod IP Addresses

We set job names as StatefulSet names. Kubernetes sets pod names as StatefulSet names with an index attached. For example, if the job name is “basic-kube”, then the pod names in the job will be: “basic-kube-0”, “basic-kube-1”, “basic-kube-2”, “basic-kube-3”, etc. Pod names start with the suffix “-0” and increase sequentially. This pod naming helps us identifying the pods in a job.

For example, when we start an OpenMPI enabled job, we run mpi master in the first pod. We determine the first pod in a job by examining its suffix. The first pod name always ends with the suffix “-0”.

Each pod is also assigned a unique cluster local IP address. We query the localhost from inside the pod and get this IP address.




Worker Ports in Non-MPI Jobs

We assume that each Twister2 worker has at least one port number to talk to other workers in a job. When we create non-MPI jobs, each worker runs in one container. Therefore, when creating containers we set one port number for the worker in that container.

Since each pod is created solely for twister2 jobs, we can use whichever port we want from that pod port space. The only limitation is that when there are multiple workers in a pod, they can not use the same port numbers. They need to use separate port numbers.

We specify a base port number to be used by workers. It is defined in the configuration files as:

kubernetes.worker.base.port





First worker in a pod uses the base port number. Second worker in that pod uses the port (basePort +1). Third worker in that pod uses the port (basePort +2). Likewise, we assign sequentially increasing port numbers to workers running on a pod.

Container name suffix and the port number addition value to the base port is the same. For example, the third container name suffix in a pod is “-2” and the port number is basePort + 2. We uses this parallelism between container names and port numbers when discovering port numbers from container names.




Worker Ports in MPI Jobs

When we create MPI enabled Twister2 jobs, each container may run multiple workers. Therefore, when creating containers we do not set port numbers for these containers.

MPI enabled Twister2 workers will use the port based on their MPI ranking. They use the port: BasePort + MPI Ranking

Since MPI ranking is unique in a job, no two workers will use the same port.






StatefulSet for Job Master

We create a separate Kubernetes StatefulSet for the Job Master of the submitted job. Since, Job Master resource needs and worker resource needs are different. Job Master needs to be started as a separate pod in Kubernetes with its own CPU, memory and volume requirements.

In addition, we do not transfer the job package to Job Master pod. We only transfer the necessary information as environment variables.






Docker Container Design for Twister2

We designed a Docker container to run Twister2 jobs. We installed the following software:


	based on ubuntu 16.04.


	Java 8


	OpenMPI 3.0.0 with Java


	OpenSSH


	Twister2 dependency library files


	Twister2 scripts and library files




Twister2 Docker container will be pushed to a container hub such as Docker hub. It will be downloaded from there to user clusters.

The working directory for the Twister2 jobs is set as:

/twister2








Kubernetes Pod Design for Twister2

We designed a Kubernetes pod to run Twister2 jobs in Twister2 Docker containers. Twister2 pods will have password free SSH among them when running OpenMPI jobs.

Twister2 pods will have the following volumes.


Pod Memory Volume

Each Twister2 pod will have a memory based directory that will be shared among the containers (workers) in that pod. It is supposed to be fast but not large in size. It uses the capacity of the assigned pod memory. The job package is saved to this directory to share among containers in the pod. Volume is mounted as:

/twister2-memory-dir








Pod Volatile Volume

An optional volatile volume is provided to each pod, if the user enables it from the configuration files. Configuration parameter is

twister2.worker.volatile.disk





This volume will be deleted after the worker completes. the data is saved in the disk of the local machine and deleted after the pod is deleted. It is supposed to be used for intermediate data storage during the job. This volume is shared among the containers in each pod. The volatile volume is mounted as:

/twister2-volatile 








Persistent Shared Volume

An optional persistent volume is provided to each pod, if the user enables it from the configuration files. Configuration parameter is

persistent.volume.per.worker





This volume is created on a shared file system such as NFS. For Twister2 to configure a persistent volume, a Persistent Storage Provisioner or statically configured PersistentVolume must exist in the cluster. The content of this volume will be available after the job has completed. While the memory volume and volatile volume is shared among only the containers in a pod, this volume is shared by all pods and all workers in a job. Therefore, this volume can be used for both durable data and sharable data among all workers. The persistent volume is mounted as:

/persistent








SSH Key Volume

To enable password-free SSH among the pods for OpenMPI jobs, pods need to have a common ssh key pair. This key pair is distributed by a Kubernetes Secret object that must be created in advance of the job submission. This Secret object is mounted as a volume to the pods in the job. SSH start scripts use these keys to setup the password-free SSH access. SSH Key volume is mounted to pods as:

/ssh-key/openmpi 








Working Directory

Twister2 jobs will run in the directory

/twister2 





All dependency library files are saved to the sub directory /twister2/lib. This directory is added to java CLASSPATH. All containers have their own /twister2 directory. This directory is not shared among the containers in a pod.






Packaging and Running Twister2 Jobs in Kubernetes

We create a Docker container for the twister2 jobs. It will have all Twister2 library files and dependency library files. This container will be downloaded from a container store such as the Docker hub. Therefore, there is no need to transfer the Twister2 library packages to pods explicitly. However, we need to transfer the job package to the pods explicitly when submitting a job.


Twister2 Job Package

Twister2 job package will be a tar file. It will be generated for each job submission on the fly. It will contain:


	User job java files. The codes user wants to run on Twister2.


	Configuration files for the job and the environment.


	Serialization of the Job object. Job specific dynamic values.




Twister2 job package will be generated on the submitting client machine, when submitting the job. It needs to be transferred to each Kubernetes pod.




Job Package Transfer Methods

We implemented two types of job package transfer to pods.


	Job Package Transfer Through a Web Server


	Job Package Transfer Using kubectl file copy







Job Package Transfer Through a Web Server

Uploading: Twister2 provides a number of uploaders. These uploaders can upload the job package to a server. We use any one of these uploaders to upload the job package to a web server directory.

Downloading: We developed a downloader script that runs inside of pods. When a pod starts, the first container in the pod downloads the job package from the web server using wget utility. It unpacks the job package to the shared memory directory. After unpacking it, it writes a flag file to let other containers to know that it has finished downloading and unpacking the job package.

When containers others than the first container runs the downloader script. They just wait for the first container to download and unpack the job package. They periodically poll the existence of the flag file and sleep in between. When they see that the flag file is generated, they set the classpath and start the worker.

The name of the downloader script is: get_job_package.sh

Disadvantage: This is a simple and effective method to transfer the job package to many pods. However, it requires the administrators to set up a web server. All users of Twister2 need to have write permissions to its directory to upload the job package. This may be cumbersome particularly for fast installations and testing. The second approach does not require a web server to work.




Job Package Transfer Using kubectl file copy

Kubernetes kubectl command provides a file copy command: kubectl cp. By using this command, one can transfer files from local machines to pods and vice versa.

We transfer the job package to pods by using this “kubectl cp” command. The client submitting the job needs to run on a machine where kubectl is configured to run with the Kubernetes master. We believe that should be a reasonable assumption.


Starting Job Package Transfer

We transfer the job package in parallel to all pods in the job. However, first we need to know that the pods are ready to accept the file transfer. After sending StatefulSet create request to Kubernetes master, it takes some time to initialize the pods in the cluster. We monitor the status of all pods in the job to start the file transfer. Once the first container in a pod becomes “Started”, we start the job package transfer to that pod.

Alternatively, we can start transferring the job package when the phase of the pod reaches to “Running” state. However, this takes longer than necessary. Because pod phase reaches to “Running” after all containers are started in a pod. When there are 10 containers in a pod, it takes around 7 seconds to start all containers. So the pod becomes Running after that much time. We decided to watch the events for a pod and get the container “Started” events instead. After the first container is started in a pod, we try to transfer the file. If it fails, we retry after waiting some milliseconds. Usually it succeeds in the first try but sometimes it may fail and succeed in the second try. Occasionally it may succeed in third or fourth tries.




Parallel Transferring of the Job Package

Transferring the job package to a pod may take some time, since “kubectl cp” command runs as a separate process. It is not implemented in Kubernetes java client library. Therefore, it is much faster to transfer the job package to each pod in parallel from separate threads.

A separate thread (JobPackageTransferThread) is started to transfer the job package to each pod. It waits and checks the status of the assigned pod from PodWatcher list. When its pod becomes started, it tries to transfer the job package by starting a process to use “kubectl cp” command. Sometimes this command may fail. In that case, it retries to send the package. It retries based on the value of MAX_FILE_TRANSFER_TRY_COUNT. The value of this constant can be changed in the source code.




Unpacking the Job Package

The job package is transferred to the shared directory in each pod. When there are multiple containers in a pod, only one of them needs to unpack it. Always the worker in the first container unpacks the job package. After unpacking, it writes a flag file to let other workers to know in the same pod. Other workers in the same pods watches this flag file and proceed after it is created by the first worker.




Monitoring the status of Job Package Transfer

When the job package transfer starts, it takes some time. First workers in the pods need to wait for the the full job package to arrive before unpacking it. They checks the existence of the job package in the shared directory periodically. When they see that the job package file is created, they check the file size. When the the size is the same as the value specified in the environment variable, they assume that the job package transfer has completed. They unpack the job package and write the flag file to the shared directory. Job submitting client sends the job package file size as an environment variable to all pods.








Limitations and Future Works

Dynamic Worker Additions/Removal: In our current implementation, new workers can not be added after a job is started or workers can not be removed from the job when it is running. Dynamic worker additions and removal can be implemented.

Worker Restarts After Failures: We need to go over the worker implementations to make sure that the workers function properly after failures. Currently, this has not been carefully tested.




Kubernetes Objects for Twister2 Jobs

When creating Twister2 jobs on Kubernetes, we deploy many Kubernetes objects. A regular Twister2 job consists of the following Kubernetes objects:


	A StatefulSet object for Twister2 workers


	A Service object for the StatefulSet of workers


	A StatefulSet object for the Job Master


	A Service object for the StatefulSet of Job Master


	A PersistentVolumeClaim object for the persistent storage




The above objects are created when a job is submitted dynamically. We also create some long living objects on Kubernetes master. Those objects are created only once and they live on the cluster always. These long living objects are:


	A Secret object for password-free SSH access among pods for OpenMPI


	A Role and RoleBinding object for giving pods required privileges





YAML Templates

Kubernetes objects are created either using YAML files or using a programming API. When using YAML files, kubectl command is used to send the requests to Kubernetes master. We create the Twister2 dynamic objects using Kubernetes Java API. This is more convenient and easier for users. However, designing YAML files help understanding the objects involved in creating the jobs.

We designed the YAML file templates for each dynamically created Kubernetes object.

StatefulSet object for Twister2 workers [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/architecture/resource-schedulers/kubernetes/yaml-templates/statefulset-for-workers.yaml]: This is the most important object. It will create the pods for workers to run. It describes the features of the pods. Their computing resources, volume needs, labels, etc.

Service object for Twister2 workers: Each StatefulSet objects requires to have an associated service object. We have two types of Service objects. One of them is used for the StatefulSet of workers.


	Headless Service for Twister2 workers [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/architecture/resource-schedulers/kubernetes/yaml-templates/service-headless.yaml]: A simple headless service. This does not export any services outside of the cluster.


	NodePort Service for Twister2 workers [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/architecture/resource-schedulers/kubernetes/yaml-templates/service-nodeport.yaml]: A simple NodePort service. It lets workers to get requests from entities outside of the cluster.




StatefulSet object for the Job Master [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/architecture/resource-schedulers/kubernetes/yaml-templates/statefulset-for-job-master.yaml]: This is the object that describes the pod of the Job Master. Since the Job Master computing needs may be different than worker computing needs, we designed a separate StatefulSet object for the Job Master.

Service object for the Job Master [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/architecture/resource-schedulers/kubernetes/yaml-templates/service-job-master.yaml]: This is simple headless Service object for the StatefulSet object of the Job Master.

PersistentVolumeClaim object [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/architecture/resource-schedulers/kubernetes/yaml-templates/persistent-volume-claim.yaml]: This is the PersistentVolumeClaim object that will be used by all Twister2 pods in a job. Its capacity is the total persistent storage capacity of all workers and the Job Master.




Long Living Kubernetes Objects

Role and RoleBinding objects [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/deployment/kubernetes/twister2-auth.yaml]: When Twister2 is installed in a cluster, a Role and RoleBinding object need to be created for the namespaces that will execute Twister2 jobs. This can be executed by the Kubernetes administrator once. First, the namespace field in that file needs to be changed. Then, the following command needs to be executed:

$kubectl create -f twister2-auth.yaml





Secret Object [https://github.com/DSC-SPIDAL/twister2/tree/88f9af0614b72b52c7544f9071b2b0e3e422b76d/docs/documentation/architecture/resource-schedulers/kubernetes/yaml-templates/secret.yaml]: When using OpenMPI communications in Twister2, pods need to have password-free SSH access among them. This is accomplished by first generating an SSH key pair and deploying them as a Kubernetes Secret object on the cluster. Please check the document for deploying the Secret object.
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  Open MPI Support

In order to support OpenMPI jobs on twister2, Mesos needs to use
containerizers. The regular way of running jobs will not work with
OpenMPI jobs.  We thought the most feasible solution would be using
docker containers since kubernetes is also using it. Mesos needs the
following features in order to run OpenMPI jobs;


	Necessary libraries installed on Dockers


	Docker swarm installation for overlay network among containers


	Password-free SSH access enabled among Dockers


	Hostfile generation on MPI master before starting the job


	MPI command run on MPI master




Extra Libraries in Pods

OpenMPI and OpenSSh libraries are installed in the Docker containers
that we use.

Open mpi install

 wget https://www.open-mpi.org/software/ompi/v3.0/downloads/openmpi-3.0.0.tar.gz
 
 tar -zxvf openmpi-3.0.0.tar.gz -C
 
 ENV OMPI\_BUILD="/openmpi-build"
 
 ENV OMPI\_300="/openmpi-3.0.0"
 
 ENV PATH="${OMPI\_BUILD}/bin:${PATH}"
 
 ENV LD\_LIBRARY\_PATH="${OMPI\_BUILD}/lib:${LD\_LIBRARY\_PATH}"
 
 export OMPI\_BUILD OMPI\_300 PATH LD\_LIBRARY\_PATH





cd /openmpi-3.0.0 && ls -la && ./configure --prefix=$OMPI\_BUILD
    --enable-mpi-java --enable-mpirun-prefix-by-default
    --enable-orterun-prefix-by-default && make;make install
rm openmpi-3.0.0.tar.gz





OpenSSH install

Set root password and change it

echo 'root:screencast' | chpasswd
sed -i 's/PermitRootLogin prohibit-password/PermitRootLogin yes/' /etc/ssh/sshd_config





SSH login fix. Otherwise user is kicked off after login

sed 's@session\s*required\s*pam_loginuid.so@session optional pam_loginuid.so@g' -i /etc/pam.d/sshd





Install ssh and basic dependencies

apt-get update && \
apt-get install -yq --no-install-recommends \
locales wget ca-certificates ssh build-essential && \
apt-get install -y g++ && \
apt-get install -y maven && \
apt-get clean && apt-get purge && rm -rf /var/lib/apt/lists/* /tmp/* /var/tmp/* \
rm -rf /var/lib/apt/lists/* /var/cache/apt/archives/*





Password-free SSH Among containers

In order to run OpenMPI jobs on Docker containers, password-free SSH
communication should be enabled.

Hostfile Generation

OpenMPI needs the host IP addresses, which should be listed in a special
file called the hostfile. Therefore we need to create the host file
before running the OpenMPI run command. This file is created in the
class called MesosMPIMasterStarter.

edu.iu.dsc.tws.rsched.schedulers.Mesos.mpi.MesosMPIMasterStarter





Getting the IP addresses of Workers

Workers are register with the Zookeeper as we have explained it before.
When the workers register with the zookeeper, it will know the IP
addresses and the port numbers of the workers. For this reason, we use
Zookeeper to get the necessary information to create the host file on
MPI master.

Starting MPI Job

MPI command is generated on the worker which runs as a MPI master. This
command is;

String[] command = {"mpirun", "-allow-run-as-root", "-npernode",
        "1", "--mca", "btl_tcp_if_include", "eth0",
        "--hostfile", "/twister2/hostFile", "java", "-cp",
        "twister2-job/libexamples-java.jar:twister2-core/lib/*",
        mpiClassNameToRun, mpiMaster.jobName, jobMasterIP};





Meaning of some of the parameters;

-npernode “x”: defines the number of mpi workers run on each mesos
workers.

“–mca”, “btl_tcp_if_include”, “eth0” : states mpi to use
specific network. We need this since Mesos needs an overlay network to
run OpenMPI jobs as explained before.

mpiClassNameToRun: This parameter is used to state the name of the class
to run in MPI. In our case this class is “MesosMPIWorkerStarter”. We
start the MPI job in this class as explained below.

MesosMPIWorkerStarter Class

This class is used to run an MPI job on each MPI worker. MPI
initialization and getting the ranking for the workers are done here.

MPI.Init(args);
workerID = MPI.COMM_WORLD.getRank();





After the initialization, logging and jobmaster client are initialized.
The last thing is the starting MPI job by creating the resource plan and
calling the init method of the MPI job class.

Configuration Parameters

The following configuration parameters are needed to be set in order to
run open mpi jobs.

The parameters are:

In resource.yaml;

#overlay network name for docker containers
twister2.mesos.overlay.network.name: "mesos-overlay"

#Docker image name
twister2.docker.image.name: "twister2/twister2-mesos:docker-mpi"





In client.yaml;

#Mesos will use docker container if the value is true.
twister2.use_docker_container: "true"







          

      

      

    

  

  
    
    <no title>
    

    
 
  

    
      
          
            
  Twister2 On Mesos

This document explains the design, features and implementations for
running Twister2 jobs on Mesos clusters. We designed and developed
components to run Twister2 workers and the Job Master in Mesos clusters.

Mesos Overview

Mesos is a fault tolerant cluster manager that provides resource
isolation and sharing across distributed applications or frameworks. It
schedules CPU and memory resources across the cluster in much the same
way the Linux Kernel schedules local resources. General Information
provided here about Mesos is taken from Apache Mesos web page.

The Mesos kernel runs on every machine and provides applications with
API’s for resource management and scheduling across entire datacenter
and cloud environments. Mesos’ two-level architecture allows it to run
existing and new distributed technologies on the same platform.  It can
scale up to 10000 nodes. It uses Zookeeper for fault tolerance.

Figure shows the main components of Mesos. As it can be seen in this
figure, there is a Mesos master and several Mesos agents. The master
enables fine-grained sharing of resources (CPU, RAM, …) across
frameworks by making them resource offers. Each resource offer contains
a list of <agent ID, resource1: amount1, resource2: amount2, …>.

[image: ../../../../_images/mesosarchitecture.png]Mesos Architecture

  Figure 1:Mesos Architecture\[mesos web page\]





You can find more details on
http://mesos.apache.org/documentation/latest/

After installing Mesos master and clients you can use the following
methods to start and test them.

Starting mesos-master

sudo service mesos-master start





Starting mesos slaves

sudo service mesos-slave





Checking if the services are running

systemctl status <service_name>  -l





example: systemctl status mesos-master -l





Monitoring

Mesos Master can be monitored on port 5050 of the machine it is installed.





Mesos Framework

The software that runs on top of a Mesos is called a framework. There
are two components of a framework that run on top of Mesos; a scheduler
and an executor. The scheduler registers with the master to get offer
resources. The executer runs on agent nodes to run framework’s task.
 While the master determines how many resources are offered to each
framework, the frameworks\’ schedulers select which of the offered
resources to use. When a framework accepts offered resources, it passes
to Mesos a description of the tasks it wants to run on them. In turn,
Mesos launches the tasks on the corresponding agents.[ mesos web page]

[image: ../../../../_images/framework.png]Mesos Framework

 Figure 2: How a framework gets scheduled





This is what happens in figure 2[Mesos web page]:


	Agent 1 reports to the master that it has 4 CPUs and 4 GB of memory
free. The master then invokes the allocation policy module, which
tells it that framework 1 should be offered all available resources.


	The master sends a resource offer describing what is available on
agent 1 to framework 1.


	The framework’s scheduler replies to the master with information
about two tasks to run on the agent, using <2 CPUs, 1 GB RAM> for
the first task, and <1 CPUs, 2 GB RAM> for the second task.


	Finally, the master sends the tasks to the agent, which allocates
appropriate resources to the framework’s executor, which in turn
launches the two tasks (depicted with dotted-line borders in the
figure). Because 1 CPU and 1 GB of RAM are still unallocated, the
allocation module may now offer them to framework 2.




Implementing Twister2 Jobs on Mesos

Integration of Mesos and Twister2 provided a mechanism that Twister2
jobs can be run on Mesos. Creating a job on Twister2 can be done as
follows;

Necessary values are retrieved from the config file.

int cpus = MesosContext.cpusPerContainer(config);
int ramMegaBytes = MesosContext.ramPerContainer(config);
int diskMegaBytes = MesosContext.diskPerContainer(config);
int containers = MesosContext.numberOfContainers(config);





Then we create a ResourceContainer with these resources.

ResourceContainer resourceContainer = new ResourceContainer(cpus, ramMegaBytes, diskMegaBytes);





The we create the Job as follows;

BasicJob basicJob = BasicJob.newBuilder()
        .setName(jobName)
        .setContainerClass(containerClass)
        .setRequestResource(resourceContainer, containers)
        .setConfig(jobConfig)
        .build();





The last thing we do is to submit this job.

Twister2Submitter.submitContainerJob(basicJob, config);





In mesos, we can run more than one workers(tasks) in Executors. The choice
is left to the user and can be configured through configuration files.
Possible configuration options are;


	One Worker per Executor: One workers will be run each Executor


	More Workers per Executor: Multiple workers can run in a single
Executor. The number of workers can be set in the configuration
file.




# container per mesos executor
twister2.container_per_worker: "1"





Initialization of Executors are slower in Mesos. So running more workers
in executors will be a faster solution.

Job Package

Twister2 core package and job package are transferred to the node where
the Mesos master is running. Twister2 core package and the job package
will be transferred to each executors on agents over HTTP protocol.
Therefore, each executor needs the core and job package to be able to
run twister2 jobs.

When a client submits a job, job and core files uploaded to the machine
which serves as Mesos master. Then Mesos-executors and sandboxes are
created. Mesos has built-in fetcher (See
http://mesos.apache.org/documentation/latest/fetcher/) to fetch resource
files to the sandbox. It supports HTTP, HTTPS, FTP and FTPS protocols.
To fetch twister2-core, job file into sandbox directory, upload
directory on the master must be shared via an HTTP server. After
fetching, Mesos unpacks these files, reads the job file and starts the
job.
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Contributing Code Changes

Please review the preceding section before proposing a code change. This section documents how to do so.

When you contribute code, you affirm that the contribution is your original work and that you license the work to the project under the project’s open source license. Whether or not you state this explicitly, by submitting any copyrighted material via pull request, email, or other means you agree to license the material under the project’s open source license and warrant that you have the legal authority to do so.




Pull Request


	Fork the Github repository at https://github.com/DSC-SPIDAL/twister2


	Clone your fork, create a new branch, push commits to the branch.


	Consider whether documentation or tests need to be added or updated as part of the change, and add them as needed.


	Build code with bazel build bazel build --config=ubuntu twister2/... If style checks fail, review the code style.


	Open a pull request against the master branch of twister2.


	The PR title should be of the form [Twister2-xxxx][COMPONENT] Title, where TWISTER2-xxxx is the relevant Issue number, COMPONENT the twister2 module.


	If the pull request is still a work in progress, and so is not ready to be merged, but needs to be pushed to Github to facilitate review, then add [WIP] after the component.


	Consider identifying committers or other contributors who have worked on the code being changed. Find the file(s) in Github and click “Blame” to see a line-by-line annotation of who changed the code last. You can add @username in the PR description to ping them immediately.


	Please state that the contribution is your original work and that you license the work to the project under the project’s open source license.






	Travis will build and test your changes


	After about 1 hour, Travis will post the results of the test to the pull request, along with a link to the full results on Travis.


	Watch for the results, and investigate and fix failures promptly






	Fixes can simply be pushed to the same branch from which you opened your pull request


	Travis will automatically re-test when new commits are pushed







The Review Process


	Other reviewers, including project members, may comment on the changes and suggest modifications. Changes can be added by simply pushing more commits to the same branch.


	Lively, polite, rapid technical debate is encouraged from everyone in the community. The outcome may be a rejection of the entire change.


	Keep in mind that changes to more critical parts of Twister2, like its communication, task execution, will be subjected to more review, and may require more testing and proof of its correctness than other changes.


	Reviewers can indicate that a change looks suitable for merging with a comment such as: “I think this patch looks good”.


	Sometimes, other changes will be merged which conflict with your pull request’s changes. The PR can’t be merged until the conflict is resolved.


	Try to be responsive to the discussion rather than let days pass between replies







Contributors

Here are the current contributors to the project


	Supun Kamburugamuve (@supunkamburugamuve) (Indiana University)


	Kannan Govindarajan (@kannang83) (Indiana University)
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	Vibhatha Abeykoon (@vibhatha) (Indiana University)


	Ahmet Uyar (@ahmet-uyar) (Indiana University)


	Gurhan Gunduz (@gurhangunduz) (Indiana University)


	Chathura Widanage (@chathurawidanage) (Indiana University)


	Saliya Ekanayake (@esaliya) (Berkley National Lab)


	Niranda Perera (@nirandaperera) (Indiana University)


	Selahattin AKKAŞ (Indiana University)


	Arunan Sugunakumar (University of Moratuwa)


	Thuvarakan Tharmarajasingham (@thuva4) (University of Moratuwa)


	Isham (@JMIsham) (University of Moratuwa)


	Inthirakumaaran (@inthirakumaaran) (University of Moratuwa)
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Community is the most important aspect of Twister2. We have a diverse group of developers working on the project and we would be thrilled to have your contributions.
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Mailing list: Twister2 Google Group

Source Code: GitHub [https://github.com/DSC-SPIDAL/twister2]

Slack Channel: Slack
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Apache Beam is an open source, unified model for defining both batch and streaming data-parallel processing pipelines.
Beam provides several open sources SDK’s which can he used to build a pipline. This pipline is then
executed using one of the many distributed processing back-ends supported by Apache beam. Currently
Frameworks such as Apache Spark and Apache Flink are supported, these are called runners.

Twister2 has a Apache Beam runner that is currently being shipped with the Twister2 release, which we plan to
include directly into Apache Beam, This runner allows users to run Apache beam piplines with Twister2

Below is an example word count code that runs a Beam pipeline using Twister2 Runner. The actual Beam
code of the example is found in the “runWordCount” method which builds and runs the Apache Beam
Pipeline. This will be run using Twister2 as the distributed processing backend.

In order to run this example you can use the following command. That is after you have got the Twister2
distribution setup.

./bin/twister2 submit standalone jar $pathtoJar org.apache.beam.runners.twister2.examples.TestRunner
 -input <path-to-text-input-file> -output <path-to-text-output-file> -workers 1 1>&2 | tee out.txt





    package org.apache.beam.runners.twister2.examples;
    
    import java.io.Serializable;
    
    import org.apache.beam.runners.twister2.Twister2LegacyRunner;
    import org.apache.beam.runners.twister2.Twister2PipelineOptions;
    import org.apache.beam.sdk.Pipeline;
    import org.apache.beam.sdk.io.TextIO;
    import org.apache.beam.sdk.metrics.Counter;
    import org.apache.beam.sdk.metrics.Distribution;
    import org.apache.beam.sdk.metrics.Metrics;
    import org.apache.beam.sdk.options.Default;
    import org.apache.beam.sdk.options.Description;
    import org.apache.beam.sdk.options.PipelineOptions;
    import org.apache.beam.sdk.options.PipelineOptionsFactory;
    import org.apache.beam.sdk.options.Validation;
    import org.apache.beam.sdk.transforms.Count;
    import org.apache.beam.sdk.transforms.DoFn;
    import org.apache.beam.sdk.transforms.MapElements;
    import org.apache.beam.sdk.transforms.PTransform;
    import org.apache.beam.sdk.transforms.ParDo;
    import org.apache.beam.sdk.transforms.SimpleFunction;
    import org.apache.beam.sdk.values.KV;
    import org.apache.beam.sdk.values.PCollection;
    
    import edu.iu.dsc.tws.api.config.Config;
    import edu.iu.dsc.tws.tset.env.BatchEnvironment;
    import edu.iu.dsc.tws.tset.worker.BatchTSetIWorker;
    
    public class WordCount implements Serializable, BatchTSetIWorker {
    
      public static final String TOKENIZER_PATTERN = "[^\\p{L}]+";
    
      @Override
      public void execute(BatchEnvironment env) {
    
        Config config = env.getConfig();
        String input = config.getStringValue("input");
        String output = config.getStringValue("output");
        System.out.println("Rank " + env.getWorkerID());
        Twister2PipelineOptions options = PipelineOptionsFactory.as(Twister2PipelineOptions.class);
        options.setTSetEnvironment(env);
        options.as(Twister2PipelineOptions.class).setRunner(Twister2LegacyRunner.class);
        runWordCount(options, input, output);
      }
    
      /**
       * Concept #2: You can make your pipeline assembly code less verbose by defining your DoFns
       * statically out-of-line. This DoFn tokenizes lines of text into individual words; we pass it to
       * a ParDo in the pipeline.
       */
      static class ExtractWordsFn extends DoFn<String, String> {
        private final Counter emptyLines = Metrics.counter(ExtractWordsFn.class, "emptyLines");
        private final Distribution lineLenDist =
            Metrics.distribution(ExtractWordsFn.class, "lineLenDistro");
    
        @ProcessElement
        public void processElement(@Element String element, OutputReceiver<String> receiver) {
          lineLenDist.update(element.length());
          if (element.trim().isEmpty()) {
            emptyLines.inc();
          }
    
          // Split the line into words.
          String[] words = element.split(TOKENIZER_PATTERN, -1);
    
          // Output each word encountered into the output PCollection.
          for (String word : words) {
            if (!word.isEmpty()) {
              receiver.output(word);
            }
          }
        }
      }
    
      /** A SimpleFunction that converts a Word and Count into a printable string. */
      public static class FormatAsTextFn extends SimpleFunction<KV<String, Long>, String> {
        @Override
        public String apply(KV<String, Long> input) {
          return input.getKey() + ": " + input.getValue();
        }
      }
    
      /**
       * A PTransform that converts a PCollection containing lines of text into a PCollection of
       * formatted word counts.
       *
       * <p>Concept #3: This is a custom composite transform that bundles two transforms (ParDo and
       * Count) as a reusable PTransform subclass. Using composite transforms allows for easy reuse,
       * modular testing, and an improved monitoring experience.
       */
      public static class CountWords
          extends PTransform<PCollection<String>, PCollection<KV<String, Long>>> {
        @Override
        public PCollection<KV<String, Long>> expand(PCollection<String> lines) {
    
          // Convert lines of text into individual words.
          PCollection<String> words = lines.apply(ParDo.of(new ExtractWordsFn()));
    
          // Count the number of times each word occurs.
          PCollection<KV<String, Long>> wordCounts = words.apply(Count.perElement());
    
          return wordCounts;
        }
      }
    
      /**
       * Options supported by {@link WordCount}.
       *
       * <p>Concept #4: Defining your own configuration options. Here, you can add your own arguments to
       * be processed by the command-line parser, and specify default values for them. You can then
       * access the options values in your pipeline code.
       *
       * <p>Inherits standard configuration options.
       */
      public interface WordCountOptions extends PipelineOptions {
    
        /**
         * By default, this example reads from a public dataset containing the text of King Lear. Set
         * this option to choose a different input file or glob.
         */
        @Description("Path of the file to read from")
        @Default.String("gs://apache-beam-samples/shakespeare/kinglear.txt")
        String getInputFile();
    
        void setInputFile(String value);
    
        /** Set this required option to specify where to write the output. */
        @Description("Path of the file to write to")
        @Validation.Required
        String getOutput();
    
        void setOutput(String value);
      }
    
      static void runWordCount(Twister2PipelineOptions options, String input, String output) {
        Pipeline p = Pipeline.create(options);
    
        // Concepts #2 and #3: Our pipeline applies the composite CountWords transform, and passes the
        // static FormatAsTextFn() to the ParDo transform.
        p.apply("ReadLines", TextIO.read().from(input))
            .apply(new CountWords())
            .apply(MapElements.via(new FormatAsTextFn()))
            .apply("WriteCounts", TextIO.write().to(output));
    
        p.run().waitUntilFinish();
      }
    }





Apache beam provides a rich set of SDK’s with many adapters which allow you to integrate with
various systems, you can learn more about Apache Beam by referring the Apache Beam documentation [https://beam.apache.org/documentation/].
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Twister2 Compatibility APIs

Twister2 is designed to be a generic execution platform for data analytics. We expect Twister2 to
support different API’s developed by different projects. We have added the Apache Storm support as
of now and looking to add more API’s in the future.


	Apache Storm API


	Apache Beam API


	Python API





Future Possibilities


	SQL API


	Python API
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The Python API provides the ability to define Twister2 TSet jobs in python.




Getting Started


Following components are required in your system.


	Python 3.7


	JVM 8+







Setting up twister2 python support

pip3 install twister2





twister2 uses jep [https://github.com/ninia/jep] to create python interpreters within the JVM. Inorder for this to work properly, jep’s native libraries should be accessible by the java process. Update your LD_LIBRARY_PATH environment variable
to include jep.so inorder to make it accessible by java process at runtime. The location of jep can be found as follows.

pip show jep





This will give an output similar to below.

Name: jep
Version: 3.9.0
Summary: Jep embeds CPython in Java
Home-page: https://github.com/ninia/jep
Author: Jep Developers
Author-email: jep-project@googlegroups.com
License: zlib/libpng
Location: /home/username/.local/lib/python3.7/site-packages
Requires: 
Required-by: twister2





Now copy the Location and update the LD_LIBRARY_PATH as follows.

export LD_LIBRARY_PATH=/home/username/.local/lib/python3.7/site-packages/jep:$LD_LIBRARY_PATH





On latest MacOS versions, setting LD_LIBRARY_PATH will not work due to System Integrity Protect (SIP) . SIP can be disabled with following steps.


	Restart your Mac.


	Before OS X starts up, hold down Command-R and keep it held down until you see an Apple icon and a progress bar. Release. This boots you into Recovery.


	From the Utilities menu, select Terminal.


	At the prompt type exactly the following and then press Return: csrutil disable


	Restart









Writing your first application


Twister2 Environment

env = Twister2Environment(name="MyPython", config={"sample_config": 123}, resources=[{"cpu": 1, "ram": 1024, "instances": 2}])





Twister2Environment can be considered as the entry point to connect to the java runtime. Twister2Environment optionally allows you to configure your job and resources.




TSet Source

TSet is all about data transformations. Hence every TSet workflow starts with a source.

TSet source in python should follow below skeleton.

class SourceFunc(ABC):

    def __init__(self):
        pass

    @abstractmethod
    def has_next(self):
        return False

    @abstractmethod
    def next(self):
        return None





Shown below is a simple integer source created based on above skeleton.

from twister2.tset.fn.SourceFunc import SourceFunc

class IntegerSource(SourceFunc):

    def __init__(self, limit):
        super(IntegerSource, self).__init__()
        self.x = 0
        self.limit = limit

    def has_next(self):
        return self.x < self.limit

    def next(self):
        self.x += 1
        return self.x





Once defined, you may add this source to TSet environment as follows.

source = env.create_source(IntegerSource(10), 4)





The second parameter of create_source is the parallelism. In this case(4), twister2 will run 4 integer sources parallelly across the cluster.

Starting from a source, you may transform your data as required by utilizing twister2 TSet operations.




Example - KMeans

This example utilizes existing tools for python such as numpy and scikit-learn for data representation and computation and use twister2 for communication.

# Twister2 Python API supports Numpy
import numpy as np

from twister2.TSetContext import TSetContext
from twister2.Twister2Environment import Twister2Environment
from twister2.tset.fn.SourceFunc import SourceFunc

env = Twister2Environment(resources=[{"cpu": 4, "ram": 4096, "instances": 1}])


class PointSource(SourceFunc):

    def __init__(self, size, count):
        self.i = 0
        self.read = True
        self.size = size
        self.count = count

    def has_next(self):
        return self.read

    def next(self):
        self.i = self.i + 1
        arr = np.random.rand(self.count, self.size)
        self.read = False
        return arr


data = env.create_source(PointSource(100, 10000), 10).cache()
centers = env.create_source(PointSource(100, 200), 10).cache()


def apply_kmeans(points, ctx: TSetContext):
    # If you need to use a 3rd party library, you should import them within the function body.
    from sklearn.cluster import KMeans
    c = ctx.get_input("centroids")
    centers = c.get_partition(ctx.get_index()).consumer().__next__()
    kmeans = KMeans(init=centers, n_clusters=200, n_init=1).fit(points)
    return kmeans.cluster_centers_

# Most of the TSet operations accept a function. You can even pass a lambda instead!
mapped = data.direct().map(apply_kmeans)


def reduce_centroids(c1, c2):
    return c1 + c2


def average(points, ctx):
    import numpy as np
    return np.divide(points, 10)


reduced = mapped.all_reduce(reduce_centroids).map(average)

for i in range(10):
    mapped.add_input("centroids", centers)
    centers = reduced.cache()

centers.direct().for_each(lambda x: print(x))










Submitting Python Jobs to Twister2

Twister2 accepts two types of python jobs.


	Single python file (If you have just one file defining the whole job)




./bin/twister2 submit standalone python /absolute/path/to/your_script.py your_script.py  arg1 arg2






	Zip file (If you have multiple python files, you can submit them as a zip file)




./bin/twister2 submit standalone python_zip /absolute/path/to/your_zip.zip entry_point.py  arg1 arg2





entry_point.py is where you would initialize Twister2Environment

arg1 and arg2 in above two commands will be passed as system args to the python script.
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Twister2 supports the Apache Storm API. One can use a program written in Apache Storm API and run it
using the Twister2 engine with better performance.

In order to submit a Storm Job a user program can extend from Twister2StormWorker.java. and create
the StormTopology.

public final class WordCountTopology extends Twister2StormWorker {

  @Override
  public StormTopology buildTopology() {
    int parallelism = config.getIntegerValue("parallelism", 1);

    TopologyBuilder builder = new TopologyBuilder();
    builder.setSpout("word", new WordSpout(), parallelism);
    builder.setBolt("consumer", new ConsumerBolt(), parallelism)
        .fieldsGrouping("word", new Fields("word"));

    return builder.createTopology();
  }
}





Once this class is programmed they can submit the job using a normal Twister2 Job Submission.

  public static void main(String[] args) {
    int parallelism = 1;

    Config config = ResourceAllocator.loadConfig(
        Collections.emptyMap()
    );

    // build JobConfig
    JobConfig jobConfig = new JobConfig();
    jobConfig.put("parallelism", parallelism);

    Twister2Job.Twister2JobBuilder jobBuilder = Twister2Job.newBuilder();
    jobBuilder.setJobName("word-count-storm");
    jobBuilder.setWorkerClass(WordCountTopology.class.getName());
    jobBuilder.setConfig(jobConfig);
    jobBuilder.addComputeResource(1, 512, 1);

    // now submit the job
    Twister2Submitter.submitJob(jobBuilder.build(), config);
  }





The Job submission command is same as any other Twister2 job.

For more information about Apache Storm API, please refer to its documentation [http://storm.apache.org/releases/1.2.2/index.html].
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Twister2 dashboard has two components.


	Front End Web application; A ReactJS [https://reactjs.org/] based web application


	Web server; A spring boot application [https://spring.io/projects/spring-boot], which exposes a RESTful Web Service (JAX-RS)




Even though (2) Embedded web server, has been included in the main bazel build, (1) Front End Web application should be build separately.




Prerequisites to build web application


	Node 6 or later : Download [https://nodejs.org/en/download/]


	NPM 5.2 or later : How to Setup [https://www.npmjs.com/get-npm]


	SASS : How to setup [https://sass-lang.com/install]







Compiling web application

Having all above prerequisites ready, navigate to the root folder of dashboard client.

cd dashboard/client


Building SCSS

Now build SCSS files to produce CSS files with following command

npm run build-css




Building React app

Use below command to build the react application.

npm run build

This will create an optimized production build in {twister2_root}/dashboard/server/src/main/resources/static directory.




Building Dashboard

As the final step, run the main twister2 build, to generate all the binaries including dashboard.
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Twister2 relies on the Bazel build [https://bazel.build/] system. It is tested on Bazel 1.1 [https://github.com/bazelbuild/bazel/releases/tag/1.1.0] version and it is recommended to use it for building.

Twister2 developers are mainly working on Ubuntu 16.04, Ubuntu 18.04, RHEL7 and MacOS. So it is recommended to use those platforms with the early versions and we would like to expand our system to different platforms in the future.

Refer the specific guides for details on different platforms.


	Compiling on Linux


	Compiling MacOS





General Build Instructions

Twister2 can be compiled with the following command

bazel build --config=<platform> twister2/...





Here platform argument can be ubuntu or darwin (for macos).

In order to run twister2 jobs, we need to create a tar package. To create the tar package we can use
the following command.

bazel build --config=<platform> //scripts/package:tarpkgs





This command builds a tar file inside the directory with the current version.

bazel-bin/scripts/package/twister2-[verson].tar.gz





We need to extract this package to run a twister2 job.




Running unit test cases

We can run twister2 test cases with the following command

bazel test --config=ubuntu twister2/...





In order to run a specific test we can use the following command, where we need to specify a target.

bazel test --config=ubuntu //twister2/comms/tests/java:BinaryTreeTest








Compiling OpenMPI

When you compile Twister2 it will automatically download and compile OpenMPI 4.0.1 with it. If you don’t like this version of OpenMPI and wants to use your own version, you can compile OpenMPI using following instructions.


	We recommend using OpenMPI 4.0.1


	Download OpenMPI 4.0.1 from https://download.open-mpi.org/release/open-mpi/v4.0/openmpi-4.0.1.tar.gz


	Extract the archive to a folder named openmpi-4.0.1


	Also create a directory named build in some location. We will use this to install OpenMPI


	Set the following environment variables

BUILD=<path-to-build-directory>
OMPI_401=<path-to-openmpi-4.0.1-directory>
PATH=$BUILD/bin:$PATH
LD_LIBRARY_PATH=$BUILD/lib:$LD_LIBRARY_PATH
export BUILD OMPI_401 PATH LD_LIBRARY_PATH







	The instructions to build OpenMPI depend on the platform. Therefore, we highly recommend looking into the $OMPI_401/INSTALL file. Platform specific build files are available in $OMPI_401/contrib/platform directory.


	In general, please specify --prefix=$BUILD and --enable-mpi-java as arguments to configure script. If Infiniband is available (highly recommended) specify --with-verbs=<path-to-verbs-installation>. Usually, the path to verbs installation is /usr. In summary, the following commands will build OpenMPI for a Linux system.

cd $OMPI_401
./configure --prefix=$BUILD --enable-mpi-java
make -j 8;make install







	If everything goes well mpirun --version will show mpirun (Open MPI) 4.0.1. Execute the following command to instal $OMPI_401/ompi/mpi/java/java/mpi.jar as a Maven artifact.




 mvn install:install-file -DcreateChecksum=true -Dpackaging=jar -Dfile=$OMPI_401/ompi/mpi/java/java/mpi.jar -DgroupId=ompi -DartifactId=ompijavabinding -Dversion=4.0.1








Generating Maven Artifacts

Although twister2 uses bazel as its build system, it has an option to generate maven artifacts for each twister2 module.

To generate and install maven artifacts to your local repository, run following command at the root of twister2 source.

./util/mvn/install-local-snapshot.sh

For more details refer the section Generate Maven Artifacts.




Compiling Dashboard

Twister2 dashboard has two components.


	Front End Web application; A ReactJS [https://reactjs.org/] based web application


	Web server; A spring boot application [https://spring.io/projects/spring-boot], which exposes a RESTful Web Service (JAX-RS)




Even though (2) Embedded web server, has been included in the main bazel build, (1) Front End Web application should be build separately.


Prerequisites to build web application


	Node 6 or later : Download [https://nodejs.org/en/download/]


	NPM 5.2 or later : How to Setup [https://www.npmjs.com/get-npm]


	SASS : How to setup [https://sass-lang.com/install]







Compiling web application

Having all above prerequisites ready, navigate to the root folder of dashboard client.

cd dashboard/client




Building SCSS

Now build SCSS files to produce CSS files with following command

npm run build-css




Building React app

Use below command to build the react application.

npm run build

This will create an optimized production build in {twister2_root}/dashboard/server/src/main/resources/static directory.




Building Dashboard

As the final step, run the main twister2 build, to generate all the binaries including dashboard.






FAQ


	Build fails with ompi java binding errors




Try to do one of these things

Note: If you get an error while compiling or building Twister2 saying “Java bindings requested but no Java support found” please execute the following command to install Java using apt-get command

  sudo apt install openjdk-8-jdk





Or change line 385 of

third_party/ompi3/ompi.BUILD





From

'./configure --prefix=$$INSTALL_DIR --enable-mpi-java'





to

'./configure --prefix=$$INSTALL_DIR --enable-mpi-java --with-jdk-bindir=<path-to-jdk>/bin --with-jdk-headers=<path-to-jdk>/include',





Please replace ‘path-to-jdk’ with your jdk location.
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At this point bazel doesnt provide a method to generate maven artifacts directly. We have created
set of scripts to generate the maven artifacts.

You can generate the maven artifacts using the following command from the twister2 source root directory.

You need to compile Twister2 before executing this command.

sh util/mvn/install-local-snapshot.sh





This will produce the maven artifacts. We can change the version of the artifacts generated in the
t2_meta.bzl file in the root of Twister2 source. T2_VERSION = "0.4.0".

Twister2 Applications [https://github.com/DSC-SPIDAL/twister2applications] is a repository
containing a set of examples and applications written as maven modules which exploit twister2 maven artifacts.

Currently it produce the following maven dependencies.

  <dependencies>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>comms-java</artifactId>
      <version>0.4.0</version>
    </dependency>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>proto-java</artifactId>
      <version>0.4.0</version>
    </dependency>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>resource-scheduler-java</artifactId>
      <version>0.4.0</version>
    </dependency>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>common-java</artifactId>
      <version>0.4.0</version>
    </dependency>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>api-java</artifactId>
      <version>0.4.0</version>
    </dependency>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>data-java</artifactId>
      <version>0.4.0</version>
    </dependency>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>task-java</artifactId>
      <version>0.4.0</version>
    </dependency>
    <dependency>
      <groupId>org.twister2</groupId>
      <artifactId>taskscheduler-java</artifactId>
      <version>0.4.0</version>
    </dependency>
  </dependencies>
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Prerequisites

Twister2 build needs several software installed on your system.


	Operating System


	Twister2 is tested and known to work on,


	Red Hat Enterprise Linux Server release 7


	Ubuntu 16.10 and Ubuntu 18.10










	Java


	Download Oracle JDK 8 from http://www.oracle.com/technetwork/java/javase/downloads/index.html


	Extract the archive to a folder named jdk1.8.0


	Set the following environment variables.








JAVA_HOME=<path-to-jdk1.8.0-directory>
PATH=$JAVA_HOME/bin:$PATH
export JAVA_HOME PATH





which java





| :exclamation: After installing java, you may follow below two steps to automatically configure your environment and build twister2. Currently this works only on Debian distributions with sudo access. Skip steps upto Twister2 Distribution if this is applicable.|
| — |

git clone https://github.com/DSC-SPIDAL/twister2.git
cd twister2
./build_linux.sh






	Install the required tools




sudo apt-get install g++ git build-essential automake cmake libtool-bin zip libunwind-setjmp0-dev zlib1g-dev unzip pkg-config python-setuptools -y libnuma-dev libc-dev





sudo apt-get install  python3-dev python3-pip





Now install wheel

sudo pip install wheel






	Installing maven and configure it as follows :




  wget https://archive.apache.org/dist/maven/maven-3/3.6.2/binaries/apache-maven-3.6.2-bin.tar.gz





Extract this to a directory called maven configure the environmental variables

  MAVEN_HOME=<path-to-maven-directory>
  PATH=$MAVEN_HOME/bin:$PATH
  export MAVEN_HOME PATH






	Install bazel 1.1.0

wget https://github.com/bazelbuild/bazel/releases/download/1.1.0/bazel-1.1.0-installer-linux-x86_64.sh
chmod +x bazel-1.1.0-installer-linux-x86_64.sh
./bazel-1.1.0-installer-linux-x86_64.sh --user





Make sure to add the bazel bin to PATH. You can add this line to ~\.bashrc file.

export PATH=$PATH:~/bin












Compiling Twister2

Now lets get a clone of the source code.

git clone https://github.com/DSC-SPIDAL/twister2.git





You can compile the Twister2 distribution by using the bazel target as below.

cd twister2
bazel build --config=ubuntu scripts/package:tarpkgs





This will build twister2 distribution in the file

bazel-bin/scripts/package/twister2-0.4.0.tar.gz





If you would like to compile the twister2 without building the distribution packages use the command

bazel build --config=ubuntu twister2/...





For compiling a specific target such as communications

bazel build --config=ubuntu twister2/comms/src/java:comms-java








Twister2 Distribution

After you’ve build the Twister2 distribution, you can extract it and use it to submit jobs.

cd bazel-bin/scripts/package/
tar -xvf twister2-0.4.0.tar.gz
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Prerequisites

Twister2 build needs several software installed on your system.


	Operating System


	Twister2 is tested and known to work on,


	MacOS High Sierra (10.13.6)










	Java


	Download Oracle JDK 8 from http://www.oracle.com/technetwork/java/javase/downloads/index.html


	Install Oracle JDK 8 using jdk-8uxxx-macosx-x64.dmg


	Set the following environment variables.

JAVA_HOME=$(/usr/libexec/java_home)
export JAVA_HOME













You can check weather Java is installed correctly

which java






	Install Homebrew




   /usr/bin/ruby -e "$(curl -fsSL https://raw.githubusercontent.com/Homebrew/install/master/install)"






	Installing maven :




  brew install maven






	Install bazel 1.1.0

   wget https://github.com/bazelbuild/bazel/releases/download/1.1.0/bazel-1.1.0-installer-darwin-x86_64.sh
   chmod +x bazel-1.1.0-installer-darwin-x86_64.sh
   ./bazel-1.1.0-installer-darwin-x86_64.sh --user





Make sure to add the bazel bin to PATH. You can add the following line to ~/.bash_profile file.

export PATH="$PATH:$HOME/bin"









Now you check with the following command to check weather bazel is install.

souce ~/.bash_profile 

bazel version





It will give the following output

Build label: 1.1.0
Build target: bazel-out/k8-opt/bin/src/main/java/com/google/devtools/build/lib/bazel/BazelServer_deploy.jar
Build time: Fri Jul 19 15:19:51 2019 (1563549591)
Build timestamp: 1563549591
Build timestamp as int: 1563549591






	Install python3




brew install python3





Make sure python3 is installed

python3 --version





Okay now you are ready to compile Twister2.




Compiling Twister2

Now lets get a clone of the source code.

git clone https://github.com/DSC-SPIDAL/twister2.git





You can compile the Twister2 distribution by using the bazel target as below.

cd twister2
bazel build --config=darwin scripts/package:tarpkgs --action_env=JAVA_HOME





This will build twister2 distribution in the file

bazel-bin/scripts/package/twister2-0.4.0.tar.gz





If you would like to compile the twister2 without building the distribution packages use the command

bazel build --config=darwin twister2/... --action_env=JAVA_HOME





For compiling a specific target such as communications

bazel build --config=darwin twister2/comms/src/java:comms-java --action_env=JAVA_HOME








Twister2 Distribution

After you’ve build the Twister2 distribution, you can extract it and use it to submit jobs.

cd bazel-bin/scripts/package/
tar -xvf twister2-0.4.0.tar.gz
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This document describes the parallel and distributed concepts applied to Twister2. As a distributed
application development framework, it provides API’s for creating distributed applications
including streaming and batch. Next as a distributed execution engine, it can map these applications
to set of compute resources and execute them.




Compute Resources

In general a Twister2 Application executes on set of nodes in a cluster.
These nodes may consist of physical machines, virtual machines or containers.

From Twister2 point of view each of these nodes have the following components.


	One or more CPUs (Usually we call one CPU a socket)


	Each CPU can have one or more cores (a core is a processing unit)


	Random access memory (possibly in Numa configuration)


	One or more storage units (hard disks)


	Nodes are connected using a TCP network


	Optionally has a high performance network such as Infiniband or Omni-Path




Twister2 has options for running an application optimally on such an environment. In general we call
the node that submits the job, a client node (driver node) and the nodes that executes the parallel
computation, cluster nodes.




Twister2 Job

A user writes the source code of a Twister2 Job using the its APIs. Every Twister2 job starts
with IWorker instance.

A Twister2 job consists of three components.


	Job client


	Job master


	Set of IWorker instances




Job client and job master can run in a single process (in client node) or can be running in
different processes. In the latter case, job master runs inside the cluster nodes. Each job has its
own job master.

Each IWorker instance is a separate process. An IWorker instance may employ a single thread to execute
the user code or multiple threads. We can allocate resources to IWorker instances such as memory,
number of CPUs depending on the requirements of the computation. For example if an IWorker uses 2 threads
to execute the user code, we can allocate atmost 2 CPU cores to an IWorker. Beyond 2 cores, it won’t
be able to use as it only has 2 threads.
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A batch job can be created using three APIs. One can combine these APIs to write portions of their program as well. These APIs are called


	TSet API


	Compute API


	Operator API




TSet API is similar to Spark RDD, Flink or Beam APIs. Compute API is similar to Hadoop API and requires a deeper
understanding from the user. Operator API is similar to MPI where only bare minimum functions are provided to the
user.

This document will cover the fundamentals of these APIs and how to create an application using them.
These APIs are explained in separate documents in detail.




Anatomy of a batch job

Every Twister2 job is executed by set of IWorker instances. How many such instances are created
is configured when submitting the job. A user directly programs an IWorker instance. Unlike in
other data systems that have a central controller for job submission, Twister2 uses fully distributed
job creation. This means the user program specified in the IWorker is executed by all the parallel
workers at the same time.

Within the IWorker program user can create multiple data transformations and run them, connect them using
in-memory or disk based operations. Without a central scheduler, the data transformation and graph creation is
instantaneous in Twister2 paving way to a more efficient data processing system.

[image: docs/concepts/assets/iworker.png]Batch Execution




TSet API

This is the easiest API to develop a batch application. This API represents a batch application as a
set of data transformations.

An application is written as a collection of TSet transformations. These transformations are converted
to graphs and executed by the Twister2 runtime.

Every TSet transformation has a data source, a collection of user defined functions, a set of links and a terminating
action. TSet is evaluated only when there is an action or when user explicitly ask the runtime to
evaluate the TSet.


Actions

Here is a simple TSet transformation where we output Integer values ranging from 0-10 from
a source and printed. In this example source is defined by the user and terminating action is the
forEach directive. The source is connected to foreach action by an in-memory link called direct.

SourceTSet<Integer> simpleSource = env.createSource(new SourceFunc<Integer>() {
  private int count = 0;
  
  @Override
  public boolean hasNext() {
    return count < 10;
  }
  
  @Override
  public Integer next() {
    return count++;
  }
}, 4);

simpleSource.direct().forEach(i -> {
  System.out.println("i : " + i);
});





When an action is specified, the TSet is evaluated at that point.

| Action | Description
| :— | :— |
| forEach  | Iterate through the elements of a TSet || cache | Cache the elements into memory |

If an action is not specified, a user can explicitly execute the TSet transformation using the run() method of
the TSetEnvironment.

env.run()








Cached or Persistent TSets and Inputs

Now lets look at how to combine two TSet transformations by first caching a TSet and using it in another transformation.

The cache operation or persist operation can be used to save a calculation of a TSet transformation into memory or disk.
These saved TSets can be used in other TSet transformation as inputs.

  // create a cached tset
  CachedTSet<Object> cached = env.createSource(new SourceFunc<Integer>() {
  }, 4).direct().compute((itr, c) -> {
  }).direct().compute((itr, c) -> {
  }).cache();

  // second TSet with input added
  env.createSource(new SourceFunc<Integer>() {
  }, 4).direct().compute(
    new ComputeCollectorFunc<Integer, Iterator<Integer>>() {

      private DataPartitionConsumer<Integer> xValues;

      @Override
      public void prepare(TSetContext context) {
        // get the input
        this.xValues = (DataPartitionConsumer<Integer>) context.getInput("x").getConsumer();
      }

      @Override
      public void compute(Iterator<Integer> zValues, RecordCollector<Integer> output) {
        while (zValues.hasNext()) {
          output.collect(xValues.next() + zValues.next());
        }
      }
      // add input
    }).addInput("x", cached).direct().forEach(i -> {});





The addInput method of can be used to give an cached input to another computation. The cached
input is available throught a DataPartitionConsumer which gives an iterator.

Data can be persisted to disk for check-pointing purposes or relieving the memory pressure for large computations
without enough memory.
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Twister2 supports a DataFlow model for operators. A DataFlow program models a computation as a graph with nodes of the graph doing user-defined computations and edges representing the communication links between the nodes. The data flowing through this graph is termed as events or messages. It is important to note that even though by definition dataflow programming means data is flowing through a graph, it may not necessarily be the case physically, especially in batch applications. Big data systems employ different APIs for creating the dataflow graph. For example, Flink and Spark provide distributed dataset-based APIs for creating the graph while systems such as Storm and Hadoop provide task-level APIs.

We support the following operators for batch and streaming applications. The operators can go from M to N tasks, M to 1 task or 1 to N tasks.




Twister2 Batch Operations

The batch operators work on set of input data from a source. All this input data will be processed in a single operator.

| Operator | Semantics |
| ————- | ————- |
| Reduce | M tasks to 1, reduce the values to a single value |
| Gather | M tasks to 1, gather the values from M tasks |
| Broadcast | 1 task to N, Broadcast a value from 1 to N tasks |
| Partition | M tasks to N, distribute the values in M tasks to N tasks according to a user-specified criteria |
| AllReduce | M tasks to N, Reduce values from N tasks and broadcast to N tasks |
| AllGather | M tasks to N, Gathers values from M tasks and broadcast to N tasks |
| KeyedReduce | M tasks to N, Reduce values of a certain key, only available with Windowed data sets |
| KeyedGather | M tasks to N, Gathers according to a user-specified Key, keys can be sorted, only available with Windowed data sets |
| Join | M tasks to N, Jons values based on a user-specified key |




Twister2 Streaming Operations

The streaming operators work on single data items.

| Operator | Semantics |
| ————- | ————- |
| Reduce | M tasks to 1, reduce the values to a single value |
| Gather | M tasks to 1, gather the values from M tasks |
| Broadcast | 1 task to N, Broadcast a value from 1 to N tasks |
| Partition | M tasks to N, distribute the values in M tasks to N tasks according to a user-specified criteria |
| AllReduce | M tasks to N, Reduce values from N tasks and broadcast to N tasks |
| AllGather | M tasks to N, Gathers values from M tasks and broadcast to N tasks |
| KeyedReduce | M tasks to N, Reduce values of a certain key, only available with Windowed data sets |
| KeyedGather | M tasks to N, Gathers according to a user-specified Key, keys can be sorted, only available with Windowed data sets |
| Join | M tasks to N, Joins values based on a user-specified key |

Dataflow communications are overlaid on top of worker processes using logical ids.

We support both streaming and batch versions of these operations.


Reduce

The reduce operation collects data and performs and reduces them in a manner specified by the reduce
function, which can be specified. To look at an simple example let us assume that we are performing a reduce
operation on the values {1,2,3,4,5,6,7,8} if the function specified for the reduce operation was ‘Sum’
the result would be 36, if the function used was ‘Multiplication’ the result would be 40320.

Since this reduce is taking place in an distributed environment the same function needs to be applied to data
that is collected from several distributed workers. Which means there is a lot of communications involved in
transferring data between distributed nodes. In order to make the communication as efficient as possible
the reduce operation performs its reduction in a inverted binary tree structure. Lets look at a more
detailed example to get an better idea about how this operation works. Please note that some details will be left out
to simply the explanation.

Example:

In this example we have a distributed deployment which has 4 worker nodes named w-0 t0 w-3. The reduce example
that we are running has 8 source tasks and a single sink task (the task to which the reduction happens). The source
tasks are given logical id from 0 to 7, the sink task is given a logical id of 8.

How each task is assigned to workers will not be explained in this section. We assume that the following task-worker
assignments are in place. The tree structure that is used by the reduce operation will take into account the task-worker
assignments to optimize the operation. The diagram below show the assignments and the paths of communication

[image: docs/concepts/assets/reduce_op_example.png]Reduce Operation Tree

Black arrows in the diagram show the paths in which communication happens in the reduce operation. The inverted
binary tress structure is more clear if you look at the red arrow. This structure allows the reduce operation to scale
to large number of tasks very easily.

If we assume that each task generates a data array of {1,2,3} the final result after the reduce which will be available
at the sink task will be {8,16,24}. From the diagram it is clear that the sink task only receives values
from tasks 0,1,2,4. To further optimize the operation each task will perform partial reduce operations
before sending out data to the next destination. So the data that each task sends to the sink task will be as follows
for this example


	0 -> 8 : {1,2,3}


	1 -> 8 : {2,4,6}


	2 -> 8 : {4,8,12}


	4 -> 8 : {1,2,3}







Gather

The gather operation is similar in construct to the reduce operation. However unlike the reduce operation
which uses an reduction function to reduce collected values, the gather operation simply bundles them together.
The structure in which the gather communication happens is similar to reduce which is done using an
inverted binary tree.

Example:

Lets take the same example discussed in the Reduce operation. In the reduce example the final result at
the sink task with logical id 8 was {8,16,24}. In the gather since we collect all the data tht is sent from each
source task the final results received at the sink task would be a set of arrays, 1 array for each source task.

Final result at 8 -> {{1,2,3},{1,2,3},{1,2,3},{1,2,3},{1,2,3},{1,2,3},{1,2,3},{1,2,3}}

If you look at what each of the tasks that actually send messages to sink 8 they would be as follows.
Notice that the results are similar to the reduce operation.


	0 -> 8 : {1,2,3}


	1 -> 8 : {{1,2,3},{1,2,3}}


	2 -> 8 : {{1,2,3},{1,2,3},{1,2,3},{1,2,3}}


	4 -> 8 : {1,2,3}







AllReduce

The BSP APIs are provided by Harp and MPI specification (OpenMPI).

The DataFlow operators are implemented by Twister2 as a Twister:Net library.
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Goal of Twister2 is to provide a layered approach for big data with independent components at each level to compose an application. The layers include: 1. Resource allocations 2. Data Access 3. Communication 4. Task System 5. Distributed Data

Among these communications, task system and data management are the core components of the system with the others providing auxiliary services. On top of these layers, one can develop higher-level APIs such as SQL interfaces. The following figure shows the runtime architecture of Twister2 with various components. Even though shows all the components in a single diagram, one can mix and match various components according to their needs. Fault tolerance and security are two aspects that affect all these components.

[image: docs/concepts/assets/tws-architecture.png]Twister2 Architecture

The following table gives a summary of various components, APIs, and implementation choices.

[image: docs/concepts/assets/twister2-architecture.png]Twister2 Components


Resource provisioning component

The primary responsibility of this component is job submission and management. It provides abstractions
to acquire resources and manage the life cycle of a parallel job. We have developed links to the
following resource managers and would like to add others such as Yarn, Marathon in the future.


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad




Twister2 jobs run in isolation without sharing any resources among jobs. Unlike in other big data
systems such as Spark or Flink, Twister2 can be running in HPC or cloud environments.




Parallel and Distributed communication operators

Unlike other big data analytics systems, we recognize the importance of network communication
operators for parallel applications and provide a set of abstractions and implementation that
satisfy the needs of different applications. Both streaming operators and batch operators are provided.
Three types of operator implementations are provided to the user.


	Twister:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at the message level


	OpenMPI (HPC Environments only) at the message level




In other big data systems, communication operators are hidden behind high-level APIs. This design
gives a priority to operator API’s and allows the development of different methods to optimize the
performance while users can use low-level APIs to program high-performance applications. Twister:Net
can use both socket based or MPI based (ISent/IRecv) to communicate allowing it to perform well on advanced hardware.




Task System

This component provides the abstractions to hide the execution details and an easy to program API for parallel applications. A user can create a streaming task graph or a batch task graph to analyze data. The abstractions have similarities to Storm and Hadoop APIs. Task system consists of the following major components.

Task Graph - Create dataflow graphs for streaming and batch analysis including iterative computations
Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms
Executor - Batch and streaming executions

In Spark and Flink, this component is hidden from the user. Apache Storm and Flink API’s are at this level of abstraction. We allow pluggable executors and task schedulers to extend the capabilities of the system.




Distributed Data Abstraction

A typed distributed data abstraction, similar to Spark RDD, BEAM PCollections or Heron Streamlet is provided here. It can be used to program a data pipeline, a streaming application or iterative application.


	Iterative computations


	Streaming computations


	Data pipelines




In Twister2, iterations (for loops) are carried on each worker. Spark uses a central driver to control the iterations, which can lead to poor performance for applications with frequent iterations (less computation in an iteration). Flink uses the task graph itself to code the iterations (cyclic graphs) and doesn’t support nested iterations.

Data pipelines in Twister2 are similar to Flink or Spark. Twister2 is a pure streaming engine making it similar to Flink or Storm (not a minibatch system like Spark).




Auxiliary Components

Apart from the main futures, it provides the following components.


	Web UI for monitoring Jobs


	Connected DataFlow (Experimental), this is for workflow type jobs


	Data access API for connecting to different data sources (File systems)







APIs

Twister2 supports several APIs for programming an application. An application can use a mixed set of these APIs. The main APIs include


	TSet API (Similar to Spark).


	Task Graph-based API (Similar to Hadoop and Storm)


	Communications Operator API (BSP API and DataFlow operator API)




Twister2 supports the Storm API for programming a Storm application. The Twister2 native streaming API provides a richer set of operations than Storm API.

These concepts are widely discussed in the publications section






Twister2 Runtime

Each Twister2 job runs in isolation without any interference from other jobs. Because of this
the distributed runtime of Twister2 is relevant to each job.

At the bottom of the Twister2 is the data access APIs. These APIs provide mechanisms to access data
in file systems, message brokers and databases. Next we have the cluster resource management layer.
Resource API is used for acquiring resources from an underlying resource manager such as Mesos or
Kubernetes.

At the bottom of a Twister2 runtime job, there are a set of parallel operators. Twister2 supports both
BSP style operators as in MPI and DataFlow style operators as in big-data systems.

The task system is on top of the DataFlow operators. They provide a Task Graph, Task Scheduler and
an Executor. At the runtime, the user graph is converted to an execution graph and scheduled onto
different workers. This graph is then executed by the executor using Threads.

[image: docs/concepts/assets/runtime.png]Twister2 Runtime

Twister2 spawns several processes when running a job.


	Driver - The program initiating the job


	Worker Process - A process spawn by resource manager for running the user code.


	Task - An execution unit of the program (A thread executes this unit)


	Job Master - One job master for each job


	Dashboard - A web service hosting the UI




[image: docs/concepts/assets/runtime-process.png]Twister2 Process View


The Job Life-Cycle

There are two modes of job submission for Twister2.


	Distributed mode


	Connected DataFlow mode (experimental)





Distributed mode

In Distributed mode, a user program is written as an IWorker implementation. The twister2 submit
command initiates the driver program written by the user.

First the program acquires the resources it needs. Then the user programmed IWorker is instantiated on
the allocated resources. Once the IWorker is executed, it can execute the user program.

Behind the scenes the IWorkers use JobMaster to discover each other and establish network communications
between them.

Once the Job completes, the workers finish execution and return the resources to the resource allocator.




Connected DataFlow mode

In Connected DataFlow mode, the program is written inside a Driver interface. This program is serialized
and sent to the workers to execute. The Driver program written by the user runs in the JobMaster and
controls the job execution.






Twister2 Runtime

Twister2 Runtime consists of the following main components.


	Job Submission Client


	Job Master


	Workers





Job Submission Client

This is the program that the user use to submit/terminate/modify Twister2 jobs. It may run in the cluster or outside of it in the user machine.




Job Master

Job Master manages the job related activities during job execution such as fault tolerance, life-cycle management, dynamic resource allocation, resource cleanup, etc.




Workers

The processes that perform the computations in a job.




Twister2 Dashboard:

Twister2 Dashboard is a web site that helps users to monitor their jobs.
Only one instance of Dashboard runs in the cluster and it will provide data for all jobs running in the cluster.
It is a long running service. It is installed and started once and it runs continually.

Following sections describe some of these components in detail.


	Worker Controller


	Job Master
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This is the lowest level of API provided by Twister2. It provides the basic parallel operators required
by a parallel programs in terms of both Bulk Synchronous Parallel (BSP) and DataFlow API.

The BSP APIs are provided by Harp and MPI specification (OpenMPI).

The DataFlow operators are implemented by Twister2 as a Twister:Net library.

We will focus on the DataFlow operators in this guide as Harp API’s and MPI APIs are discussed in their own documentation.




DataFlow Operator Overview

Twister2 dataflow operators are designed as asynchronous operators with state.
Every operator needs a LogicalPlan, a Communicator and set of sources and set of targets.

LogicalPlan gives the mapping from set of ids to workers processes. These logical ids are
used by sources and targets. An operator can have sources in one set of processes
and targets in another set of processes. Depending on the operator, there source set of target
set can have one or more logical ids.

The communicator encapsulates the underlying channel that is being used for network data transfer.
At the moment Twister:Net supports MPI based and TCP socket based implementations.




An Example Operator

Lets look at an example operator. For this example we have chosen the batch Reduce operator.
This operator can have many sources and only one target.

Input to the operator can be any data type. All the sources input data and these values are reduced
to a single value at the target. How to reduce multiple values to a single value is defined by
a user defined function.

LogicalPlanBuilder logicalPlanBuilder = LogicalPlanBuilder.plan(
  3, // 3 sources
  3, // 3 targets
  workerEnv
).withFairDistribution();

// setup the batch operation
BReduce reduce = new BReduce(communicator, logicalPlanBuilder,
    reduceFunction, reduceReceiver, datatype);
// send the data
reduce.reduce(task, data, flag);

// lets call finish, every source need to call finish, in this example
// we assume one source in a single worker
reduce.finish(source);

// wait while operator completes
while (!reduce.isComplete()) {
    reduce.progressChannel();
}





After every participating source sends its data and calls finish, the final values will be
received to the user defined reduceReceiver. At this point, the operation will be complete
and the while loop at the end will exit.

We can call reduce.reduce multiple times.




Streaming & Batch Operators

There are separate set of streaming operators and batch operators. The streaming operators never end
while batch operators have an end. Otherwise their programming is similar. So in our example above
we won’t have the finish call and isComplete will never be true for a streaming
operator.

For batch operators user needs to indicate the end by using a special flag or a method.




Termination & Progress

The operator library doesn’t created its own threads. So, unless user calls some function in the library,
nothing will automatically happen. The progression of the operator is done using the
progress and progressChannel methods. Unless these methods are called, data will
not go through the network.

The data accepting functions of the operators can return true or false depending
on weather they accept the data or not. If the method doesn’t accept data, that means the internal
data structures are full and user needs to call the progressChannel method to send the data to
its targets. User doesn’t need to wait until the method returns false to call the progression
methods.




Batch Operators

The table below describes the batch operators supported by Twister2 and their semantics.

| Operator | Description | Class |
| :— | :— | :— |
| Reduce  | Reduces a set of values into a single value with a user defined function. |  edu.iu.dsc.tws.comms.batch.BReduce |
| AllReduce | Reduces a set of values into a single value with a user defined function and broadcast it to all the targets | edu.iu.dsc.tws.comms.batch.BAllReduce |
| Gather | Gathers values from all sources and give it to a single target, optionally can use the disk to do large gathers that doesn’t fit into memory | edu.iu.dsc.tws.comms.batch.BGather |
| AllGather | Gathers values from all sources and broadcast it to all the targets, optionally can use the disk to do large gathers that doesn’t fit into memory | edu.iu.dsc.tws.comms.batch.BAllGather |
| Broadcast | Broadcast a value from a single source to multiple targets | edu.iu.dsc.tws.comms.batch.BBroadcast |
| Direct | A peer to peer communication between set of sources and targets, each source is matched to a single target | edu.iu.dsc.tws.comms.batch.BDirect |
| KeyedReduce | Reduce based on a key specified by the user. Values with the same key are reduced together | edu.iu.dsc.tws.comms.batch.BKeyedReduce |
| KeyedGather | Gather based on a key specified by the user. Values with the same key are gathered together | edu.iu.dsc.tws.comms.batch.BKeyedGather |
| Join | Equi join two data sets with a given key | edu.iu.dsc.tws.comms.batch.BJoin |
| OuterJoin | Outer join two data sets with a given key | edu.iu.dsc.tws.comms.batch.BJoin |
| Left outer join | Left outer join two data sets according to a key | edu.iu.dsc.tws.comms.batch.BJoin |
| Right outer join | Rigght outer join two data sets according to a key | edu.iu.dsc.tws.comms.batch.BJoin |
| Partition | Redistributes data according to a user criteria | edu.iu.dsc.tws.comms.batch.BPartition |




Streaming Operators

The table below describes the streaming operators supported by Twister2 and their semantics.

| Operator | Description | Class |
| :— | :— | :— |
| Reduce  | Reduces a set of values into a single value with a user defined function. | edu.iu.dsc.tws.comms.stream.SReduce |
| AllReduce | Reduces a set of values into a single value with a user defined function and broadcast it to all the targets | edu.iu.dsc.tws.comms.stream.SAllReduce |
| Gather | Gathers values from all sources and give it to a single target, optionally can use the disk to do large gathers that doesn’t fit into memory | edu.iu.dsc.tws.comms.stream.SGather |
| AllGather | Gathers values from all sources and broadcast it to all the targets, optionally can use the disk to do large gathers that doesn’t fit into memory | edu.iu.dsc.tws.comms.stream.SAllGather |
| Broadcast | Broadcast a value from a single source to multiple targets | edu.iu.dsc.tws.comms.stream.SBroadcast |
| Direct | A peer to peer communication between set of sources and targets, each source is matched to a single target | edu.iu.dsc.tws.comms.stream.SDirect |
| Partition | Redistributes data according to a user criteria | edu.iu.dsc.tws.comms.stream.SPartition |




Disk Based Operators

Some operators can be configured to use the disk in-order to support large data sets. Only batch operators
support this mode. Join operations and KeyedGather operators can use the disk to do large data operations.




High performance communication layer

Because of the bottom up approach taken when designing and implementing Twister2 the communication
layer performs extremely well. A complete study on the Twister2 communication layer can be found at
Twister2:Net [https://www.computer.org/csdl/proceedings/cloud/2018/7235/00/723501a383-abs.html].

The image below which is extracted from Twister2:Net [https://www.computer.org/csdl/proceedings/cloud/2018/7235/00/723501a383-abs.html] shows how
Twister2 performs against Apache Spark and MPI. Please note that Spark KMeans example is written using the data level API
while Twister2 and MPI implementations are communication level applications. However it is clear that Twister2 performs on the same
level as OpenMPI which is an highly optimized communication library in the HPC world. And it out performs Spark by roughly a factor of x10.

[image: docs/concepts/assets/kmeans_comparison_low.png]Kmeans Performance Comparison

Notation :DFW refers to Twister2BSP refers to MPI (OpenMPI)
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Twsiter2 desing allows a user to access the lowest level APIs to the highest. This allows flexibility for
programmers and building of more API’s specific to application domains. These APIs allow users to program
a distributed application according to the level of usability and performance needed. These API levels are
highlighted in the figure below.

[image: docs/concepts/assets/api_levels.png]Twister2 Concepts




Data API (Based on TSets - Twister Set)

This is the highest level of API supported by Twister2 at this time. If you are familiar with
Apache RDD API or Apache Flink API or Apache Beam API you will feel right at home with this API. It models a
data as a distributed set and views processing as set of transformations on this distributed data.




Compute API

This API is similar to Apache Storm for streaming analytics and Apache Hadoop for batch analysis.
It provides more flexibility to the programmer than the TSet API for some applications. We believe
streaming applications can especially benefit from this flexible API.




Parallel Communicator API

This API gives access to the low level parallel communicators used in Twister2. It is the lowest level of
abstraction for writing a parallel program in Twister2.

At this level a user can use the dataflow operators provided by Twister2 or BSP operators provided by
MPI (if deployed with MPI) or Harp APIs.




Worker API

At the lowest level Twister2 provides access to a compute resource. Once a job is submitted it allocates set of
resources and provides functions to discover these resources.




API Flexibility

API flexibility is a key goal in Twister2. The multiple levels of APIs provide a trade-off between usability and performance.
The lowest levels of APIs are more flexible and performance while the higher level APIs provide more usability.

[image: docs/concepts/assets/tw2-api-levels.png]Twister2 API Levels

This design allows users to mix and match these APIs according to the requirements of the applications.
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Twister2 supports streaming jobs to be developed using two APIs.


	Compute API


	TSet API




Compute API is similar to the Apache Storm API and TSet API is similar to the Apache Flink API.
Compute API is more versatile compared to the TSet API and streaming applications are natural fit for this API.
TSet API provides a typed API for streaming.

Streaming job is modeled as a graph which contains sources, computations and links. Every graph starts
with sources and can have multiple computations linked together. The links represent a communication (messaging)
between the sources, and computations.

A user programs an streaming applications by providing implementations of sources, computations and linking them
together using the communication mechanisms provided by the APIs.

Lets take the word count example, which is used as a hello world example in big data applications.

[image: docs/concepts/assets/word_count.png]Streaming Word Count

In this example, set of sources read data from an incoming text stream. A hashed based routing is used to send
the words to a correct compute task. At this point a global count of a word can be calculated because each word goes to
its corresponding task every time.


Compute API

Lets look at how this graph can be created and executed with Twister2 using the compute API.

    ComputeEnvironment cEnv = ComputeEnvironment.init(config, workerID,
        workerController, persistentVolume, volatileVolume);

    // create source and aggregator
    WordSource source = new WordSource();
    WordAggregator counter = new WordAggregator();

    // build the graph
    ComputeGraphBuilder builder = ComputeGraphBuilder.newBuilder(config);
    builder.addSource("word-source", source, 4);
    builder.addCompute("word-aggregator", counter, 4)
        .partition("word-source")
        .viaEdge("aggregate")
        .withDataType(MessageTypes.OBJECT);
    builder.setMode(OperationMode.STREAMING);

    // build the graph
    ComputeGraph graph = builder.build();
    // execute graph
    cEnv.getTaskExecutor().execute(graph);





Above is only the graph creation and execution part. Please refer to the full example in
word count [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/streaming/wordcount/task/WordCountJob.java] the source code for more details.

In the above example we create two tasks, one is the source task called WordSource and other is the
compute task called WordAggregator. These two tasks are added to ComputeGraphBuilder and connected by the partition edge (link).
The partition edge, by default uses hash of the message to select the destination of a message.




TSet API

Here is the same example with the TSet API.This example can be found in the source
code word count [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/streaming/wordcount/tset/WordCountJob.java].

 StreamingTSetEnvironment cEnv = TSetEnvironment.initStreaming(WorkerEnvironment.init(config,
        workerID, workerController, persistentVolume, volatileVolume));

  // create source and aggregator
  cEnv.createSource(new SourceFunc<String>() {
    // sample words
    private List<String> sampleWords = new ArrayList<>();
    // the random used to pick he words
    private Random random;

    @Override
    public void prepare(TSetContext context) {
      this.random = new Random();
      RandomString randomString = new RandomString(MAX_CHARS, random, RandomString.ALPHANUM);
      for (int i = 0; i < NO_OF_SAMPLE_WORDS; i++) {
        sampleWords.add(randomString.nextRandomSizeString());
      }
    }

    @Override
    public boolean hasNext() {
      return true;
    }

    @Override
    public String next() {
      return sampleWords.get(random.nextInt(sampleWords.size()));
    }
  }, 4).partition(new HashingPartitioner<>()).sink(new SinkFunc<String>() {
    // keep track of the counts
    private Map<String, Integer> counts = new HashMap<>();

    private TSetContext context;

    @Override
    public void prepare(TSetContext context) {
      this.context = context;
    }

    @Override
    public boolean add(String word) {
      int count = 1;
      if (counts.containsKey(word)) {
        count = counts.get(word);
        count++;
      }
      counts.put(word, count);
      LOG.log(Level.INFO, String.format("%d Word %s count %s", context.getIndex(),
          word, count));
      return true;
    }
  });
  
  // start executing the streaming graph
  cEnv.run();








Streaming Operators

Twister2 supports following streaming operations. More information of these operations can be found
int compute API.

| Operations | Description |
| :—     | :—          |
| Direct    | A one to one mapping from a task to to another |
| Reduce     | Reduce values from N tasks to a single task |
| AllReduce  | Reduce values from N tasks and distributes to M tasks |
| Gather     | Gathers values from N tasks to a single task |
| AllGather  | Gathers values from N tasks and distributes to M tasks |
| Broadcast  | Broadcast a value from 1 task to N tasks |
| Partition  | All to all operation that sends values from N tasks to M tasks |
| Keyed-Partition  | All to all operation that sends values from N tasks to M tasks according to a key |
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The Compute API is the middle tier API that provides both flexibility and performance. A user directly
models an application as a graph and program it using the graph constructs.


Overview of Compute API

The TaskGraphBuilder is the entry point for the task compute API which helps the user to define their
application in terms of a graph. Every computation with this API, consists of at least a Source task.
One can have Compute tasks and Sink tasks in the same computation.

The API defines methods to create the tasks as well as links between them. A link between two tasks ultimately
translates to a distributed operations such as a reduce or a gather. The types of links supported
by the system is predefined and one can extend the system by adding additional links as well.

Once the compute graph is defined, it needs be scheduled and executed. The framework provides a set of predefined
schedulersand executors. One can add their own schedulers and executors as well.




Streaming & Batch

The computation graph as an option to set whether it is going to do a streaming or batch computation.
Once this is set the executors and schedulers can act accordingly.




Example Program

The following pseudocode demonstrates the use of compute API. First user creates the ComputeEnvironment.
Then a ComputeGraphBuilder is created and the graph is constructed. After this tasks are added to the
graph and graph is built. THen we can use the ComputeEnvironment to execute the graph.

public class HelloTwister2 implements Twister2Worker {
  @Override
  public void execute(WorkerEnvironment workerEnv) {
    ComputeEnvironment cEnv = ComputeEnvironment.init(workerEnv);
    ComputeGraphBuilder computeGraphBuilder = cEnv.newTaskGraph(OperationMode.BATCH);
    
    // build the graph by creating the tasks and adding them
    BaseSource g = new SourceTask();
    ISink r = new ReduceSinkTask();

    // add the sources, ops and connect them
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addSink(SINK, r, sinkParallelism);
    computeConnection.reduce(SOURCE)
        .viaEdge("reduce-edge")
        .withOperation(Op.SUM, MessageTypes.INTEGER_ARRAY);
    
    ComputeGraph computeGraph = computeGraphBuilder.build();
    
    // execute the graph
    cEnv.execute(computeGraph);
  }
}








Tasks

A compute graph can have three types of tasks. They are


	Source task


	Compute task


	Sink task




Every compute graph must have a source task.


TaskContext

Every task is pass a TaskContext object. This object can be used to write values through connections, get
information about the task graph and environment.




Source task

A source task marks the beginning of a computation. The execute method of the source tasks are called
by the executor until the task notifies the framework that it doesn’t have anymore input via the TaskContext




Compute Task

A compute task does computation based on messages and outputs values via its output edges.




Sink Task

Sink task is a leaf node of the graph and cannot have outputs. Other than that it is same as a compute task.






Compute Connections

Compute connections are edges in the graph that identify different communication channels between the tasks. Each edge
can have a name (if not specified a default name is assigned). If there are multiple task edges between two tasks,
the user needs to specify their names.

These are properties supported by each edge. They have a name, a data type and set of properties. Different edges
can add to this base set.

| Property | How specified | Description | Default      |
| :—     | :—          | :—        | :—         |
| name     | viaEdge       | Name of the edge | default |
| data type | withDataType | Data type of the edge | OBJECT || property | withProperty  | Specify properties    | none |


Reduce

Reduce values in N tasks to a single task.

| Property | How specified | Description | Default      |
| :—     | :—          | :—        | :—         |
| operation     | withOperation       | A predifined operation. These only works on array data types | none |
| funtion     | withReductionFunction       | A user defined function to reduce two values into one | none |

Only one of these properties can be speficied.




AllReduce

Reduce values in N tasks to M tasks.

| Property | How specified | Description | Default      |
| :—     | :—          | :—        | :—         |
| operation     | withOperation       | A predifined operation. These only works on array data types | none |
| funtion     | withReductionFunction       | A user defined function to reduce two values into one | none |

Only one of these properties can be speficied.




KeyedReduce

Reduce values based on a key. This is a N tasks to M tasks operation.

| Property | How specified | Description | Default      |
| :—     | :—          | :—        | :—         |
| operation     | withOperation       | A predifined operation. These only works on array data types | none |
| funtion     | withReductionFunction       | A user defined function to reduce two values into one | none |
| key type    | withKeyType      | The data type of the key | OBJECT |
| partitioner | withTaskPartitioner | The partitioner that defines where the data is sent | HashPartitioner |




Gather

Gathers values from N tasks to a single task.

No specific properties.




AllGather

Gathers values from N tasks and distributed them to M tasks.

No specific properties.






Keyed Gather

This operation gathers values based on keys.

| Property | How specified | Description | Default      |
| :—     | :—          | :—        | :—         |
| operation     | withOperation       | A predifined operation. These only works on array data types | none |
| funtion     | withReductionFunction       | A user defined function to reduce two values into one | none |
| key type    | withKeyType      | The data type of the key | OBJECT |
| partitioner | withTaskPartitioner | The partitioner that defines where the data is sent | HashPartitioner |
| disk    | useDisk | Weather to use disk for operation | false |
| sort    | sortBatchByKey | sort based on keys | false |
| group   | groupBatchByKey | returns values grouped by keyes | true |


Direct

N to N operation where N tasks sends values to N tasks. Each source has a corresponding target tasks. Mostly
targeted for in-memory operations.

No specific properties




Broadcast

1 to N operation. Broadcast a value from 1 task to N tasks.

No specific properties




Partition

All to all operation that sends values from N tasks to M tasks.

| Property | How specified | Description | Default      |
| :—     | :—          | :—        | :—         |
| partitioner | withTaskPartitioner | The partitioner that defines where the data is sent | HashPartitioner |
| disk    | useDisk | Weather to use disk for operation | false |
| sort    | sortBatchByKey | sort based on keys | false |
| group   | groupBatchByKey | returns values grouped by keyes | true |




Keyed Partition

All to all operation that sends values from N tasks to M tasks.

| Property | How specified | Description | Default      |
| :—     | :—          | :—        | :—         |
| operation     | withOperation       | A predifined operation. These only works on array data types | none |
| funtion     | withReductionFunction       | A user defined function to reduce two values into one | none |
| key type    | withKeyType      | The data type of the key | OBJECT |
| partitioner | withTaskPartitioner | The partitioner that defines where the data is sent | HashPartitioner |
| disk    | useDisk | Weather to use disk for operation | false |
| sort    | sortBatchByKey | sort based on keys | false |
| group   | groupBatchByKey | returns values grouped by keyes | true |






Inputs & Outputs

Every compute graph can have inputs and outputs. These inputs and outputs are marked by two interfaces.


	Receptor


	Collector




A task implementing the Receptor can accept a named input. A task implementing Collector interface
should have a named output defined by its contract.







          

      

      

    

  

  
    
    id: tset_api title: Data API sidebar_label: Data API
    

    
 
  

    
      
          
            
  


id: tset_api
title: Data API
sidebar_label: Data API

TSets provides a convenient API for functional style distributed application programming in Twister2.
TSets is a simplified abstraction toTask API. Its functionality is similar to Spark API, Flink
API or Heron Streamlet APIs.

The user program is written as a set of data transformation steps/ data flow.
This Dataflow would typically be a DAG (Directed Acyclic Graph). In the backend, user program is
translated to Task API Task Graph.




Example TSet Program

Here is an example TSet program. We would start off with implementing Twister2Worker interface and
initializing BatchEnvironment. And then we can create a source,
transformations and finally a sink.

public class ExampleTSet implements Twister2Worker, Serializable {
  @Override
  public void execute(WorkerEnvironment workerEnv) {
    BatchEnvironment env = TSetEnvironment.initBatch(workerEnv);
    SourceTSet<Integer> source = env.createSource(new TestBaseSource(), 4).setName("Source");
    ReduceTLink<Integer> reduce = source.reduce(Integer::sum);

    reduce.forEach(i -> LOG.info("result: " + i));
  }
}





TSets are executed lazily. Once an action such as TSet.forEach(…) is called, the underlying
Dataflow graph will be created and executed based on the TSet execution chain.

Following are the important aspects of TSets.


	Operation Modes


	TSetIWorker


	TSetEnvironment


	TSets and TLinks


	Twister2 Communication IMessage content types


	TSetGraph


	TSetOps


	TSetFunctions







Operation Modes

As in the, Task API there are two operation modes.


	Batch mode


	Streaming mode




Users can choose the operation mode by initializing the proper environment: BatchEnvironment or StreamingEnvironment.
At the moment, batch and streaming modes can not be used together in a single Twister2Worker.
These environment objects are singleton. They are initialized with a static init method.

    BatchEnvironment env = TSetEnvironment.initBatch(workerEnv);
    StreamingEnvironment env = TSetEnvironment.initStreaming(workerEnv);








TSetEnvironment

TSetEnvironment provides the entry point to the TSet API.

It can be used to,


	access the WorkerEnvironment object for configurations and worker information


	create Sources (Batch/ Streaming)


	access the TSetGraph


	execute/ run TSetGraph explicitly using,




    public void run()






	add inputs to the execution




BatchTSetEnvironment provides following additional methods for execution


	run a particular subgraph from the TSetGraph by




  public void run(BaseTSet leafTset)






	run a particular subgraph from the TSetGraph and output the results as a DataObject




public <T> DataObject<T> runAndGet(BaseTSet leafTset)








TSets

This is the data abstraction which executes an operation on certain chunk of data.

There are two main distinctions,


	TSets - Used for homogeneously typed data


	TupleTSets - Used for keyed data




Each TSet is divided into Batch and Streaming to closely reflect Twister2 Communication semantics.




TLink

This is the communication abstraction which links two multiple TSets together. We can perform any
communication operation supported by the Twister2:Net communication fabric using a TLink.

There are two main distinctions based on the Twister2 Communication IMessage content type,


	SingleTLink - For communications that produces a single output


	IteratorTLink - For communications that produces an iterator


	GatherTLink - Specialized TLink for Gather operations (gather, allgather)




Each TLink is also divided into Batch and Streaming to closely reflect Twister2 Communication
semantics.

##Twister2 Communication IMessage content types
Understanding Twister2 Communication IMessage content types is important to determine the internals
of TLinks.


Batch Comms

| comm           |                             | message content                 | parallelism relationship  | TLink                                | Comment                                                   |
|—————-|—————————–|———————————|—————————|————————————–|———————————————————–|
| Reduce         |                             | T                               | m to 1                    | SingleTLink                       |                                                           |
| Allreduce      |                             | T                               | m to 1                    | SingleTLink                       |                                                           |
| Direct         |                             | Iterator                     | m to m                    | IteratorTLink                     |                                                           |
| Broadcast      |                             | Iterator                     | 1 to m                    | IteratorTLink                     | par(source) = 1, one to many                              |
| Gather         | gatherWithIndex/ gather     | Iterator<Tuple<Integer, T>>     | m to 1                    | GatherTLink                       | par(dest) = 1, many to one, int –> taskIndex of parents  |
|                | gather / gatherWithoutIndex | Iterator                     |                           |                                      |                                                           |
| Allgather      | allGatherWithIndex          | Iterator<Tuple<Integer, T>>     | m to 1                    | GatherTLink                       | int –> taskIndex of parents                              |
|                | allgather                   | Iterator                     |                           |                                      |                                                           |
| KeyedGather    |                             | Iterator<Tuple<K, Iterator>> | m to n                    | IteratorTLink<Tuple<K, Iterator>> |                                                           |
| KeyedReduce    |                             | Iterator<Tuple<K, T>>           | m to n                    | IteratorTLink<Tuple<K, T>>           |                                                           |
| Partition      |                             | Iterator                     | m to n                    | IteratorTLink                     | many to many communication                                |
| KeyedPartition |                             | Iterator<Tuple<K, T>>           | m to n                    | IteratorTLink<Tuple<K, T>>           |                                                           |
| Join           |                             | Iterator<JoinedTuple<K, U, V>>  | m to n                    | IteratorTLink<JoinedTuple<K, U, V>>  |                                                           |
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This is the API that should be implemented by users. Once a Twister2 job is submitted Twister2Worker instances are
created in the cluster. Number of worker instances are specified by the user when submitting the job.




Twister2Worker Interface

public interface Twister2Worker {

  /**
   * This is the main point of entry for Twister2 jobs.
   * Every job should implement this interface.
   * When a job is submitted, a class implementing this interface gets instantiated
   * and executed by Twister2.
   *
   * As the first thing in the execute method,
   * users are expected to initialize the proper environment object:
   *   for batch jobs: BatchTSetEnvironment
   *   for streaming jobs: StreamingTSetEnvironment
   */
  void execute(WorkerEnvironment workerEnv);
}





Users write their programs by implementing the above interface. This interface provides access to the
Twister2 distributed environment. From here onwards a user can use different APIs provided by
Twister2 to define the application. For example a single application can use Operator API, Task API,
or TSet API all mixed together to achieve the desired goals.




Creating the Job

The main class of the program needs to create and submit the job with required parameters.

public static void main(String[] args) throws ParseException {
  // first load the configurations from command line and config files
  Config config = ResourceAllocator.loadConfig(new HashMap<>());
  // build JobConfig, we can put job parameters in to the job config and access these
  // inside worker through conffg
  JobConfig jobConfig = new JobConfig();
  jobConfig.put("iterations", 10);

  // now create a twister2 job and submit, we need to set the class name of the IWorker here
  Twister2Job twister2Job = Twister2Job.newBuilder()
      .setJobName("job_name")
      .setWorkerClass(IWorkerClazz)
      .addComputeResource(no_cpus_per_worker, memory_per_worker, no_of_workers)
      .setConfig(jobConfig)
      .build();
  // now submit the job
  Twister2Submitter.submitJob(twister2Job, config);
}








Job Submission

Once the job is compiled to a Jar file, it can be submmitted using the twister2 submit command.
More details can be found in the Job Submit section.
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Data access abstracts out various data sources including files and streaming sources to simplify the
job of an application developer. Twister2 includes a lower level API for data access in addition to
a higher level abstraction. For example, the abstraction of a File System allows Twister2 to support
NFS, local file system, and HDFS which enables the developer to store and read data from any file by
specifying only the URL.

The important role of the data access layer is to handle data partitioning and data locality in an
efficient manner. An unbalanced set of data partitions will create stragglers, which will increase
the execution time of the application. The data access layer is responsible for providing the developer
with appropriate information regarding data locality. Data locality directly affects the execution
time since unnecessary data movements will degrade the efficiency of the application. In addition
to the built-in functions of Twister2, the developer is given the option to plug in custom logic to
handle data partitioning and locality.

For more details, please refer the manuscript

https://onlinelibrary.wiley.com/doi/epdf/10.1002/cpe.5189


Main components of data access layer

The data access layer consists of the following main components namely


	Input Split


	Input Partitioner or Input Formatter


	Input Split Assigner


	OutputWriter


	FileSystem


	Dataset




We will briefly discuss the functionality of each components as below.


Input Split

The input split provides information on a particular part of a file, possibly located or hosted
on a distributed file system and replicated among several hosts.

Twister2 supports the following type of input splits namely


	FileInputSplit - It is abstracted from LocatableInputSplit in which input split refers to split
located on one or more hosts.


	TextInputSplit - It is abstracted from DelimitedInputSplit in which input split refers to split
based on the delimited values.


	CSVInputSplit - It is also abstracted from DelimitedInputSplit mainly used to split the CSV file.


	BinaryInputSplit - It is abstracted from FileInputSplit mainly used to split the binary file.







Input Partitioner

The input partitioner describes


	how the input data is partitioned based on the task parallelism value


	how to read the records from the input split




Twister2 supports the various types of input partitioners or formatters namely


	FileInputPartitioner - It is the abstraction for the file input partitioner. It create the split
of the input files which is based on the number of total number of bytes divided by the task
parallelism value.


	FixedInputPartitioner - It is really useful if the user exactly know the number of lines
available in the input data file. It split or partition the files which is based on the total
number of lines divided by the task parallelism value.


	CompleteFileInputPartitioner - It is the abstraction for partitioning and reading the complete
file without creating the splits.


	BinaryInputPartitioner - It is used to split the binary input file.







Input Split Assigner

The input split assigner distributes the input splits among the task instances of the data source
exists. It also return the next input split that shall be consumed. The consumer’s host is passed as
a parameter to allow localized assignments. Twister2 supports two types of input split assigners
namely


	OrderedInputSplitAssigner - It assigns the input splits based on the partitions and key value.


	LocatableInputSplitAssigner - It assigns to each host splits that are local, before assigning
splits that are not local.







OutputWriter

The output writer is mainly responsible for writing the output to the file. Twister2 has the
TextOutputWriter which abstracts from the FileOutputWriter for writing the data to the local file
system or to the distributed file system(HDFS).




FileSystem

The file system is an abstraction of generic file system which can be extended to support both
distributed file system or a local file system. Twister2 file system supports the following
operations namely


	File I/O Operations for both HDFS and local file system


	BlockLocation for both HDFS and local file system


	FileStatus for both HDFS and local file system


	File Path operations for both HDFS and local file system







DataSet

It represents the distributed data set. It has the partition of a distributed data set. Also, it
has the functionality to split and retrieve the partition of a distributed data set.




Twister2 and HDFS

The Hadoop Distributed File System (HDFS) (https://hadoop.apache.org/docs/r1.2.1/hdfs_design.html)
is a high fault-tolerant distributed file system. It provides high throughput access to the data
which is suitable for the applications require large datasets. It supports the master/slave architecture
which consists of namenode and datanode. Twister2 has the interface to connect the HDFS using
the Hadoop/HDFS API’s.
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The task layer provides a higher-level abstraction on top of the communication layer to hide the details of execution
and communication from the user, while still delegating data management to the user. At this layer, computations are modeled as task graphs which
can be created either statically as a complete graph or dynamically as the application progresses. The task system comprises
of task graph, execution graph, and task scheduling process.




Task Graph

The task graph is the preferred choice for the processing of large-scale data. It simplifies the
process of task parallelism and has the ability to dynamically determine the dependency between
those tasks. The nodes in the task graph consist of task vertices and edges in which task vertices
represent the computational units of an application and edges represent the communication edges
between those computational units. In other words, it describes the details about how the data is
consumed between those units. Each node in the task graph holds the information about the input and
its output. The task graph is converted into an execution graph once the actual execution takes place.


Task Graph in Twister2

The task layer provides a higher-level abstraction on top of the communication layer to hide the
underlying details of the execution and communication from the user. Computations are modeled as
task graphs in the task layer which could be created either statically or dynamically. A node in
the task graph represents a task whereas an edge represents the communication link between the vertices.
Each node in the task graph holds the information about the input and its output. A task could be
long-running (streaming graph) or short-running (dataflow graph without loops) depending on the type
of application. A task graph ‘TG’ generally consists of set of Task Vertices’TV’ and Task Edges (TE)
which is mathematically denoted as Task Graph

(TG) -> (TV, TE)








Static and Dynamic Task Graphs

The task graphs can be defined in two ways namely static and dynamic task graph.


	Static task graph - the structure of the complete task graph is known at compile time.


	Dynamic task graph - the structure of the task graph does not know at compile time and the program
dynamically define the structure of the task graph during run time.




The following three essential points should be considered while creating and scheduling the task
instances of the task graph.


	Task Decomposition - Identify independent tasks which can execute concurrently


	Group tasks - Group the tasks based on the dependency of other tasks.


	Order tasks - Order the tasks which will satisfy the constraints of other tasks.




(Reference: Patterns for Parallel Programming, Chapter 3 (2) &
https://patterns.eecs.berkeley.edu/?page_id=609)




Directed Task Graph and Undirected Task Graph

There are two types of task graphs namely directed task graph and undirected task graph. In directed
task graph, the edges in the task graph that connects the task vertexes have a direction as shown
in Fig.1 whereas in undirected task graph, the edges in the task graph that connects the task
vertexes have no direction as shown in Fig 2. The present task system supports only directed dataflow
task graph.

[image: docs/concepts/task-system/assets/directed.png]Directed Graph  [image: docs/concepts/task-system/assets/undirected.png]UnDirected Graph




Streaming Task Graph

Stream refers the process of handling unbounded sequence of data units. The streaming application
that can continuosly consumes input stream units and produces the output stream units. The streaming
task graph is mainly responsible for building and executing the streaming applications.




Batch Task Graph

Batch processing refers the process of handling bounded sequence of data units. Batch applications
mainly consumes bounded data units and produces the data units. The batch task graph is mainly
responsible for building and executing the batch applications.




Task Graph in Twister2


	The task graph system in Twister2 is mainly aimed to support the directed dataflow task graph
which consists of task vertices and task edges.


	The task vertices represent the source and target task vertex


	The task edge represent the edges to connect the task vertices






	The task graph in Twister2


	supports iterative data processing - For example, in K-Means clustering algorithm, at the end of
every iteration, data points and centroids are stored in the DataSet which will be used for the
next iteration


	It doesn’t allow loops or self-loops or cycles






	It describes the details about how the data is consumed between the task vertices.


	Source Task - It extends the BaseSource and implements the Receptor interface which is given below.


	Compute Task - It implements the IFunction interface which is given below.


	Sink Task - It extends the BaseSink and implements the Collector interface.













Task Scheduling

Task Scheduling is the process of scheduling the tasks into the cluster resources in a manner that
minimizes the task completion time and utilizes the resources effectively. The other main functional
requirements of task scheduling are scalability, dynamism, time and cost efficiency, handling different
types of processing models, data, and jobs, etc. The main objective of the task scheduling is scheduling
the task instances in an appropriate order to suitable/appropriate cluster nodes. The task scheduling
algorithms are broadly classified into two types namely static task scheduling algorithms and dynamic
task scheduling algorithms. The task scheduler in twister2 is designed in a way such that it is able
to handle both streaming and batch tasks. It supports the following task scheduling algorithms namely
RoundRobin, FirstFit, and DataLocality.

RoundRobin Task Scheduling & DataLocality Aware Task Scheduling


	Homogeneous Containers -> Homogeneous Task Instances




FirstFit Task Scheduling


	Heterogeneous Containers -> Heterogeneous Task Instances





Implementation

The task scheduler has the main class named TaskScheduler which implements the base interface ITaskScheduler
that consists of two main methods namely initialize and schedule methods to initialize the taskgraph
configuration and schedule the taskgraph based on the workers information available in the resource plan.

edu.iu.dsc.tws.api.compute.schedule.ITaskScheduler





has the following methods namely

initialize (Config config)

schedule(DataflowTaskGraph graph, WorkerPlan plan)





The TaskScheduler is responsible for invoking the respective schedulers based on the type of task
and the scheduling mode. If it is a streaming task, it will invoke the scheduleStreamingTask method
whereas if it is a batch task it will invoke the scheduleBatchTask method.

edu.iu.dsc.tws.tsched.taskscheduler.TaskScheduler





has the following methods such as

scheduleStreamingTask()

scheduleBatchTask()

scheduleBatchGraphs()

generateTaskSchedulePlan(String classname)

Map<String, TaskSchedulePlan> generateTaskSchedulePlans(String className)





The scheduleStreamingTask and scheduleBatchTask call the generateTaskSchedulePlan with the scheduling
class name as an argument which is specified in the task.yaml. The generateTaskSchedulePlan dynamically
load the respective task schedulers (roundrobin, firstfit, or datalocalityaware) and access the
initialize and schedule methods in the task schedulers to generate the task schedule plan.




Proto file

The task scheduler has the protobuf file named taskscheduleplan.proto in the proto directory. It
considers both the soft (CPU, disk) and hard (RAM) constraints which generates the task schedule plan
in the format of Google Protobuf object. The proto file consists of the following details as follows.
The resource object represents the values of cpu, memory, and disk of the resources. The task instance
plan holds the task id, task name, task index, and container object. The container plan consists of
container id, task instance plan, required and scheduled resource of the container. The task schedule
plan holds the jobid or the taskgraph id and the container plan. The task schedule plan list is mainly
responsible for holding the taskschedule of the batch tasks.

message Resource { 
   double availableCPU = 1; 
   double availableMemory = 2; 
   double availableDisk = 3; 
}

message TaskInstancePlan {
   int32 taskid = 1;
   string taskname = 2;
   int32 taskindex = 3;
   Resource resource = 4;
}

message ContainerPlan {
   int32 containerid = 1;
   repeated TaskInstancePlan taskinstanceplan = 2;
   Resource requiredresource = 3;
   Resource scheduledresource = 4;
}

message TaskSchedulePlan {
   int32 jobid = 1;
   repeated ContainerPlan containerplan = 2;
}

message TaskSchedulePlanList {
   int32 jobid = 1;
   repeated TaskSchedulePlan taskscheduleplan = 2;
}








YAML file

The task scheduler has task.yaml in the config directory. The task scheduler mode represents either
‘roundrobin’ or ‘firstfit’ or ‘datalocalityaware’. The default task instance represents the default
memory, disk, and cpu values assigned to the task instances. The default container padding value
represents the percentage of values to be added to each container. The default container instance
value represents the default size of memory, disk, and cpu of the container. The task parallelism
represents the default parallelism value assigned to each task instance. The task type represents
the streaming or batch task. The task scheduler dynamically loads the respective streaming and batch
task schedulers based on the configuration values specified in the task.yaml. The sample values of
yaml file is given below:

``yaml

# Task scheduling mode for the streaming jobs "roundrobin" or "firstfit" or "datalocalityaware" or "userdefined"
twister2.taskscheduler.streaming: "roundrobin"

# Task Scheduler class for the round robin streaming task scheduler
twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.streaming.roundrobin.RoundRobinTaskScheduler"

# Task scheduling mode for the batch jobs "roundrobin" or "datalocalityaware" or "userdefined" or "batchscheduler"
twister2.taskscheduler.batch: "batchscheduler"

# Task Scheduler class for the batch task scheduler
twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.batch.batchscheduler.BatchTaskScheduler"

# Number of task instances to be allocated to each worker/container
twister2.taskscheduler.task.instances: 2

# Ram value to be allocated to each task instance
twister2.taskscheduler.task.instance.ram: 512.0

# Disk value to be allocated to each task instance
twister2.taskscheduler.task.instance.disk: 500.0

# CPU value to be allocated to each task instance
twister2.taskscheduler.instance.cpu: 2.0

# Prallelism value to each task instance
twister2.taskscheduler.task.parallelism: 2

# Task type to each submitted job by default it is "streaming" job.
twister2.taskscheduler.task.type: "streaming"

# number of threads per worker
twister2.exector.worker.threads: 1

# name of the batch executor
twister2.executor.batch.name: "edu.iu.dsc.tws.executor.threading.BatchSharingExecutor2"

# number of tuples executed at a single pass
twister2.exector.instance.queue.low.watermark: 10000





``






Batch Task Scheduler

Batch Task Scheduler is able to handle and schedule both single task graph as well as multiple
dependent task graphs. The main constraint considered in the batch task scheduler is specify the same
parallelism value for the dependent tasks in the task graphs. It schedule the tasks in a round
robin fashion but, while scheduling the dependent tasks it considers the data locality
of the input data from the parent tasks and schedule the tasks in a round robin fashion to the workers.

``yaml

#Batch Task Scheduler
twister2.taskscheduler.batch: "batchscheduler"

#Task Scheduler class for the batch task scheduler
twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.batch.batchscheduler.BatchTaskScheduler"





``


User-Defined Task Scheduler

The task scheduler in Twister2 supports the user-defined task scheduler. The user-defined task
scheduler has to implement the ITaskScheduler interface. The user has to specify the task scheduler
as “user-defined” with the corresponding “user-defined” task scheduler class name.

``yaml

#User-defined Streaming Task Scheduler
twister2.streaming.taskscheduler: "user-defined"

# Task Scheduler for the userDefined Streaming Task Scheduler
#twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.userdefined.UserDefinedTaskScheduler"

# Task Scheduler for the userDefined Batch Task Scheduler
#twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.userdefined.UserDefinedTaskScheduler"





``




Other task schedulers and their respective class names

The other task schedulers and their respective class names are given below. The user have to specify
the respective scheduler mode and their corresponding class names.

``yaml

# Task Scheduler for the Data Locality Aware Streaming Task Scheduler
#twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.streaming.datalocalityaware.DataLocalityStreamingTaskScheduler"

# Task Scheduler for the FirstFit Streaming Task Scheduler
#twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.streaming.firstfit.FirstFitStreamingTaskScheduler"

# Task Scheduler class for the round robin batch task scheduler
#twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.batch.roundrobin.RoundRobinBatchTaskScheduler"

# Task Scheduler for the Data Locality Aware Batch Task Scheduler
#twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.batch.datalocalityaware.DataLocalityBatchTaskScheduler"





``






Execution

Task executor is the component which is responsible for executing the task graph. A process model or
a hybrid model with threads can be used for execution which is based on the system specification.
It is important to handle both I/O and task execution within a single execution module so that the
framework can achieve the best possible performance by overlapping I/O and computations. The
execution is responsible for managing the scheduled tasks and activating them with data coming from
the message layer. Unlike in MPI based applications where threads are created equal to the number of
CPU cores, big data systems typically employ more threads than the cores available to facilitate I/O
operations.


	Task Executor is the component which is responsible for executing the tasks that are submitted
through the task scheduler in each worker


	It uses threads to execute a given task plan.


	It allows to run one or more executors run on each worker node


	It will queue the tasks and execute the tasks based on the submitted order.






	The task executor will receive the tasks as serialized objects and it will deserialize the objects
before processing them.


	A thread pool will be maintained by the task executors to manage the core in an optimal manner.


	The size of the thread pool will be determined by the number of cores that are available to the
executor.









Types of Task Executors


	Task Executor is implemented with two types of executors namely


	Batch Sharing Task Executor


	Streaming Sharing Task Executor






	Task Executor invokes the appropriate task executors based on the type of the task graph.


	Batch Sharing Task Executor terminate after the computation ends whereas Streaming Sharing Task
Executor runs continuously.







Task Executor Call

public Executor(Config cfg, int wId, ExecutionPlan executionPlan, TWSChannel channel, 
OperationMode operationMode)








Execution Graph


	Execution graph is a transformation of the user-defined task graph created by the framework to be
executed on the cluster.


	Execution graph will be scheduled to the available resource by the task scheduler.







Execution Graph Builder


	The Task Executor call the ExecutionGraphBuilder and get the ExecutionPlan for the scheduled taks
in the workers.




ExecutionPlanBuilder executionPlanBuilder = new ExecutionPlanBuilder(
        workerID, workerInfoList, communicator, this.checkpointingClient);
    return executionPlanBuilder.build(config, graph, taskSchedulePlan);
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Task Executor

Task executor is the component which is responsible for executing the task graph. A process model or
a hybrid model with threads can be used for execution which is based on the system specification.
It is important to handle both I/O and task execution within a single execution module so that the
framework can achieve the best possible performance by overlapping I/O and computations. The
execution is responsible for managing the scheduled tasks and activating them with data coming from
the message layer. Unlike in MPI based applications where threads are created equal to the number of
CPU cores, big data systems typically employ more threads than the cores available to facilitate I/O
operations.


	Task Executor is the component which is responsible for executing the tasks that are submitted
through the task scheduler in each worker


	It uses threads to execute a given task plan.


	It allows to run one or more executors run on each worker node


	It will queue the tasks and execute the tasks based on the submitted order.






	The task executor will receive the tasks as serialized objects and it will deserialize the objects
before processing them.


	A thread pool will be maintained by the task executors to manage the core in an optimal manner.


	The size of the thread pool will be determined by the number of cores that are available to the executor.











Types of Task Executors


	Task Executor is implemented with two types of executors namely


	Batch Sharing Task Executor


	Streaming Sharing Task Executor






	Task Executor invokes the appropriate task executors based on the type of the task graph.


	Batch Sharing Task Executor terminate after the computation ends whereas Streaming Sharing Task
Executor runs continuously.







Task Executor Call

public Executor(Config cfg, int wId, ExecutionPlan executionPlan, TWSChannel channel, 
OperationMode operationMode)








Execution Graph


	Execution graph is a transformation of the user-defined task graph created by the framework to be
executed on the cluster.


	Execution graph will be scheduled to the available resource by the task scheduler.
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Task Graph

The task graph is the preferred choice for the processing of large-scale data. It simplifies the
process of task parallelism and has the ability to dynamically determine the dependency between
those tasks. The nodes in the task graph consist of task vertices and edges in which task vertices
represent the computational units of an application and edges represent the communication edges
between those computational units. In other words, it describes the details about how the data is
consumed between those units. Each node in the task graph holds the information about the input and
its output. The task graph is converted into an execution graph once the actual execution takes place.


Task Graph in Twister2

The task layer provides a higher-level abstraction on top of the communication layer to hide the
underlying details of the execution and communication from the user. Computations are modeled as
task graphs in the task layer which could be created either statically or dynamically. A node in
the task graph represents a task whereas an edge represents the communication link between the vertices.
Each node in the task graph holds the information about the input and its output. A task could be
long-running (streaming graph) or short-running (dataflow graph without loops) depending on the type
of application. A task graph ‘TG’ generally consists of set of Task Vertices’TV’ and Task Edges (TE) which is
mathematically denoted as Task Graph

(TG) -> (TV, TE)








Static and Dynamic Task Graphs

The task graphs can be defined in two ways namely static and dynamic task graph.


	Static task graph - the structure of the complete task graph is known at compile time.


	Dynamic task graph - the structure of the task graph does not know at compile time and the program
dynamically define the structure of the task graph during run time.




The following three essential points should be considered while creating and scheduling the task
instances of the task graph.


	Task Decomposition - Identify independent tasks which can execute concurrently


	Group tasks - Group the tasks based on the dependency of other tasks.


	Order tasks - Order the tasks which will satisfy the constraints of other tasks.




(Reference: Patterns for Parallel Programming, Chapter 3 (2) &
https://patterns.eecs.berkeley.edu/?page_id=609)




Directed Task Graph and Undirected Task Graph

There are two types of task graphs namely directed task graph and undirected task graph. In directed
task graph, the edges in the task graph that connects the task vertexes have a direction as shown
in Fig.1 whereas in undirected task graph, the edges in the task graph that connects the task
vertexes have no direction as shown in Fig 2. The present task system supports only directed dataflow
task graph.

[image: docs/concepts/task-system/task-graph/assets/directed.png]Directed Graph  [image: docs/concepts/task-system/task-graph/assets/undirected.png]UnDirected Graph




Streaming Task Graph

Stream refers the process of handling unbounded sequence of data units. The streaming application
that can continuosly consumes input stream units and produces the output stream units. The streaming
task graph is mainly responsible for building and executing the streaming applications.




Batch Task Graph

Batch processing refers the process of handling bounded sequence of data units. Batch applications
mainly consumes bounded data units and produces the data units. The batch task graph is mainly
responsible for building and executing the batch applications.




Task Graph in Twister2


	The task graph system in Twister2 is mainly aimed to support the directed dataflow task graph
which consists of task vertices and task edges.


	The task vertices represent the source and target task vertex


	The task edge represent the edges to connect the task vertices






	The task graph in Twister2


	supports iterative data processing - For example, in K-Means clustering algorithm, at the end of
every iteration, data points and centroids are stored in the DataSet which will be used for the
next iteration


	It doesn’t allow loops or self-loops or cycles






	It describes the details about how the data is consumed between the task vertices.


	Source Task - It extends the BaseSource and implements the Receptor interface which is given below.


	Compute Task - It implements the IFunction interface which is given below.


	Sink Task - It extends the BaseSink and implements the Collector interface.











Implementation Details


ITaskGraph

It is the main interface which is primarily responsible for creating task vertexes and task edges
between those vertexes, removing task vertexes and task edges, and others.




BaseDataflowTaskGraph

It is the base class for the dataflow task graph which consists of methods to find out the inward
and outward task edges and incoming and outgoing task edges. It validates the task vertexes and
creates the directed dataflow edge between the source and target task vertexes. It also performs the
validation such as duplicate names for the task, duplicate edges between same two tasks,
self-loop in the task graph, and cycles in the task graph. Some of the main methods available in
this class are

     addTaskVertex(TV sourceTaskVertex, TV targetTaskVertex)

     addTaskEge(TV sourceTaskVertex, TV targetTaskVertex, TE taskEges)

     removeTaskVertex(TV taskVertex), removeTaskEdge(TE taskEdge)

     validateTaskVertex(TV source/target vertex)
            
     boolean detectSelfLoop(Set<TV> taskVertex)
            
     detectCycle(TV vertex, Set<TV> taskVertexSet, Set<TV> sourceTaskSet, Set<TV> targetTaskSet)
            
     boolean containsTaskEdge(TE taskEdge)








DataflowTaskGraph

It is the main class which extends the BaseDataflowTaskGraph, first it validate the task graph then
store the directed edges into the task map which consists of source task vertex and target task vertex..




DirectedEdge

It is responsible for creating the directed task edge between the task vertices.




Vertex

It represents the characteristics of a task instance. It consists of task name, cpu, ram, memory,
parallelism, and others.




Edge

Edge represents the communication operation to be performed between two task vertices. It consists
of edge name, type of operation, operation name, and others.




GraphBuilder

The graph builder is the mainly responsible for creating the dataflow task graph which has the
methods for connecting the task vertexes, add the configuration values, setting the parallelism, and
validate the task graph.




Operation Mode

The operation mode supports two types of task graphs namely streaming and batch.
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Batch Schedulers


Round Robin Batch Task Scheduler

RoundRobinBatchTaskScheduler allocates the task instances of the task graph in a round robin fashion
which is similar to the Round Robin Task Scheduler for batch tasks. However, the primary difference
between the streaming and batch task scheduling is, the streaming tasks has been considered as a
complete task graph whereas the taskgraph for batch tasks has been divided into batches based on the
level and the dependency of the tasks in the taskgraph. The sample batch taskgraph example is given
below.

      Source (Task 1)
       |
       |
       V
    Task 2 (Two Outgoing Edges)
    |     |
    |     |
    V     V
  Task 3  Task 4
       |
       |
       V
     Target (Task 5)





For the above task graph example, the tasks are divided into the following batches and scheduled into
the available workers as given below:

**Schedule Batches**

1st batch --> Task 1 (Source)
2nd batch --> Task 2
3rd batch --> Task 3 & Task 4
4th batch --> Task 5 (Target)





For example, if there are 2 containers and 4 batches of tasks (dependency tasks) with a task
parallelism value of 2, in the first batch, task instance 0 of 1st task (Task 1) will go to
container 0 and task instance 1 of 1st task will go to container 1. In the second batch, task instance
0 of 2nd task will go to container 0 and task instance 1 of 2nd will go to container 1. In the third
batch, task instance 0 of 3rd task will go to container 0, task instance 1 of 3rd task will go to
container 1, task instance 0 of 4th task will go to container 0 and task instance 1 of 4th task will
go to container 1. In the fourth batch, task instance 0 of 5th task will go to container 0, task
instance 1 of 5th task will go to container 1.

It generates the task schedule plan which consists of multiple containers (container plan) and the
allocation of task instances (task instance plan) on those containers. The size of the container
(memory, disk, and cpu) and the task instances (memory, disk, and cpu) are homogeneous in nature.
First, it will allocate the task instances into the logical container values and then it will calculate
the required ram, disk, and cpu values for the task instances and the logical containers which is based
on the task configuration values and the allocated worker values respectively.

The algorithm first parses the task vertex set of the task graph and identify the source, parent,
child, and target tasks and store the identified batch of tasks in a separate set. Next, it allocates
the logical container size based on the default ram, disk, and cpu values specified in the TaskScheduler
Context. The schedule method unwraps the roundrobincontainer instance map and finds out the task
instances allocated to each container. Based on the required ram, disk, and cpu of the required task
instances it creates the required container object. If the worker has required ram, disk, and cpu value
then it assigns those values to the containers otherwise, it will assign the calculated value of
required ram, disk, and cpu value to the containers. Finally, the schedule method pack the task
instance plan and the container plan into the task schedule plan and return the same.

Round Robin Batch Task Scheduler Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/taskscheduler/src/java/edu/iu/dsc/tws/tsched/batch/roundrobin/RoundRobinBatchTaskScheduler.java]




Data Locality Batch Task Scheduler

DataLocality Aware Task Scheduler allocates the task instances of the streaming task graph based on
the locality of data. It calculates the distance between the worker nodes and the data nodes and
allocate the batch task instances to the worker nodes which are closer to the data nodes i.e. it
takes lesser time to transfer/access the input data file. The data transfer time is calculated based
on the network parameters such as bandwidth, latency, and size of the input file. It generates the
task schedule plan which consists of the containers (container plan) and the allocation of task
instances (task instance plan) on those containers. The size of the container (memory, disk, and cpu)
and the task instances (memory, disk, and cpu) are homogeneous in nature. First, it computes the
distance between the worker node and the datanodes and allocate the task instances into the logical
container values and then it will calculate the required ram, disk, and cpu values for the task
instances and the logical containers which is based on the task configuration values and the
allocated worker values respectively.

The algorithm first calculate the total number of task instances could be allocated to the container.
Next, the algorithm retrieve the total number of task instances from the Task Attributes for the
particular task. Based on the max TaskInstancesPerContainer value, the algorithm allocates the task
instances into the respective container.

The algorithm send the task vertex and the distance calculation map to find out the best worker node
which is calculated between the worker nodes and the data nodes and store it in the map. Then, it
allocate the task instances of the task vertex to the worker (which has minimal distance),
if the container/worker has reached the maximum number of task instances then it will allocate the
remaining task instances to the next container. Finally, the algorithm returns the
datalocalityawareallocation map object which consists of container and its task instance allocation.

The DataLocalityBatchTaskScheduler assign the logical container size which is based on the default
ram, disk, and cpu values specified in the TaskScheduler Context. Then, the algorithm unwraps the
datalocalityawarecontainer instance map and finds out the task instances allocated to each container.
Based on the task instances required ram, disk, and cpu it creates the required container object.
If the worker has required ram, disk, and cpu value then it assigns those values to the containers
otherwise, it will assign the calculated value of required ram, disk, and cpu value to the containers.
Finally, the algorithm pack the task instance plan and the container plan into the task schedule plan
and return the same.

Data Locality Batch Task Scheduler Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/taskscheduler/src/java/edu/iu/dsc/tws/tsched/batch/datalocalityaware/DataLocalityBatchTaskScheduler.java]




Batch Task Scheduler

Batch Task Scheduler is capable of scheduling of single task graph as well as multiple graphs which
depends on the input from other task graphs. If the batch task scheduler receives only single task
graph, first it will check whether it has any receptor and collector tasks in the graph. If the receptor
and collector task doesn’t match the parallelism it throws the runtime exception to the user to provide
the same parallelism for the dependent tasks in the graph. If the batch task scheduler receives multiple
task graph, first it will store the collectible name set and receivable name set in the appropriate
set values. If the collectible name set (input key) matches with the receivable name set (input key)
it validate the parallelism of the dependent tasks in the task graph, if it doesn’t match it will
guide the user to specify the same parallelism. If it matches, it proceeds with the scheduling of the
task graphs to the same workers. For example, if the map task, 0th task has the data in worker 0, it
will schedule the reduce task 0th task to the worker 1. Batch Task Scheduler considers both the locality
of the data and scheduling the tasks in a round robin fashion.

Batch Task Scheduler Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/taskscheduler/src/java/edu/iu/dsc/tws/tsched/batch/batchscheduler/BatchTaskScheduler.java]
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Streaming Schedulers


Round Robin Task Scheduler

RoundRobin Task Scheduler allocates the task instances of the task graph in a round robin fashion.
For example, if there are 2 containers and 2 tasks with a task parallelism value of 4, task instance
0 of 1st task will go to container 1, task instance 1 of 1st task will go to container 2, task instance
3 of 1st task will go to container 1 and task instance 4 of 1st task will go to container 2. Similarly,
task instance 0 of 2nd task will go to container 1, task instance 1 of 2nd task will go to container 2,
task instance 3 of 1st task will go to container 1 and task instance 4 of 1st task will go to container 2

It generates the task schedule plan which consists of the containers (container plan) and the
allocation of task instances (task instance plan) on those containers. The size of the container
(memory, disk, and cpu) and the task instances (memory, disk, and cpu) are homogeneous in nature
is shown in Fig.1.

[image: docs/concepts/task-system/task-scheduler/assets/roundrobin_taskscheduler.png]Round Robin Allocation

First, it will allocate the task instances into the logical container values and then it will
calculate the required ram, disk, and cpu values for the task instances and the logical containers
which is based on the task configuration values and the allocated worker values respectively.

The algorithm first gets the task vertex set of the taskgraph and send that task vertex set and the number
of workers to the roundRobinSchedulingAlgorithm method for the logical allocation of the task instances
to the logical container in a round robin fashion. Next, it assign the logical container size based
on the default ram, disk, and cpu values specified in the TaskScheduler Context. Then, the algorithm
unwraps the container instance map and finds out the task instances allocated to each container.
Based on the task instances required ram, disk, and cpu it creates the required container object.
If the worker has required ram, disk, and cpu value then it assigns those values to the containers
otherwise, it will assign the calculated value of required ram, disk, and cpu value to the containers.
Finally, the algorithm method pack the task instance plan and the container plan into the task
schedule plan and return the same.

Round Robin Streaming Task Scheduler Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/taskscheduler/src/java/edu/iu/dsc/tws/tsched/streaming/roundrobin/RoundRobinTaskScheduler.java]




First Fit Streaming Task Scheduler

FirstFit Task Scheduler allocates the task instances of the task graph in a heuristic manner.
The main objective of the task scheduler is to reduce the total number of containers and support the
heterogeneous containers and task instances allocation.

For example, if there are two tasks with parallelism value of 4, 1st task -> instance 0 will go
to container 0, 1st task -> instance 1 will go to container 0, 2nd task -> instance 0 will go
to container 0 (if the total task instance required values doesn’t reach the maximum size of
container 0. If the container has reached its maximum limit then it will allocate the 2nd task ->
instance 1 will go to container 1. The size of the container (memory, disk, and cpu) and the task
instances (memory, disk, and cpu) are heterogeneous in nature is shown in Fig.2.

[image: docs/concepts/task-system/task-scheduler/assets/firstfit_taskscheduler.png]First Fit Allocation

The initialize() method in the FirstFitStreamingTaskScheduler first initialize the task instance ram,
disk, and cpu values with default task instance values specified in the TaskSchedulerContext. Next,
it assign the logical container size based on the default ram, disk, and cpu values specified in the
TaskScheduler Context. The schedule() method invokes the firstfitTaskScheduling method for the logical
allocation of the task instances to the logical container. The assignInstancesToContainers() method
receive the parallel task map and it first sorts the task map based on the requirements of the ram value.
It allocates the task instances into the first container which has enough resources otherwise, it will
allocate a new container to allocate the task instances.

First Fit Streaming Task Scheduler Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/taskscheduler/src/java/edu/iu/dsc/tws/tsched/streaming/firstfit/FirstFitStreamingTaskScheduler.java]




Data Locality Streaming Task Scheduler

DataLocality Aware Task Scheduler allocates the task instances of the streaming task graph based on
the locality of data. It calculates the distance between the worker nodes and the data nodes and
allocate the streaming task instances to the worker nodes which are closer to the data nodes i.e.
it takes lesser time to transfer/access the input data file. The data transfer time is calculated
based on the network parameters such as bandwidth, latency, and size of the input file. It generates
the task schedule plan which consists of the containers (container plan) and the allocation of
task instances (task instance plan) on those containers. The size of the container (memory, disk,
and cpu) and the task instances (memory, disk, and cpu) are homogeneous in nature. First, it
computes the distance between the worker node and the datanodes and allocate the task instances into
the logical container values and then it will calculate the required ram, disk, and cpu values for
the task instances and the logical containers which is based on the task configuration values and
the allocated worker values respectively. The allocation of task instances (task instance plan) based
on the data locality based task scheduling is shown in Fig. 3.

[image: docs/concepts/task-system/task-scheduler/assets/datalocality_taskscheduler.png]Data Locality Aware Allocation

The DataLocalityStreamingTaskScheduler first initialize the ram, disk, and cpu values with default
task instance values specified in the TaskSchedulerContext. The schedule() method invokes the
DataLocalityStreamingTaskScheduling algorithm to perform the data locality based task scheduling
algorithm. It first calculates three important parameters namely maximum task instances per
container, container capacity, and total task instances in the task graph.

int maxTaskInstancesPerContainer = TaskSchedulerContext.defaultTaskInstancesPerContainer(config);

int containerCapacity = maxTaskInstancesPerContainer * numberOfContainers;

int totalTask = taskAttributes.getTotalNumberOfInstances(taskVertexSet);





The first parameter represents the total number of task instances could be allocated to the container.
The second parameter represents the total capacity of the capacity (number of available containers
and the task instances to be allocated to the container). The third parameter represents the total
number of task instances in the task graph (which is based on the number of total tasks and its
parallelism). If the container capacity value is greater than total task instances, it is possible
to schedule the task instances else, it will throw the task schedule exception and the task
instances couldn’t be scheduled to the available containers. The DataNodeLocatorUtils is a helper
class which is implemented in

 edu.iu.dsc.tws.data.utils.DataNodeLocatorUtils





which is responsible for getting the datanode location of the input files in the Hadoop Distributed
File System (HDFS). If the index value is 0, the algorithm first calculate the distance between
the worker nodes and the data nodes and store it in the map. Next, the algorithm send the task
vertex and the distance calculation map to find out the best worker node which is based on the
calculated distance. The distancecalculation() method in the algorithm get the network parameters
(such as bandwidth and latency) from the workers property (if the network property is not null)
else, the default value is assigned from the TaskScheduler Context. Then, it will allocate the task
instances of the task vertex to the worker (which has minimal distance), if the container/worker
has reached the maximum number of task instances it will allocate the remaining task instances to
the next container. Once the container has reached its maximum task instance value, then the container
is added in the allocated workers list (which represents that container has reached their maximum
capacity and we can’t any more task instances into the container). The procedure is same if the
index value is greater than 0, but, the only difference is it has to calculate the distance between
the worker nodes (which are not in the allocated workers list) and the datanodes. Finally, the
algorithm returns the datalocalityawareallocation map object which consists of container and the
task instance assignment details.

The DataLocalityStreamingTaskScheduler assign the logical container size based on the default ram,
disk, and cpu values specified in the TaskScheduler Context. Then, the schedule() method unwraps the
datalocalityawarecontainer instance map and finds out the task instances allocated to each container.
Based on the task instances required ram, disk, and cpu it creates the required container object.
If the worker has required ram, disk, and cpu value then it assigns those values to the containers
otherwise, it will assign the calculated value of required ram, disk, and cpu value to the containers.
Finally, the schedule method pack the task instance plan and the container plan into the task schedule
plan and return the same.

Data Locality Streaming Task Scheduler Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/taskscheduler/src/java/edu/iu/dsc/tws/tsched/streaming/datalocalityaware/DataLocalityStreamingTaskScheduler.java]
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Task Scheduler

Task Scheduling is the process of scheduling the tasks into the cluster resources in a manner that
minimizes the task completion time and utilizes the resources effectively. The other main functional
requirements of task scheduling are scalability, dynamism, time and cost efficiency, handling different
types of processing models, data, and jobs, etc. The main objective of the task scheduling is scheduling
the task instances in an appropriate order to suitable/appropriate cluster nodes. The task scheduling
algorithms are broadly classified into two types namely static task scheduling algorithms and dynamic
task scheduling algorithms. The task scheduler in twister2 is designed in a way such that it is able
to handle both streaming and batch tasks. It supports the following task scheduling algorithms namely
RoundRobin, FirstFit, and DataLocality.

RoundRobin Task Scheduling & DataLocality Aware Task Scheduling


	Homogeneous Containers -> Homogeneous Task Instances




FirstFit Task Scheduling


	Heterogeneous Containers -> Heterogeneous Task Instances





Implementation

The task scheduler has the main class named TaskScheduler which implements the base interface ITaskScheduler
that consists of two main methods namely initialize and schedule methods to initialize the taskgraph
configuration and schedule the taskgraph based on the workers information available in the resource plan.

edu.iu.dsc.tws.api.compute.schedule.ITaskScheduler





has the following methods namely

initialize (Config config)

schedule(DataflowTaskGraph graph, WorkerPlan plan)





The TaskScheduler is responsible for invoking the respective schedulers based on the type of task
and the scheduling mode. If it is a streaming task, it will invoke the scheduleStreamingTask method
whereas if it is a batch task it will invoke the scheduleBatchTask method.

edu.iu.dsc.tws.tsched.taskscheduler.TaskScheduler





has the following methods such as

scheduleStreamingTask()

scheduleBatchTask()

generateTaskSchedulePlan(String classname)





The scheduleStreamingTask and scheduleBatchTask call the generateTaskSchedulePlan with the scheduling
class name as an argument which is specified in the task.yaml. The generateTaskSchedulePlan dynamically
load the respective task schedulers (roundrobin, firstfit, or datalocalityaware) and access the
initialize and schedule methods in the task schedulers to generate the task schedule plan.




Proto file

The task scheduler has the protobuf file named taskscheduleplan.proto in the proto directory. It
considers both the soft (CPU, disk) and hard (RAM) constraints which generates the task schedule plan
in the format of Google Protobuf object. The proto file consists of the following details as follows.
The resource object represents the values of cpu, memory, and disk of the resources. The task instance
plan holds the task id, task name, task index, and container object. The container plan consists of
container id, task instance plan, required and scheduled resource of the container. The task schedule
plan holds the jobid or the taskgraph id and the container plan. The task schedule plan list is mainly
responsible for holding the taskschedule of the batch tasks.

message Resource { 
   double availableCPU = 1; 
   double availableMemory = 2; 
   double availableDisk = 3; 
}

message TaskInstancePlan {
   int32 taskid = 1;
   string taskname = 2;
   int32 taskindex = 3;
   Resource resource = 4;
}

message ContainerPlan {
   int32 containerid = 1;
   repeated TaskInstancePlan taskinstanceplan = 2;
   Resource requiredresource = 3;
   Resource scheduledresource = 4;
}

message TaskSchedulePlan {
   int32 jobid = 1;
   repeated ContainerPlan containerplan = 2;
}

message TaskSchedulePlanList {
   int32 jobid = 1;
   repeated TaskSchedulePlan taskscheduleplan = 2;
}








YAML file

The task scheduler has task.yaml in the config directory. The task scheduler mode represents either
‘roundrobin’ or ‘firstfit’ or ‘datalocalityaware’. The default task instances represents the default
memory, disk, and cpu values assigned to the task instances. The default container padding values
represents the percentage of values to be added to each container. The default container instance
values represents the default size of memory, disk, and cpu of the container. The task parallelism
represents the default parallelism value assigned to each task instance. The task type represents
the streaming or batch task. The task scheduler dynamically loads the respective streaming and batch
task schedulers based on the configuration values specified in the task.yaml.

# Task scheduling mode for the streaming jobs "roundrobin" or "firstfit" or "datalocalityaware" or "userdefined"
twister2.taskscheduler.streaming: "roundrobin"

# Task Scheduler class for the round robin streaming task scheduler
twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.streaming.roundrobin.RoundRobinTaskScheduler"

# Task scheduling mode for the batch jobs "roundrobin" or "datalocalityaware" or "userdefined" or "batchscheduler"
twister2.taskscheduler.batch: "roundrobin"

# Task Scheduler class for the round robin batch task scheduler
twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.batch.roundrobin.RoundRobinBatchTaskScheduler"

# Number of task instances to be allocated to each worker/container
twister2.taskscheduler.task.instances: 2

# Ram value to be allocated to each task instance
twister2.taskscheduler.task.instance.ram: 512.0

# Disk value to be allocated to each task instance
twister2.taskscheduler.task.instance.disk: 500.0

# CPU value to be allocated to each task instancetwister2.task.parallelism
twister2.taskscheduler.instance.cpu: 2.0

# Default Container Instance Values
# Ram value to be allocated to each container
twister2.taskscheduler.container.instance.ram: 4096.0

# Disk value to be allocated to each container
twister2.taskscheduler.container.instance.disk: 8000.0

twister2.taskscheduler.container.instance.cpu: 16.0

# Default Container Padding Values
# Default padding value of the ram to be allocated to each container
twister2.taskscheduler.ram.padding.container: 2.0

# Default padding value of the disk to be allocated to each container
twister2.taskscheduler.disk.padding.container: 12.0

# CPU padding value to be allocated to each container
twister2.taskscheduler.cpu.padding.container: 1.0

# Percentage value to be allocated to each container
twister2.taskscheduler.container.padding.percentage: 2

# Static Default Network parameters
# Bandwidth value to be allocated to each container instance for datalocality scheduling
twister2.taskscheduler.container.instance.bandwidth: 100 #Mbps

# Latency value to be allocated to each container instance for datalocality scheduling
twister2.taskscheduler.container.instance.latency: 0.002 #Milliseconds

# Bandwidth to be allocated to each datanode instance for datalocality scheduling
twister2.taskscheduler.datanode.instance.bandwidth: 200 #Mbps

# Latency value to be allocated to each datanode instance for datalocality scheduling
twister2.taskscheduler.datanode.instance.latency: 0.01 #Milliseconds

# Prallelism value to each task instance
twister2.taskscheduler.task.parallelism: 2

# Task type to each submitted job by default it is "streaming" job.
twister2.taskscheduler.task.type: "streaming"

# number of threads per worker
twister2.exector.worker.threads: 1

# name of the batch executor
twister2.executor.batch.name: "edu.iu.dsc.tws.executor.threading.BatchSharingExecutor2"

# number of tuples executed at a single pass
twister2.exector.instance.queue.low.watermark: 10000








User-Defined Task Scheduler

The task scheduler in Twister2 supports the user-defined task scheduler. The user-defined task
scheduler has to implement the ITaskScheduler interface. The user has to specify the task scheduler
as “user-defined” with the corresponding “user-defined” task scheduler class name.

``yaml

#User-defined Streaming Task Scheduler
twister2.streaming.taskscheduler: "user-defined"

# Task Scheduler for the userDefined Streaming Task Scheduler
#twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.userdefined.UserDefinedTaskScheduler"

# Task Scheduler for the userDefined Batch Task Scheduler
#twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.userdefined.UserDefinedTaskScheduler"





``




Batch Task Scheduler

Batch Task Scheduler is able to handle and schedule both single task graph as well as multiple
dependent task graphs. The main constraint considered in the batch task scheduler is specify the same
parallelism value for the dependent tasks in the task graphs. It schedule the tasks in a round
robin fashion but, while scheduling the child or the dependent tasks it considers the data locality
of the input data from the parent tasks and schedule the tasks in a round robin fashion to the workers.

``yaml

#Batch Task Scheduler
twister2.taskscheduler.batch: "batchscheduler"

#Task Scheduler class for the batch task scheduler
twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.batch.batchscheduler.BatchTaskScheduler"





``




Other task schedulers and their respective class names

The other task schedulers and their respective class names are given below. The user have to specify
the respective scheduler mode and their corresponding class names.

``yaml

# Task Scheduler for the Data Locality Aware Streaming Task Scheduler
#twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.streaming.datalocalityaware.DataLocalityStreamingTaskScheduler"

# Task Scheduler for the FirstFit Streaming Task Scheduler
#twister2.taskscheduler.streaming.class: "edu.iu.dsc.tws.tsched.streaming.firstfit.FirstFitStreamingTaskScheduler"

# Task Scheduler for the Data Locality Aware Batch Task Scheduler
#twister2.taskscheduler.batch.class: "edu.iu.dsc.tws.tsched.batch.datalocalityaware.DataLocalityBatchTaskScheduler"





``
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id: windowing_api
title: Windowing API
sidebar_label: Windowing API

Twister2 Streaming API supports the discretization of a data stream via windowing.
Our Windowing API was developed supporting functionalities in Apache Storm and Apache Flink.
The core API has inherent features of Apache Storm API. Our windowing API definitions are
derived from the industry standards maintained by Apache Storm and Apache Flink APIs.
The windowing categorization can be found in the following figure. In streaming engines like
Apache Flink, the key based and non-key based support is discussed for windowing, but in Twister2
we have inbuilt communication functions built for keyed and non-keyed operations. So when user is
creating a workflow, it can be created using keyed or non-keyed streaming pipelines.

Twister2 currently supports two modes of writing windowing applications. First one is the Task API.
In the Task API the programming abstraction includes building custom task graphs, writing custom
execution logics. This API is a flexible API where you can extend our API to design any other custom
APIs on your specific programming logics.

The second API is the TSet API based windowing API. This is a higher abstraction where the
programming logic only focuses on the data transformation. This API abstraction allow users to write
code in a streamlined manner.

The following documentation contains a basic outline on windowing and descriptions on writing
windowing oriented streaming applications.

[image: Tree of Windowing]The Tree of Windowing



NOTE

The gray colored boxes with Global and Session Window support is not yet provided in Twister2.






Window Types


Tumbling

Tumbling windowing is a fixed size window where the elements belonging to a particular
window only belong to that window only. There is no repetition of these elements. This is
also known as fixed windows.

For example, you can say you need to collect 4 elements per window and this can be a window
based on the number of elements per window.

[image: Tumbling Count Window]Count Based Tumbling Window


Task API

BaseWindowedSink dw = new DirectWindowedReceivingTask().withTumblingCountWindow(4);








TSet API

SSourceTSet<Integer> src = dummySource(env, ELEMENTS_IN_STREAM, PARALLELISM);
SDirectTLink<Integer> link = src.direct();
WindowComputeTSet<Iterator<Integer>, Iterator<Integer>> winTSet = link.countWindow(2);





The other way is that you can say, you need to collect some elements per every 2 minutes.

[image: docs/concepts/windowing/assets/tumbling-duration-window-1.png]Duration Based Tumbling Window




Task API

    BaseWindowedSink dwDuration = new DirectWindowedReceivingTask().withTumblingDurationWindow(2, TimeUnit.MINUTES);








TSet API

SSourceTSet<Integer> src = dummySource(env, ELEMENTS_IN_STREAM, PARALLELISM);
SDirectTLink<Integer> link = src.direct();
WindowComputeTSet<Iterator<Integer>, Iterator<Integer>> winTSet = link.timeWindow(2, TimeUnit.MILLISECONDS);





These are the ways that you can create a tumbling window, based on time and based on the count.






Sliding

Sliding window has two properties, sliding length and window length. Sliding length can be lesser
than the window length. This can be present in terms of both count and duration.

For example, you can say you need to collect 4 elements per window and this can be a window
based on the number of elements per window.

[image: docs/concepts/windowing/assets/sliding-count-window.png]Count Based Tumbling Window


Task API

BaseWindowedSink sdw = new DirectWindowedReceivingTask().withSlidingCountWindow(4, 2);








TSet API

WindowComputeTSet<Integer, Iterator<Integer>> winTSet = link.timeWindow(4, 2);





The other way is that you can say, you need to collect some elements per every 2 minutes.

[image: docs/concepts/windowing/assets/sliding-duration-window.png]Duration Based Tumbling Window




Task API

BaseWindowedSink sdwDuration = new DirectWindowedReceivingTask().withSlidingDurationWindow(4, TimeUnit.MINUTES, 2, TimeUnit.MINUTES);








TSet API

WindowComputeTSet<Integer, Iterator<Integer>> winTSet = link.timeWindow(4, TimeUnit.MILLISECONDS, 2, TimeUnit.MILLISECONDS);










Session

A session window is defined as a window where a presense of an element triggers the window starting,
but the windowing period terminates after a time out. Currently Twister2 doesn’t support this
function, but it will be added to the next release.




Global

Global window is a definition coming in Apache Flink windowing APIs. It provides the ability to
get same keyed elements to the same window. Twister2 inherent communication APIs can already support
this. You can design your task graph with the specific key selectors to get this done.
But in an upcoming release, Twister2 will provide a programming abstraction at the windowing level
for users to handle this in another way.



NOTE


	Tumbling window is a special instance of a sliding window where the sliding length equals to window
length.


	Duration windowing can have windows with no elements, in processing, the filtering functions can
be used to avoid issues in calculations or we can design custom policies to manage it. This will be
further discussed in Windowing policies, eviction policies and strategy sections.











Windowing Policies

Windowing Policies are basically designed to create a dynamic design pattern to provide custom
policy addition capability. For these policy definitions Twister2 uses Apache Storm windowing policy
definitions to support windowing. Windowing policy decides how the boundary of the window is identified
by means of the elements for count based and in terms of watermark or timer for duration based
windows. These are the main types of windowing policies we supports.


	Count Windowing Policy


	Duration Windowing Policy


	Watermark Count Windowing Policy


	Watermark Duration Windowing Policy







Eviction Policies

Eviction policy provides support to the windowing policy to identify the boundary specially for the
duration based and watermark based policies.


	Count Eviction Policy


	Duration Eviction Policy


	Watermark Count Eviction Policy


	Watermark Duration Eviction Policy







Windowing Strategy

Windowing strategy is an abstraction layer of Eviction and Windowing policies where user can
create custom strategies to design a windowing mechanism. Currently, Twister2 supports the following
strategies.


	Tumbling Count Window Strategy


	Tumbling Duration Window Strategy


	Sliding Count Window Strategy


	Sliding Duration Window Strategy







Window Function

Windowing functionality is a function provided for the user to design their programming logic
which has to be executed on the window. We followed the standards defined in Apache Flink to provide
similar functionalities.

Note: The windowing functions for TSet examples assumes the usage of the WindowComputeTSet as the source
for writing the windowing function. 






Reduce Function

User can design a custom reduce function on top of the window and the logic defined in the reduce
function will be applied on the elements inside the window. This function is known as aggregate
in TSet API.


TASK API

protected static class DirectReduceWindowedTask extends ReduceWindow<int[]> {


    public DirectReduceWindowedTask(ReduceWindowedFunction<int[]> reduceWindowedFunction) {
      super(reduceWindowedFunction);
    }

    @Override
    public boolean reduce(int[] content) {
      LOG.info("Window Reduced Value : " + Arrays.toString(content));
      return true;
    }

    @Override
    public boolean reduceLateMessage(int[] content) {
      return false;
    }

  }





protected static class ReduceFunctionImpl implements ReduceWindowedFunction<int[]> {

    @Override
    public int[] onMessage(int[] object1, int[] object2) {
      int[] ans = new int[object1.length];
      for (int i = 0; i < object1.length; i++) {
        ans[i] = object1[i] + object2[i];
      }
      return ans;
    }

    @Override
    public int[] reduceLateMessage(int[] lateMessage) {
      return new int[0];
    }
  }





BaseWindowedSink sdwCountTumblingReduce = new DirectReduceWindowedTask(new ReduceFunctionImpl())
        .withTumblingCountWindow(5);








TSET API

WindowComputeTSet<Integer, Iterator<Integer>> winTSet
            = link.timeWindow(2, TimeUnit.MILLISECONDS);
WindowComputeTSet<Integer, Iterator<Integer>> localReducedTSet = winTSet
            .aggregate((AggregateFunction<Integer>) (t1, t2) -> t1 + t2);










Aggregation Function

Aggregation of windowed values is another functionality user needs when processing the window.


TASK API

 protected static class DirectAggregateWindowedTask extends AggregateWindow<int[]> {

    public DirectAggregateWindowedTask(AggregateWindowedFunction aggregateWindowedFunction) {
      super(aggregateWindowedFunction);
    }

    @Override
    public boolean aggregate(int[] message) {
      LOG.info("Window Aggregate Value : " + Arrays.toString(message));
      return true;
    }

    @Override
    public boolean aggregateLateMessages(int[] message) {
      LOG.info(String.format("Late Aggregate Message : %s", Arrays.toString(message)));
      return true;
    }
  }





protected static class AggregateFunctionImpl implements AggregateWindowedFunction<int[]> {

    private int weight1;

    private int weight2;

    public AggregateFunctionImpl(int weight1, int weight2) {
      this.weight1 = weight1;
      this.weight2 = weight2;
    }

    @Override
    public int[] onMessage(int[] object1, int[] object2) {
      int[] ans = new int[object1.length];
      for (int i = 0; i < object1.length; i++) {
        ans[i] = this.weight1 * object1[i] + this.weight2 * object2[i];
      }
      return ans;
    }
  }





BaseWindowedSink sdwCountTumblingAggregate
        = new STWindowExample
        .DirectAggregateWindowedTask(new AggregateFunctionImpl(1, 2))
        .withTumblingCountWindow(5);








TSET API

We don’t support this function in TSet API. The process function can be used to do the same task.






Fold Function

Fold function provides the user the ability to get a different data typed or same data typed
output from the data type in the window. This is more likely to help in creating summaries or
creating and output to support a different function or API which needs a different data type.


TASK API

protected static class DirectFoldWindowedTask extends FoldWindow<int[], String> {

    public DirectFoldWindowedTask(FoldWindowedFunction<int[], String> foldWindowedFunction) {
      super(foldWindowedFunction);
    }

    @Override
    public boolean fold(String content) {
      LOG.info("Window Fold Value : " + content);
      return true;
    }

    @Override
    public boolean foldLateMessage(String lateMessage) {
      LOG.info(String.format("Late Aggregate Message : %s", lateMessage));
      return false;
    }
  }





protected static class DirectFoldWindowedTask extends FoldWindow<int[], String> {

    public DirectFoldWindowedTask(FoldWindowedFunction<int[], String> foldWindowedFunction) {
      super(foldWindowedFunction);
    }

    @Override
    public boolean fold(String content) {
      LOG.info("Window Fold Value : " + content);
      return true;
    }

    @Override
    public boolean foldLateMessage(String lateMessage) {
      LOG.info(String.format("Late Aggregate Message : %s", lateMessage));
      return false;
    }
  }





BaseWindowedSink sdwCountTumblingFold = new DirectFoldWindowedTask(new FoldFunctionImpl())
        .withTumblingCountWindow(5);








TSET API

We don’t support this function in TSet API. The process function can be used to do the same task.






Window Process Function

Process function provides you the ability to get the same elements of the window, but you can
apply a custom function on each element. This is also a different use case that use may need when
providing data to different APIs.


TASK API

protected static class DirectProcessWindowedTask extends ProcessWindow<int[]> {

    public DirectProcessWindowedTask(ProcessWindowedFunction<int[]> processWindowedFunction) {
      super(processWindowedFunction);
    }

    @Override
    public boolean process(IWindowMessage<int[]> windowMessage) {
      for (IMessage<int[]> msg : windowMessage.getWindow()) {
        int[] msgC = msg.getContent();
        LOG.info("Process Window Value : " + Arrays.toString(msgC));
      }
      return true;
    }

    @Override
    public boolean processLateMessages(IMessage<int[]> lateMessage) {
      LOG.info(String.format("Late Message : %s",
          lateMessage.getContent() != null ? Arrays.toString(lateMessage.getContent()) : "null"));
      return true;
    }
  }





 protected static class ProcessFunctionImpl implements ProcessWindowedFunction<int[]> {

    @Override
    public IWindowMessage<int[]> process(IWindowMessage<int[]> windowMessage) {
      int[] current = null;
      List<IMessage<int[]>> messages = new ArrayList<>(windowMessage.getWindow().size());
      for (IMessage<int[]> msg : windowMessage.getWindow()) {
        int[] value = msg.getContent();
        if (current == null) {
          current = value;
        } else {
          current = add(current, value);
          messages.add(new TaskMessage<>(current));
        }

      }
      WindowMessageImpl<int[]> windowMessage1 = new WindowMessageImpl<>(messages);
      return windowMessage1;
    }

    @Override
    public IMessage<int[]> processLateMessage(IMessage<int[]> lateMessage) {
      int[] res = lateMessage.getContent();
      if (res != null) {
        for (int i = 0; i < res.length; i++) {
          res[i] = res[i];
        }
      }
      return new TaskMessage<>(res);
    }

    @Override
    public int[] onMessage(int[] object1, int[] object2) {
      if (object1 != null && object2 != null) {
        return add(object1, object2);
      }
      return null;
    }

    private int[] add(int[] a1, int[] a2) {
      int[] ans = new int[a1.length];
      for (int i = 0; i < a1.length; i++) {
        ans[i] = a1[i] + a2[i];
      }
      return ans;
    }
  }





BaseWindowedSink sdwCountTumblingProcess
        = new DirectProcessWindowedTask(new ProcessFunctionImpl())
        .withSlidingDurationWindow(5, TimeUnit.MILLISECONDS, 3,
            TimeUnit.MILLISECONDS);








TSET API

WindowComputeTSet<Iterator<Integer>, Iterator<Integer>> processedTSet = winTSet
            .process((WindowCompute<Iterator<Integer>, Iterator<Integer>>) input -> {
              List<Integer> list = new ArrayList<>();
              while (input.hasNext()) {
                list.add(input.next());
              }
              return list.iterator();
});












Late Stream Processing

For the late elements which are coming in the stream, Twister2 currently provides a separate function
call which is being called once a late element is coming via the stream. For all the functions defined
in the previous section a late message call is provided.


TASK API

@Override
    public boolean processLateMessages(IMessage<int[]> lateMessage) {
      LOG.info(String.format("Late Message : %s",
          lateMessage.getContent() != null ? Arrays.toString(lateMessage.getContent()) : "null"));
      return true;
    }








TSET API

Not Yet Supported. 





Here  you can design your logic to process a late arriving element.




Late Stream

Twister2 will provide a late stream in an upcoming release to link this late coming data to a batch
layer so that the accuracy of the system can be improved.






Future Implementations


	Global windowing


	Session windowing


	Late Stream








          

      

      

    

  

  
    
    id: configurations title: Twister2 Configurations sidebar_label: Configurations
    

    
 
  

    
      
          
            
  


id: configurations
title: Twister2 Configurations
sidebar_label: Configurations

A detailed description of all the configuration parameters supported by Twister2 can be found in Twister2 Configurations.




Configuration Folder

Twister2 is configured using set of YAML files. These configurations are related to different
components of Twister2. All the configurations can be found inside the conf folder of Twister2
distribution. Below shows the sample structure of the configuration folder
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Deployment of Twister2

Twister2 can be deployed on variety of platforms. A primary goal of Twister2 is to make
deployment of data analytics applications as simple as possible.

In the deployment section we discuss the following topics.


	Job Submit


	Kubernetes


	Minikube


	Standalone


	Mesos


	Slurm


	Nomad


	Docker


	Logging
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Twister2 creates a communication network between workers(processes) at runtime to enable message passing between workers. Twister2 can be configured to use different transports and interfaces to optimize the communication layer based on the hardware support of your cluster.


	TCP/IP




Twister2 can be configured as follows in network.yaml file to use TCP/IP without using any 3rd party message passing interface underneath.

twister2.network.channel.class: "edu.iu.dsc.tws.comms.tcp.TWSTCPChannel"





In this mode, twister2 will use java nio based Socket Channels to build the communication network.


	OpenMPI




twister2.network.channel.class: "edu.iu.dsc.tws.comms.mpi.TWSMPIChannel"





When twister2 is configured as above in network.yaml file, communication layer will use MPI’s iSend and iRecv to communicate between worker nodes. Underneath, MPI can be configured to use any protocol at BTL(Byte Transfer Layer). Check OpenMPI doc [https://www.open-mpi.org/doc/] for more details.


	Open UCX




twister2.network.channel.class: "edu.iu.dsc.tws.comms.ucx.TWSUCXChannel"





network.yaml can be configured as above to use open UCX [https://www.openucx.org/], at communication layer. With open UCX, twister2 get the capability to work on following transports.


Transports


	Infiniband


	Omni-Path


	RoCE


	Cray Gemini and Aries


	CUDA


	ROCm


	Shared Memory


	posix, sysv, cma, knem, and xpmem


	TCP/IP
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Twister2 dashboard gives you a comprehensive overview of all your jobs running in a cluster. Dashboard comes bundled with twister2’s main binary build, but it runs as a separate and standalone process from twister2 framework. Due to this nature, you should manually start the dashboard, if required.




Starting dashboard

To start the dashboard, execute following command from the root directory.

./bin/twister2 dash








Configuring dashboard

Since dashboard runs as an independent component, it has a separate set of configuration files located at conf/dashboard


application.properties

This is a typical spring boot configuration file, where you can tune bunch of web & database server related parameters.


Datasource

Twister2 by default uses a file based H2 database to persist dashboard related data. However, you are free to configure any other database that suits your requirements and environment. If you are planning to use a different database, make sure to recompile dashboard server with necessary drivers.

For more on datasource related configurations, refer spring datasource documentation. [https://docs.spring.io/spring-boot/docs/current/reference/html/boot-features-sql.html]




Webserver

Dashboard process spawns an embedded tomcat [http://tomcat.apache.org/] instance on port 8080.
How ever, this can be configured to use any other port. Refer spring documentation [https://docs.spring.io/spring-boot/docs/current/reference/html/howto-properties-and-configuration.html] for more information.






log4j2.xml

Dashboard uses log4J2 for logging. By default, it logs to both Console and File. You may change this behaviour as per log4j2 documentation [https://logging.apache.org/log4j/2.x/manual/].
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One of our primary goals is to make running Twister2 jobs as simple as possible.
If you downloaded a twister2 distribution, you just need to unpack that tar file.

If you compiled the source code, following tar package is generated under twister2 directory:

bazel-bin/scripts/package/twister2-0.4.0.tar.gz





Unpack the downloaded or generated tar file:

$ tar xf bazel-bin/scripts/package/twister2-0.4.0.tar.gz








Submitting a Job

Twister2 jobs are submitted using the twister2 command. This command is found inside the bin
directory of the distribution.

Here is a description of the command

twister2 submit cluster-type job-type job-file-name job-class-name [job-args]






	submit: the command to execute


	cluster-type: either of standalone, kubernetes, nomad, slurm, mesos


	job-type: at the moment, we only support jar


	job-file-name: the file path of the job file (the jar file)


	job-class-name: name of the job class with a main method to execute




Here is an example command:

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 80 -workers 4 -size 1000 -op "allgather" -stages 8,1








Terminating a job

To kill a job, ```twister2 kill`` command is used.

Here is a description of the command:

twister2 kill cluster-type <job-id>






	kill: the command to execute


	cluster-type: either of standalone, kubernetes, nomad, slurm, mesos


	job-id: id of the job to kill




Note: when jobs complete, they are terminated automatically.
Kill command is used to kill jobs that does not terminate.




Listing jobs

When ZooKeeper is used to store job metadata, this data stays at ZooKeeper server
even after the job has completed. Users can query ZooKeeper server and see the status
of current and past jobs.

Here is a description of the command:

twister2 list <jobs/job-id>






	list: the command to execute


	jobs/job-id: if the word “jobs” is given as the third parameter, current and past jobs are listed.
If the job-id is given as the third parameter, then the status of that job is listed with its workers.




For this command to work, ZooKeeper address has to be provided as the value of following parameter
in the common/resource.yaml file:

twister2.resource.zookeeper.server.addresses






Listing Jobs in Kubernetes Clusters

When running jobs in Kubernetes clusters, sometimes ZooKeeper server may run in Kubernetes cluster
and there may not be a direct connection from user machine to ZooKeeper server.
In such cases, users can run the list command in the cluster by creating a twister2 pod and
executing the commands in that pod.

We have designed a sample twister2 pod for this purpose. You can create that pod as:

kubectl create -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/twister2-pod.yaml 





After creating the pod, you can set your ZooKeeper address at the config file as:

kubectl exec -it twister2-pod -- nano conf/common/resource.yaml





You can list the jobs as:

kubectl exec -it twister2-pod -- bin/twister2 list jobs





You can list a particular job assuming the job-id as: username-t2-job-gnrk4yt

kubectl exec -it twister2-pod -- bin/twister2 list username-t2-job-gnrk4yt





Do not forget to delete the pod after you are done with it:

kubectl delete -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/twister2-pod.yaml 
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We use a Java properties file to set logging properties for Twister2.
All Twister2 entities use the same file including Twister2 client, workers and the job master.
The file name is:

common/logger.properties





Users can set logger levels for packages.For example, org.apache.zookeeper logger level is set to WARNING by default in that file.
Probably, you may want to set twister2 library logging level to more than INFO.
Because, it tends to log many messages in INFO. It may make debugging your applications difficult.
So, you can set it to WARNING as following:

edu.iu.dsc.tws.level=WARNING





If you enabled persistent storage, then you can get log messages to be saved in the log files in persistent storage.
You just need to make sure that edu.iu.dsc.tws.common.logging.Twister2FileLogHandler exist as a handler in
logger.properties file.

We save all log files in a job to a directory named logs.
A log file is created for each worker in this directory. Worker log files are named as:

  * worker-0.log.0
  * worker-1.log.0
  * worker-2.log.0
  * ...





There may be more than one log file for each worker.
In that case, log files are created with increasing suffix values.


Logging in Kubernetes

Logging in distributed environments is an important task. Cluster resource schedulers provide logging mechanisms.
Kubernetes saves applications logs in files under /var/log directory in agent machines.
These log files are shown to users through Kubernetes Dashboard application.
Users can download the logs of their applications to their local machines through Dashboard web interface.

Users can also get logs by using kubectl command. First, they need to learn the pod names for workers.
You can execute “kubectl get pods” command to list the pods in the cluster.
The pod names for the workers are in the form of .
You can see the logs of each pod by executing the command:
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Standalone docker image contains twister2 source code and prebuilt twister2. Examples can be easily run using this image.

We assume that docker is already installed on your machine.




Pulling twister2/standalone Image From twister2 dockerhub

dockerhub page for the image: https://hub.docker.com/r/twister2/standalone

To download the docker image:

docker pull twister2/standalone








Building twister2/standalone Image Using Dockerfile

If you want to build docker image by yourself, you can download the Dockerfile and in the same directory, use the command below:

docker build -t repositoryname:tag .

# example: 
# docker build -t twister2/standalone:0.4.0 .








Running The Container

This command runs the container and starts an interactive bash session

docker run -it twister2/standalone bash








Running Jobs

Docker image contains the source code and prebuilt twister2. Prebuilt twister2 is in the ~/twister2-0.4.0  So, make sure that you are in that directory

cd ~/twister2-0.4.0





In order to run a job you can use the following command on the interactive bash session

twister2 submit slurm job-type job-file-name job-class-name [job-args]





Here is an example command

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





In this mode, the job is killed immediately when you terminate the client using Ctrl + C.




Building Twister2 Inside The Container

Docker image can be also used to build twister2. The source code inside the container is located at ~/twister2. To build the twister2 inside the docker container:

cd ~/twister2
bazel build --config=ubuntu scripts/package:tarpkgs





This will build twister2 distribution in the file:

bazel-bin/scripts/package/twister2-0.4.0.tar.gz





If you want to modify the twister2 code and test without installing all the dependencies to your machine, you can mount the directory to the docker container:

docker run -v /path/in/host:/path/in/container -it twister2/standalone bash
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  DEPLOYING TWISTER2 AND  KUBERNETES ON AWS

Running twister2 jobs in STANDALONE mode

In order to run twister2 jobs on AWS,nodes must be configured to be able to work together. In order to achieve the desired connectivity, passwordless SSH should be set up and two config files must be edited at each node.

Connecting the Nodes in a Cluster

Setting up passwordless SSH requires the nodes in cluster to have each other’s public keys listed in “authorized_keys”  (located at ~/.ssh/authorized_keys) file. This operation can be broken down to few steps:

1- Check for existing SSH key pair.

Before generating a new SSH key pair, first check if you already have an SSH key on your client machine because you don’t want to overwrite your existing keys. Run the following”ls” command to see if existing SSH keys are present:

ls -al ~/.ssh/id_*.pub

2- Generate a new SSH key pair (if you don’t already have one)

ssh-keygen -t rsa -b 4096

This command generates a 4096 bits SSH key pair. Next, the ssh-keygen tool will ask for a few options, most notably the password option. Since we don’t want to set up a password, just press the “Enter” key until done. We can see the newly generated files by running the command below:

ls ~/.ssh/id_*

3- Copy the public key

Now that you have generated an SSH key pair, in order to be able to login to your server without a password, you need to copy the public key to other nodes. The following command must be run with respective parts replaced with real hostnames and ip addresses of other nodes.

ssh-copy-id remote_hostname@remote_ip_address

If for some reason the ssh-copy-id utility is not available on your local computer you can use the following command to copy the public key:

cat ~/.ssh/id_rsa.pub | ssh remote_username@server_ip_address “mkdir -p ~/.ssh && chmod 700 ~/.ssh && cat &gt;&gt; ~/.ssh/authorized_keys && chmod 600 ~/.ssh/authorized_keys”

4- Login to your server using SSH keys

After completing the steps above you should be able to log in to the remote server without being prompted for a password.

ssh remote_hostname@remote_ip_address

Now that the passwordless SSH is set up, we need to introduce nodes to each other by editing two files.

1- Edit the ~/twister2/twister2/config/src/yaml/conf/standalone/resource.yaml by setting the “twister2.resource.sharedfs” config option to false.

twister2.resource.sharedfs: false

2- Edit the ~/twister2/twister2/config/src/yaml/conf/standalone/nodes file by listing each of the nodes’ ip addresses and slots numbers separated by a space character. For example:

At node 172.31.26.208, you would write the following:

172.31.26.208 slots=16

172.31.22.218 slots=16

And respectively at node 172.31.22.218, you would write the following:

172.31.22.218 slots=16

172.31.26.208 slots=16

Lastly, login in the aws admin panel and place all the nodes in the same security group.

After this step, nodes should be able to talk to each other.

Running twister2 jobs on Kubernetes

Setting Up Apache ZooKeeper

You need to have zookeeper running in order to work with Kubernetes. To set up ZooKeeper, we first have to download the binary distribution of the desired version. You can download the binaries from https://zookeeper.apache.org/releases.html#download .

After you download the .tar file, extract it by using the following command:

tar -zxf zookeeper-x.y.z.tar.gz (replace x.y.z part with the version number of your binary distribution.)

We will refer to the extracted folder as zookeeper from now on.

Now, cd into the zookeeper directory and run “mkdir data” command. This newly created directory will be used in order to store the in-memory database snapshots and unless specified otherwise, the transaction log of updates to the database.

Next, we will configure the zookeeper. Cd into zookeeper/conf and run the following:

cp zoo_sample.cfg zoo.cfg

A sample config file would look like this:

tickTime=2000

dataDir=/path/to/data_file

clientPort=2181

initLimit=5

syncLimit=2

server.1=zkserver1.address.com:2888:3888

server.2=zkserver2.address.com:2888:3888

server.3=zkserver3.address.com:2888:3888


	clientPort: the port to listen for client connections; that is, the port that clients attempt to connect to.


	dataDir: the location where ZooKeeper will store the in-memory database snapshots and, unless specified otherwise, the transaction log of updates to the database.


	tickTime: the length of a single tick, which is the basic time unit used by ZooKeeper, as measured in milliseconds. It is used to regulate heartbeats, and timeouts. For example, the minimum session timeout will be two ticks.


	initLimit: Amount of time, in ticks (see tickTime), to allow followers to connect and sync to a leader. Increased this value as needed, if the amount of data managed by ZooKeeper is large.


	server.x=[hostname]:nnnnn[:nnnnn]: servers making up the ZooKeeper ensemble. When the server starts up, it determines which server it is by looking for the file “myid” in the data directory. That file contains the server number, in ASCII, and it should match x in server.x in the left hand side of this setting.
The list of servers that make up ZooKeeper servers that is used by the clients must match the list of ZooKeeper servers that each ZooKeeper server has. There are two port numbers nnnnn. The first followers use to connect to the leader, and the second is for leader election.
syncLimit: Amount of time, in ticks (see tickTime), to allow followers to sync with ZooKeeper. If followers fall too far behind a leader, they will be dropped.




Next, to test the installation, run the following command from inside zookeeper directory:

bin/zkServer.sh start

Start the CLI client to test the setup:

bin/zkCli.sh

You should see an output similar to the following:

Connecting to localhost:2181

…………….

…………….

…………….

Welcome to ZooKeeper!

…………….

…………….

WATCHER::

WatchedEvent state:SyncConnected type: None path:null

[zk: localhost:2181(CONNECTED) 0]

We can stop the ZooKeeper server anytime by running:

bin/zkServer.sh stop

Install KOPS

In order to create Kubernetes cluster on AWS, we used KOPS.  You can follow the below steps;

pip install awscli –upgrade –user

awscli version: 1.6.5

curl -LO https://github.com/kubernetes/kops/releases/download/$(curl -s https://api.github.com/repos/kubernetes/kops/releases/latest | grep tag_name | cut -d ‘”’ -f 4)/kops-linux-amd64

chmod +x kops-linux-amd64

sudo mv kops-linux-amd64 /usr/local/bin/kops

Create a new IAM user or use an existing IAM user and grant following permissions:

AmazonEC2FullAccess

AmazonRoute53FullAccess

AmazonS3FullAccess

AmazonVPCFullAccess

Configure the AWS CLI by providing the Access Key, Secret Access Key and the AWS region that you want the Kubernetes cluster to be installed:

aws configure

AWS Access Key ID [None]: AccessKeyValue

AWS Secret Access Key [None]: SecretAccessKeyValue

Default region name [None]: us-east-1

Default output format [None]:

Create an AWS S3 bucket for kops to persist its state:

bucket_name=imesh-kops-state-store

aws s3api create-bucket \

–bucket ${bucket_name} \

–region us-east-1

Enable versioning for the above S3 bucket:

aws s3api put-bucket-versioning –bucket ${bucket_name} –versioning-configuration Status=Enabled

Provide a name for the Kubernetes cluster and set the S3 bucket URL in the following environment variables:

export KOPS_CLUSTER_NAME=imesh.k8s.local

export KOPS_STATE_STORE=s3://${bucket_name}

Create a Kubernetes cluster definition using kops by providing the required node count, node size, and AWS zones. The node size or rather the EC2 instance type [https://aws.amazon.com/ec2/instance-types/] would need to be decided according to the workload that you are planning to run on the Kubernetes cluster:

kops create cluster \

–node-count=2 \

–node-size=t2.medium \

–zones=us-east-1a \

–name=${KOPS_CLUSTER_NAME}

Review the Kubernetes cluster definition by executing the below command:

kops edit cluster –name ${KOPS_CLUSTER_NAME}

Now, let’s create the Kubernetes cluster on AWS by executing kops update command:

kops update cluster –name ${KOPS_CLUSTER_NAME} –yes

Above command may take some time to create the required infrastructure resources on AWS. Execute the validate command to check its status and wait until the cluster becomes ready:

kops validate cluster

Using cluster from kubectl context: imesh.k8s.local Validating cluster imesh.k8s.local

INSTANCE GROUPS NAME  ROLE    MACHINE TYPE  MIN  MAX  SUBNETS

master-us-east-1a  Master  m3.medium    1    1    us-east-1a

nodes              Node    m4.xlarge    2    2    us-east-1a

NODE     STATUS         NAME                           ROLE    READY

ip-172-20-48-50.ec2.internal   node    True

ip-172-20-50-191.ec2.internal  node    True

ip-172-20-55-27.ec2.internal   master  TrueYour cluster imesh.k8s.local is ready

Now, you may need to deploy the Kubernetes dashboard to access the cluster via its web based user interface:

kubectl apply -fhttps://raw.githubusercontent.com/kubernetes/dashboard/master/src/deploy/recommended/kubernetes-dashboard.yaml

Execute the below command to find the admin user’s password:

kops get secrets kube –type secret -oplaintext

Execute the below command to find the Kubernetes master hostname:

kubectl cluster-infoKubernetes master is running athttps://api-imesh-k8s-local-&lt;dynamic-id&gt;.us-east-1.elb.amazonaws.com [https://api-imesh-k8s-local-d8ok51-1975711316.us-east-1.elb.amazonaws.com/]

KubeDNS is running athttps://api-imesh-k8s-local-&lt;dynamic-id&gt;.us-east-1.elb.amazonaws.com/api/v1/namespaces/kube-system/services/kube-dns:dns/proxy [https://api-imesh-k8s-local-d8ok51-1975711316.us-east-1.elb.amazonaws.com/api/v1/namespaces/kube-system/services/kube-dns:dns/proxy]

Access the Kubernetes dashboard using the following URL:

https://&lt;kubernetes-master-hostname&gt;/ui

Provide the username as admin and the password obtained above at the step 14 on the browser’s login page:

[image: data:image/*%3Bbase64,]

Execute the below command to find the admin service account token. Note the secret name used here is different from the previous one:

kops get secrets admin –type secret -oplaintext

Provide the above service account token on the service token request page:

[image: data:image/*%3Bbase64,]

[image: data:image/*%3Bbase64,]

./Kube/Config

In addition to these you need to have ./kube/config file in your local machine and the content of this config file should be the same as the one the AWS node you have installed kubernetes on.

Twister2 config modifications

Changing the following config parameter will be enough.

Twister2.resource.zookeeper.server.addresses:
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We assume that Kubernetes cluster is already installed and kubectl is configured.
To install Twister2 on Minikube, please follow the steps at:
Installing Twister2 on Minikube

To install and compile Twister2 project on your machine, please follow the steps in compiling document.
You may also check developer document for setting up IDEs.

To run Twister2 jobs on Kubernetes clusters, You must perform the following step:


	Authorization of Pods.




Here are the steps to run jobs in Kubernetes clusters:


	Running Jobs in Kubernetes




Here are the list of optional installations/settings:


	Job Package Uploader Settings: This is recommended to upload the job package through a web server.


	Deploying Twister2 Dashboard: This is a recommended step to monitor Twister2 jobs on Kubernetes clusters.


	Persistent Storage Settings: You can set up persistent storage only if you want to use.


	Fault Tolerant Jobs: A ZooKeeper server is required, if you want to run fault-tolerant Twister2 jobs.


	Generating Secret Object for OpenMPI Jobs: This is required only if you are going to run OpenMPI jobs.


	Providing Rack and Datacenter Information: This is required only if you want Twister2 to perform rack and data center aware scheduling.




Twister2 runs jobs in Docker containers in Kubernetes clusters.
Developers need to rebuild Twister2 Docker image if they want to modify twister2 source codes:


	Building Twister2 Docker Image for Kubernetes




Requirements:


	Twister2 requires Kubernetes version v1.10 or higher.


	When ZooKeeper is used, at least ZooKeeper version 3.5 or above is required.







Authorization of Pods

Twister2 Worker pods need to watch Job Master pod and get its IP address.
In addition, Job Master needs to be able to scale worker pods during the computation
and delete job resources after the job has completed.
Therefore, before submitting a job, a Role and a RoleBinding object need to be created.
We prepared the following YAML file: twister2-auth.yaml.

If you are using “default” namespace, then execute the following command:

    $ kubectl create -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/twister2-auth.yaml





If you are not using “default” namespace, download the above yaml file,
change the namespace field value to the namespace value that your users will use to submit Twister2 jobs.
Then, execute the following command:

    $ kubectl create -f /path/to/file/twister2-auth.yaml








Running Jobs in Kubernetes

You can submit and kill jobs in Kubernetes as it is explained in the job submission document.
You must specify the cluster type as “kubernetes”.

If there is a problem with job submission, job submission client will exit with a corresponding message
printed to the screen. Otherwise, job submission client either finishes execution with success or
waits to upload the job package to workers.

Please check the logging document for accessing job logs in Kubernetes clusters.


Configuration Settings

Configuration files for kubernetes clusters are under the directory:

conf/kubernetes/





You can specify job related configurations either through resource.yaml file or in your job java file
by using Twister2Job class methods.
If you specify job parameters in resource.yaml file, then you can load them by using following method in your code:

Twister2Job.loadTwister2Job()








Job Names

We are using job names in jobIDs.
In addition, we are using jobIDs as StatefulSet and Service names.
Furthermore, we are using jobIDs in labels to identify job pods.
Therefore job names must follow Kubernetes naming rules: Kubernetes resource naming rules [https://kubernetes.io/docs/concepts/overview/working-with-objects/names/].

Job names should consist of lower case alphanumeric characters and dash(-) only.
Their length can be 30 chars at most.
If job names do not conform to these rules, we automatically change them to accommodate those rules.
We use the changed names in jobIDs.






Job Package Uploader Settings

When users submit a Twister2 job in Kubernetes cluster,
submitting client needs to transfer the job package to workers and the job master.
The submitting client first packs all job related files into a tar package file.
This archive file needs to be transferred to each worker pod that will be started.

We provide two methods:


	Job package file transfer from submitting client to job pods directly


	Job package file transfer through uploader web server pods




We first check whether there is any uploader web server running in the cluster.
If there is, we upload the job package to the uploader web server pods.
Job pods download the job package from uploader web server pods.
Otherwise, submitting client uploads the job package to all pods in the job directly.
Both methods transfer the job package from client to pods by using kubectl copy method.

If you are running many Twister2 jobs with many workers,
it would be more efficient and faster to run uploader web server pods.
We designed a StatefulSet that runs an nginx web server.
You can deploy it with following command:

$ kubectl create -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/twister2-uploader-wo-ps.yaml





You can modify the number of replicas in uploader web server yaml file above or
the compute resources used.

If you choose to use your own web server pods,
then you need to specify following configuration parameters in resource.yaml file:

    twister2.kubernetes.uploader.web.server
    twister2.kubernetes.uploader.web.server.directory
    twister2.kubernetes.uploader.web.server.label





Please check conf/kubernetes/resource.yaml file for more explanation about these parameters.




Deploying Twister2 Dashboard

Twister2 Dashboard enables users to monitor their jobs through a web browser.
Although installing this dashboard is not mandatory for running Twister2 jobs, it is highly recommended.
A single instance of the Dashboard runs in each cluster for all users.

If you are using default namespace, then you can deploy Twister2 Dashboard without persistent storage as:

    $ kubectl create -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/twister2-dashboard-wo-ps.yaml





If you are using another namespace, or would like to change a parameter of Dashboard,
then you can download this file, change the desired parameter values and
execute the create command on the modified file.


Accessing Dashboard

You can access the Dashboard from any machine that has kubectl installed and
has the credentials to connect to the kubernetes cluster.

First run the following command in your workstation to create a secure channel:

    $ kubectl proxy





Then, access Dashboard at the following URL:

    http://localhost:8001/api/v1/namespaces/default/services/http:twister2-dashboard:/proxy/#/





If you are using a namespace other than the default, replace “default” in the URL with your namespace value.




Running Dashboard as a standalone web server

You can also run Dashboard as a standalone webserver in your cluster.
Job master pod should be able to access the machine that is running Dashboard to be able to feed job status data.

Run Dashboard server with the following command:

    $ bin/twister2 dash





Dashboard runs at the port 8080.

You need to give the address of Dashboard at the configuration file: conf/kubernetes/core.yaml
You should set the value of following parameter:

    twister2.dashboard.host: "http://<host-address>:8080"










Persistent Storage Settings

To enable persistent storage in Twister2, a StorageClass must exist in the cluster backed by a dynamic storage provisioner.
The name of the persistent StorageClass needs to be specified in the conf/kubernetes/resource.yaml configuration file.
Configuration parameter is:

    twister2.resource.kubernetes.persistent.storage.class





We tested with NFS-Client provisioner from: https://github.com/kubernetes-incubator/external-storage/tree/master/nfs-client
We also tested with provisioners in AWS and Minikube.




Fault Tolerant Jobs

We use ZooKeeper servers to save job meta state in fault tolerant jobs.
In the case of failures, job master and workers get the job meta data from zookeeper servers and rejoin.

ZooKeeper servers are not used in non-fault tolerant Twister2 jobs.

Following configuration parameter needs to be set as true to specify the job as fault tolerant in core.yaml:

twister2.fault.tolerant





The addresses of ZooKeeper servers are specified with the configuration parameter in resource.yaml.
If there are multiple zookeeper servers, they can be specified in the form of “ip1:port,ip2:port,ip3:port”

twister2.resource.zookeeper.server.addresses





If you do not already have a ZooKeeper server running, you can run an experimental one by deploying it
as a pod. We have a yaml file for that. You can deploy it as:

$ kubectl create -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/zookeeper-wo-persistence.yaml





Then you can get its ip address by using following command and specify that in above resource.yaml file.
It runs at the port 2181.

$ kubectl get pods -o=wide | grep twister2-zookeeper





Requirement: Twister2 requires at least ZooKeeper version of 3.5.




Generating Secret Object for OpenMPI Jobs

When using OpenMPI communications in Twister2, pods need to have password-free SSH access among them.
This is accomplished by first generating an SSH key pair and deploying them as a Kubernetes Secret on the cluster.

First, generate an SSH key pair and save them in files by using:

    $ ssh-keygen





Second, create a Kubernetes Secret object for the namespace of Twister2 users with the already generated key pairs.
Execute the following command by specifying generated key files. Last parameter is the namespace.
If you are using a namespace other than default, please change that.

    $ kubectl create secret generic twister2-openmpi-ssh-key --from-file=id_rsa=/path/to/.ssh/id_rsa --from-file=id_rsa.pub=/path/to/.ssh/id_rsa.pub --from-file=authorized_keys=/path/to/.ssh/id_rsa.pub --namespace=default





The fifth parameter (twister2-openmpi-ssh-key) is the name of the Secret object to be generated.
That has to match the following configuration parameter in the network.yaml file:

    kubernetes.secret.name





You can retrieve the created Secret object in YAML form by executing the following command:

    $ kubectl get secret <secret-name> -o=yaml





Another possibility for deploying the Secret object is to use the YAML file template [https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/docs/architecture/resource-schedulers/kubernetes/yaml-templates/secret.yaml]. You can edit that secret.yaml file. You can put the public and private keys to the corresponding fields. You can set the name and the namespace values. Then, you can create the Secret object by using kubectl method as:

    $ kubectl create secret -f /path/to/file/secret.yaml








Providing Rack and Datacenter Information to Twister2

Twister2 can use rack names and data center names of the nodes when scheduling tasks.
There are two ways administrators and users can provide this information.

Through Configuration Files:Users can provide the IP addresses of nodes in racks in their clusters.
In addition, they can provide the list of data centers with rack data in them.

Here is an example configuration:

    kubernetes.datacenters.list:
    - dc1: ['blue-rack', 'green-rack']
    - dc2: ['rack01', 'rack02']

    kubernetes.racks.list:
    - blue-rack: ['node01.ip', 'node02.ip', 'node03.ip']
    - green-rack: ['node11.ip', 'node12.ip', 'node13.ip']
    - rack01: ['node51.ip', 'node52.ip', 'node53.ip']
    - rack02: ['node61.ip', 'node62.ip', 'node63.ip']





Put these lists to resource.yaml file. Then, assign the following configuration parameter in resource.yaml as true:

    kubernetes.node.locations.from.config





Labelling Nodes With Rack and Data Center Information:Administrators can label their nodes in the cluster for their rack and datacenter information.
Each node in the cluster must be labelled once. When users submit a Twister2 job,
submitting client first queries Kubernetes master for the labels of nodes.
It provides this list to all workers in the job.

Note: For this solution to work, job submitting users must have admin privileges.

Example Labelling Commands: Administrators can use kubectl command to label the nodes in the cluster.
The format of the label creation command is as follows:

    $ kubectl label node <node-name> <label-key>=<label-value>





Then, used rack and data center labels must be provided in the configuration files.
These configuration parameters are:

    rack.labey.key
    datacenter.labey.key





To get the rack and datacenter information from Kubernetes master using labels,
the value of the following configuration parameter has to be specified as false in client.yaml file:

    kubernetes.node.locations.from.config








Building Twister2 Docker Image for Kubernetes

First, build Twister2 project.

This will generate the twister2 package file:

bazel-bin/scripts/package/twister2-0.4.0.tar.gz

While on twister2 main directory, unpack this tar file:

$ tar xf bazel-bin/scripts/package/twister2-0.4.0.tar.gz





This will extract the files under twister2-0.4.0 directory.

Build Docker image by running the following command from twister2 main directory.
Update username with your Docker Hub user name.

$ docker build -t <username>/twister2-k8s:0.4.0 -f docker/kubernetes/image/Dockerfile .





Push generated Docker image to Docker Hub. If you have not already logged in to Docker Hub account,
please login first with command: “docker login docker.io”

$ docker push <username>/twister2-k8s:0.4.0





Update Docker Image name in the following resource.yaml file.
Put new Docker Image name as the value of the key: “twister2.resource.kubernetes.docker.image”

$ nano twister2/config/src/yaml/conf/kubernetes/resource.yaml





You may also want to update the value of the following key to “Always” in the same “resource.yaml”
file:

kubernetes.image.pull.policy: "Always"





With this, docker will pull the twister2 image from Docker Hub at each run.This may slow down startup times for the jobs.
However, if you repeatedly build the docker image, this may be convenient.
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Running Jobs

In order to run twister2 jobs you should have a running Mesos cluster.

Running HelloWorld Example

Please first familiarize yourself with HelloWorld job
You can submit jobs to Mesos cluster by using twister2 executable:

./bin/twister2





When submitting jobs to Mesos clusters, you need to specify the cluster
name as “mesos”. You can submit HelloWorld job in examples package
with 8 workers as:

./bin/twister2 submit mesos jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





If there is a problem with the job submission, the job submission client will
exit with a corresponding message printed to the screen. Otherwise, job
submission client finishes execution with success.

Job Logs

You can see the job output either from Mesos Dashboard website(usually it
is on maser ip:5050) or persistent logs. The workers in HelloWorld job
prints a log message and sleeps 1 minutes before exiting.

You can view the log files in persistent storage if persistent storage is
enabled. Further details of the Mesos installation could be found below.

Terminating a Running Job

While some jobs automatically complete when they finish execution (ex:
batch jobs). Some other jobs may continually run (ex: streaming jobs).
Some jobs may also stuck or take a long time to finish. If we want to
terminate a running job, we can use twister2 command with the job name:

./bin/twister2 kill mesos jobname





Twister2 Mesos Installation

In order to use Mesos, you have to install it on the machines that you
want to use. One of the nodes will be the Mesos master and the others
will be Mesos agents. In order to run Mesos in your cluster, you need to
have Zookeeper running somewhere. Please refer to Mesos and Zookeeper
webpages for more information on installing them.

To compile  and install Twister2 on a machine, please follow the steps
in compiling document.
You may also check developer
document for
setting up IDEs.

Here are the few things you need to do to run Twister2 jobs on Mesos
clusters.

Persistent Storage Settings

Twister2 expects that either a Persistent Storage Provisioner or
statically configured PersistentVolume exists in the cluster.  Our Mesos
system uses NFS for persistent storage to store logs and outputs of
twister2 jobs.

You have to set the following parameters in client.yaml config file in
order to use NFS.

# nfs server address
nfs.server.address: "149.165.150.81"

# nfs server path
nfs.server.path: "/nfs/shared-mesos/twister2"





Job Package Uploader Settings

When users submit a job to Mesos master, they first need to transfer the
job package to workers. Submitting client packs all job related files
into a tar file. This archive files needs to be transferred to each
worker that will be started. This transfer is done through a web server
in Mesos.

To do this there should be a web server running in the cluster. In
addition, job submitting client must have write permission to that
directory. Workers download the job package from this web server. You
need to specify the web server directory and address information
the uploader.yaml file.

# the directory where the file will be uploaded, make sure the user has the necessary permissions
# to upload the file here.
twister2.uploader.directory: "/var/www/html/twister2/mesos/"
twister2.uploader.directory.repository: "/var/www/html/twister2/mesos/"
# This is the scp command options that will be used by the uploader, this can be used to
# specify custom options such as the location of ssh keys.
twister2.uploader.scp.command.options: "--chmod=+rwx"
# The scp connection string sets the remote user name and host used by the uploader.
twister2.uploader.scp.command.connection: "root@149.165.150.81"
# The ssh command options that will be used when connecting to the uploading host to execute
# command such as delete files, make directories.
twister2.uploader.ssh.command.options: ""
# The ssh connection string sets the remote user name and host used by the uploader.
twister2.uploader.ssh.command.connection: "root@149.165.150.81"





Enabling Docker Support

You need to enable Docker support on Mesos to use this container. Run
the following command to enable Docker support on agents.

sh -c "echo 'docker,mesos' > /etc/mesos-slave/containerizers"





**Docker setup **

sudo apt-get install \
    apt-transport-https \
    ca-certificates \
    curl \
    software-properties-common

curl -fsSL https://download.docker.com/linux/ubuntu/gpg | sudo apt-key add -
sudo add-apt-repository \
   "deb [arch=amd64] https://download.docker.com/linux/ubuntu \
   $(lsb_release -cs) \
   stable"
sudo apt-get update
sudo apt-get install docker-ce





The following is an example init file for the Docker container.

cd twister2
wget 149.165.150.81:8082/twister2/mesos/twister2-core.tar.gz
wget 149.165.150.81:8082/twister2/mesos/twister2-job.tar.gz

echo "starting sshd"
/usr/sbin/sshd -D &

if [ ! -f twister2-core.tar.gz ]; then 
    echo "file not found. Probably could not download the file"
else
    tar xvf twister2-core.tar.gz
    tar xvf twister2-job.tar.gz
    echo "files fetched and unpacked"
    java -cp twister2-core/lib/*:twister2-job/libexamples-java.jar:/customJars/* $CLASS_NAME
fi

sleep infinity
return_code=$?

echo -n "$return_code" > /dev/termination-log
exit $return_code





Docker Swarm Installation

Make sure the Docker Engine daemon is started on the host machines.

Open a terminal and ssh into the machine where you want to run your
manager node. This tutorial uses a machine named manager1. If you use
Docker Machine, you can connect to it via SSH using the following
command:

$ docker-machine ssh manager1

Run the following command to create a new swarm:

docker swarm init --advertise-addr <MANAGER-IP>

Note: If you are using Docker for Mac or Docker for Windows to test
single-node swarm, simply run docker swarm init with no arguments. There
is no need to specify –advertise-addr in this case.

The following command creates a swarm on the manager1 machine:

$ docker swarm init --advertise-addr 192.168.99.100

Swarm initialized: current node (dxn1zf6l61qsb1josjja83ngz) is now a
manager.

To add a worker to this swarm, run the following command:

docker swarm join \
    --token SWMTKN-1-49nj1cmql0jkz5s954yi3oex3nedyz0fb0xx14ie39trti4wxv-8vxv8rssmk743ojnwacrr2e7c \
    192.168.99.100:2377





To add a manager to this swarm, run \’docker swarm join-token manager\’
and follow the instructions.

To check joined node:

docker node ls

[image: ../../../_images/dockernode.png]docker node

Creating Overlay Network on Docker Swarm

To create an overlay network on Swarm, following command should be
runned on swarm master.

docker network create -d overlay --attachable <network-name>

To see Docker networks:

docker network ls

[image: ../../../_images/dockernetwork.png]docker network
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Twister2 Mesos Installation

In order to use Mesos, you have to install it on the machines that you
want to use. One of the nodes will be the Mesos master and the others
will be Mesos agents. In order to run Mesos in your cluster, you need to
have Zookeeper running somewhere. Please refer to Mesos and Zookeeper
webpages for more information on installing them.

To compile  and install Twister2 on a machine, please follow the steps
in compiling document.
You may also check developer
document for
setting up IDEs.

Here are the few things you need to do to run Twister2 jobs on Mesos
clusters.

Persistent Storage Settings

Twister2 expects that either a Persistent Storage Provisioner or
statically configured PersistentVolume exists in the cluster.  Our Mesos
system uses NFS for persistent storage to store logs and outputs of
twister2 jobs.

You have to set the following parameters in client.yaml config file in
order to use NFS.

# nfs server address
nfs.server.address: "149.165.150.81"

# nfs server path
nfs.server.path: "/nfs/shared-mesos/twister2"





Job Package Uploader Settings

When users submit a job to Mesos master, they first need to transfer the
job package to workers. Submitting client packs all job related files
into a tar file. This archive files needs to be transferred to each
worker that will be started. This transfer is done through a web server
in Mesos.

To do this there should be a web server running in the cluster. In
addition, job submitting client must have write permission to that
directory. Workers download the job package from this web server. You
need to specify the web server directory and address information
the uploader.yaml file.

# the directory where the file will be uploaded, make sure the user has the necessary permissions
# to upload the file here.
twister2.uploader.directory: "/var/www/html/twister2/mesos/"
twister2.uploader.directory.repository: "/var/www/html/twister2/mesos/"
# This is the scp command options that will be used by the uploader, this can be used to
# specify custom options such as the location of ssh keys.
twister2.uploader.scp.command.options: "--chmod=+rwx"
# The scp connection string sets the remote user name and host used by the uploader.
twister2.uploader.scp.command.connection: "root@149.165.150.81"
# The ssh command options that will be used when connecting to the uploading host to execute
# command such as delete files, make directories.
twister2.uploader.ssh.command.options: ""
# The ssh connection string sets the remote user name and host used by the uploader.
twister2.uploader.ssh.command.connection: "root@149.165.150.81"





Enabling Docker Support

You need to enable Docker support on Mesos to use this container. Run
the following command to enable Docker support on agents.

sh -c "echo 'docker,mesos' > /etc/mesos-slave/containerizers"





**Docker setup **

sudo apt-get install \
    apt-transport-https \
    ca-certificates \
    curl \
    software-properties-common

curl -fsSL https://download.docker.com/linux/ubuntu/gpg | sudo apt-key add -
sudo add-apt-repository \
   "deb [arch=amd64] https://download.docker.com/linux/ubuntu \
   $(lsb_release -cs) \
   stable"
sudo apt-get update
sudo apt-get install docker-ce





The following is an example init file for the Docker container.

cd twister2
wget 149.165.150.81:8082/twister2/mesos/twister2-core.tar.gz
wget 149.165.150.81:8082/twister2/mesos/twister2-job.tar.gz

echo "starting sshd"
/usr/sbin/sshd -D &

if [ ! -f twister2-core.tar.gz ]; then 
    echo "file not found. Probably could not download the file"
else
    tar xvf twister2-core.tar.gz
    tar xvf twister2-job.tar.gz
    echo "files fetched and unpacked"
    java -cp twister2-core/lib/*:twister2-job/libexamples-java.jar:/customJars/* $CLASS_NAME
fi

sleep infinity
return_code=$?

echo -n "$return_code" > /dev/termination-log
exit $return_code





Docker Swarm Installation

Make sure the Docker Engine daemon is started on the host machines.

Open a terminal and ssh into the machine where you want to run your
manager node. This tutorial uses a machine named manager1. If you use
Docker Machine, you can connect to it via SSH using the following
command:

$ docker-machine ssh manager1

Run the following command to create a new swarm:

docker swarm init --advertise-addr <MANAGER-IP>

Note: If you are using Docker for Mac or Docker for Windows to test
single-node swarm, simply run docker swarm init with no arguments. There
is no need to specify –advertise-addr in this case.

The following command creates a swarm on the manager1 machine:

$ docker swarm init --advertise-addr 192.168.99.100

Swarm initialized: current node (dxn1zf6l61qsb1josjja83ngz) is now a
manager.

To add a worker to this swarm, run the following command:

docker swarm join \
    --token SWMTKN-1-49nj1cmql0jkz5s954yi3oex3nedyz0fb0xx14ie39trti4wxv-8vxv8rssmk743ojnwacrr2e7c \
    192.168.99.100:2377





To add a manager to this swarm, run \’docker swarm join-token manager\’
and follow the instructions.

To check joined node:

docker node ls

[image: ../../../_images/dockernode.png]docker node

Creating Overlay Network on Docker Swarm

To create an overlay network on Swarm, following command should be
runned on swarm master.

docker network create -d overlay --attachable <network-name>

To see Docker networks:

docker network ls

[image: ../../../_images/dockernetwork.png]docker network
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We assume that you have installed Minikube on your machine and you can access the cluster with kubectl.
Please start Minikube cluster if not already running. To install Twister2 on a regular Kubernetes cluster,
please follow the steps at: Installing Twister2 on Kubernetes

To install and compile Twister2 project on your machine, please follow the steps in compiling document.
You may also check developer document for setting up IDEs.

Here are the things that you need to do to run Twister2 jobs on Minikube:


	Authorization of Pods: This is a required step to run any Twister2 job on Kubernetes clusters.


	Deploying Twister2 Dashboard: This is a recommended step to monitor Twister2 jobs on Kubernetes clusters.


	Persistent Storage Settings: This is optional. You can set up persistent storage only if you want to use.




Requirement: We have tested Twister2 on Minikube 1.5.0 with VirtualBox 6.0.




Authorization of Pods

Authorization of Pods is the same in Minikube and in regular Kubernetes clusters.

If you are going to use the default namespace, then execute the following command:

    $ kubectl create -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/twister2-auth.yaml





If you are not going to use the default namespace, download the above yaml file,
change the namespace field value to a namespace value that your users will use to submit Twister2 jobs.
Then, execute the following command:

    $ kubectl create -f /path/to/file/twister2-auth.yaml








Deploying Twister2 Dashboard

Twister2 Dashboard enables users to monitor their jobs through a web browser.
Installing this dashboard is not mandatory for running Twister2 jobs.
A single instance of the Dashboard is deployed to monitor all jobs.

If you are using default namespace, then you can deploy Twister Dashboard as:

    $ kubectl create -f https://raw.githubusercontent.com/DSC-SPIDAL/twister2/master/twister2/config/src/yaml/conf/kubernetes/deployment/twister2-dashboard-wo-ps.yaml





If you are using another namespace, or would like to change a parameter of Dashboard,
then you can download this file, change the desired parameter value
and execute the create command on the modified file.


Accessing Dashboard

You can access Twister2 Dashboard through your web browser.

But, first you must start the proxy with the command:

    $ kubectl proxy





Then, access Twister2 Dashboard at the following URL:

    http://localhost:8001/api/v1/namespaces/default/services/http:twister2-dashboard:/proxy/#/





If you are using a namespace other than the default, change namespace value in above URL.
Replace “default” with your namespace.

If you are already running Kubernetes Dashboard with “minikube dashboard” command,
it also starts a proxy. Therefore, instead of starting a separate proxy with “kubectl proxy”,
you can use that proxy. But, that proxy runs in another dynamically assigned port.
You must replace the port number 8001 in the above URL with the port number of that proxy.
You can get the port number from Kubernetes Dashboard url in your browser.






Persistent Storage Settings

Minikube comes with a default Persistent Storage Provisioner.
Twister2 can use this provisioner to save job data.

The storageClass name of this default provisioner is “standard”.
You need to update the value of following parameter in conf/kubernetes/resource.yaml as standard:

    kubernetes.persistent.storage.class = "standard"





If you are using another Persistent Storage Provisioner, please set your storageClass name
as the value of above parameter.

Default Minikube provisioner creates a separate directory for each Twister2 job.
Main directory for the provisioner under the VirtualBox machine is:

    /tmp/hostpath-provisioner/





To check the content of this directory, first ssh into the virtualbox machine,
then go to this directory:

    minikube ssh
    cd /tmp/hostpath-provisioner/





You will see a directory created for each running twister2 job.
The directory name should be something like: pvc-1e2faca6-2c62-415a-a7ea-88db4b1caa8a

When the job completes and its resources deleted, this directory will also be deleted.




Modifying Twister2 Core Components

If you want to modify Twister2 core components, you need to build Twister2 Docker image.
Please consult Building Docker Image for Kubernetes
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Installing Twister2 on Nomad

Nomad is a flexible container management tool that enables easy deployment of containerized or legacy applications.  As in other resource schedulers, Nomad abstracts away machines and locations, enabling users to declare what to run while Nomad handles where and how to run them.

In order to run twister2 jobs using Nomad, you need to have Nomad  installed on your cluster.


	Persistent Storage Settings: This is optional. You can set up persistent storage only if you want to use.


	Providing Rack and Datacenter information: This is required only if you want Twister2 to perform rack and data center aware scheduling.


	Job Package Uploader Settings: This is required only if you want to upload the job package through a web server.


	Required Configuration Parameters: There are some parameters that should be set.


	Deploying Twister2 Dashboard: This option is not required but a recommended step to monitor Twister2 jobs on Nomad clusters.







Deploying Twister2 Dashboard

Twister2 Dashboard enables users to monitor their jobs through a web browser.
It is not mandatory. A single instance of the Dashboard runs in each cluster.




Persistent Storage Settings

Twister2 expects that either a Persistent Storage Provisioner or statically configured PersistentVolume exists in the cluster. Our Nomad system uses NFS for persistent storage to store logs and outputs of twister2 jobs.

You have to set the following parameters in client.yaml config file in order to use NFS.

    # nfs server address
    nfs.server.address: "149.165.150.81"
    
    # nfs server path
    nfs.server.path: "/nfs/shared/twister2"








Providing Rack and Datacenter information to Twister2

Twister2 can use rack names and data center names of the nodes when scheduling tasks. There are two ways administrators and users can provide this information.

Through Configuration Files:Users can provide the IP addresses of nodes in racks in their clusters. In addition, they can provide the list of data centers with rack data in them.

Here is an example configuration:

    datacenters.list:
    - dc1: ['blue-rack', 'green-rack']
    - dc2: ['rack01', 'rack02']

    racks.list:
    - blue-rack: ['node01.ip', 'node02.ip', 'node03.ip']
    - green-rack: ['node11.ip', 'node12.ip', 'node13.ip']
    - rack01: ['node51.ip', 'node52.ip', 'node53.ip']
    - rack02: ['node61.ip', 'node62.ip', 'node63.ip']








Job Package Uploader Settings

When users submit a job to Nomad master, they first need to transfer the job package to workers. Submitting client packs all job related files into a tar file. This archive files needs to be transferred to each worker that will be started. This transfer is done through a web server in Nomad.
To do this there should be a web server running in the cluster. In addition, job submitting client must have write permission to that directory. Workers download the job package from this web server. You need to specify the web server directory and address information the uploader.yaml file.

 # the directory where the file will be uploaded, make sure the user has the necessary permissions
 # to upload the file here.
 twister2.uploader.directory: "/var/www/html/twister2/nomad/"
 
 # This is the scp command options that will be used by the uploader, this can be used to
 # specify custom options such as the location of ssh keys.
 twister2.uploader.scp.command.options: "--chmod=+rwx"
 
 # The scp connection string sets the remote user name and host used by the uploader.
 twister2.uploader.scp.command.connection: "root@149.165.150.81"
 
 # The ssh command options that will be used when connecting to the uploading host to execute
 # command such as delete files, make directories.
 twister2.uploader.ssh.command.options: ""
 
 # The ssh connection string sets the remote user name and host used by the uploader.
 twister2.uploader.ssh.command.connection: "root@149.165.150.81"
 
 # this is the method that workers use to download the core and job packages
 # it could be  LOCAL,  HTTP, HDFS, ..
 twister2.uploader.download.method: "HTTP"
 
 # The following two parameters are required for system to locate and use the core and job packages prepared for twister2 if HTTP method is used. 
 
 twister2.job.package.url: "http://149.165.150.81:8082/twister2/nomad/twister2-job.tar.gz"
  twister2.core.package.url: "http://149.165.150.81:8082/twister2/nomad/twister2-core-0.2.2.tar.gz"
 








Required Configuration Parameters

The following parameters is used to set the address of the Nomad master. If you have it installed on your local machine then use localhost:4646 as an address.

# The URI of Nomad master
twister2.nomad.scheduler.uri: "http://149.165.150.81:4646"





This parameter is used to locate the core package of twister2. This location should have read and write permissions for the user running twister2 jos.

# path to the system core package
twister2.system.package.uri: "${TWISTER2_DIST}/twister2-core-0.2.2.tar.gz"








Running Jobs


Submit a job

In order to submit a job, the following command can be used

  ./bin/twister2 submit nomad job-type job-file-name job-class-name [job-args]





For example here is a command to run HelloWorld example.

./bin/twister2 submit nomad jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8








Log files

In order to view the logs of the nomad agent use the command.

  ./bin/twister2-nomad logs [the allocation id of the task]








Nomad UI

You can go to the web ui of your currently installed nomad scheduler. Which is at http://ip_address:4646




Job Logs

You can see the job output either from Nomad Dashboard website or persistent logs if enabled.
The workers in HelloWorld job prints a log message and sleeps 1 minutes before exiting.
So the user can check Nomad Dashboard website(http://ip_address:4646) for worker log messages.

You can also check the log files from persistent storage if persistent storage is enabled.
You need to learn the persistent logging directory of your storage provisioner in order to do that.




Killing a Twister2 Job

While some jobs automatically complete when they finish execution (ex: batch jobs),
some other jobs may continually run (ex: streaming jobs). Some jobs may also stuck or take a long time to finish.
You can use the following command to kill it.

  kill $(ps ax | grep NomadWorkerStarter | awk '{print $1}')








Job Names

We are using job names as labels. Job names should consist of lower case alphanumeric characters and dash(-) only. Their length can be 50 chars at most.
If job names do not conform to these rules, we automatically change them to accommodate those rules. We use the changed names as job names.
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Running Jobs

Nomad implementation is experimental at the moment. With this implementation, twister2 can use the
Nomad [https://www.nomadproject.io/] scheduler to manage a job.


Starting Nomad

First we need to start Nomad. We are shipping nomad binary with Twister2 to make it easy to run Nomad.
That binary is called twister2-nomad and can be found in bin directory. Lets start a development version
of Nomad.

  ./bin/twister2-nomad agent -dev








Submit a job

In order to submit a job, the following command can be used

  ./bin/twister2 submit nomad job-type job-file-name job-class-name [job-args]





For example here is a command to run HelloWorld example.

./bin/twister2 submit nomad jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8








Log files

In order to view the logs of the nomad agent use the command.

  ./bin/twister2-nomad logs [the allocation id of the task]








Useful commands

If something bad happens and we cannot Kill workers, we can use the command below.

  kill $(ps ax | grep NomadWorkerStarter | awk '{print $1}')








Nomad UI

You can use Nomad UI to see the jobs running. Run

./bin/twister2-nomad ui
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The Slurm mode of deployment is suitable for HPC clusters where Slurm is installed.




Requirements

The nodes running the jobs must be able to SSH into each other without requiring a password. Also
Slurm mode uses OpenMPI for running the jobs and cannot use the TCP at the moment.




Running Jobs

In order to run a job you can use the following command

twister2 submit slurm job-type job-file-name job-class-name [job-args]





Here is an example command

./bin/twister2 submit slurm jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





In this mode, the job is killed immediately when you terminate the client using Ctrl + C.




Installing OpenMPI

When you compile Twister2, it builds OpenMPI 4.0.1 version with it. This version is
used by Twister2 for its standalone deployment by default.

You can use your own OpenMPI installation when running the jobs. In order to do that, you
need to change the following parameter found in conf/slurm/resource.yaml to point to your OpenMPI installation.

# mpi run file, this assumes a mpirun that is shipped with the product
# change this to just mpirun if you are using a system wide installation of OpenMPI
# or complete path of OpenMPI in case you have something custom
twister2.resource.scheduler.mpi.mpirun.file: "twister2-core/ompi/bin/mpirun"





You can follow the compiling guide to get instructions on how to install and configure OpenMPI.




How it works

Slurm uses OpenMPI to start the job. Underneath it uses mpirun command to execute the job. You can change the parameters
of mpirun inside the conf/slurm/mpi.sh script.
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The standalone mode of deployment is the easiest way to deploy a Twister2 application.




Requirements

The nodes running the jobs must be able to SSH into each other without requiring a password.




Running Jobs

In order to run a job you can use the following command

twister2 submit standalone job-type job-file-name job-class-name [job-args]





Here is an example command

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





In this mode, the job is killed immediately when you terminate the client using Ctrl + C.




Configurations

You can configure the nodes by editing the nodes file found under conf/standalone/nodes.

Here enter the the node address and the number of worker you can run on each of them.

By default we ship the following nodes file.

localhost slots=16





Here it says we can run up to 16 workers in the local machine. You can add more machines with their capacity
to this file in order to run the job on them.




Installing OpenMPI

When you compile Twister2, it builds OpenMPI 4.0.1 version with it. This version is
used by Twister2 for its standalone deployment by default.

You can use your own OpenMPI installation when running the jobs. In order to do that, you
need to change the following parameter found in conf/standalone/resource.yaml to point to your OpenMPI installation.


default configuration

# mpi run file, this assumes a mpirun that is shipped with the product
# change this to just mpirun if you are using a system wide installation of OpenMPI
# or complete path of OpenMPI in case you have something custom
twister2.resource.scheduler.mpi.mpirun.file: "twister2-core/ompi/bin/mpirun"








configuration pointing to separate OpenMPI installation

Note: mpirun command is in the PATH environment variable.

# mpi run file, this assumes a mpirun that is shipped with the product
# change this to just mpirun if you are using a system wide installation of OpenMPI
# or complete path of OpenMPI in case you have something custom
twister2.resource.scheduler.mpi.mpirun.file: "mpirun"





Make sure to set the LD_LIBRARY_PATH variable to the lib directory of the OpenMPI installation as well.

You can follow the compiling document to get instructions on how to install and configure OpenMPI.






How it works

Standalone uses OpenMPI to start the job. Underneath it uses mpirun command to execute the job. You can change the parameters
of mpirun inside the conf/standalone/mpi.sh script.




Deploying and Running on a MPI cluster

Follow the Guide on Running an MPI Cluster within a LAN [http://mpitutorial.com/tutorials/running-an-mpi-cluster-within-a-lan/] to setup your MPI cluster.

Twister2 when running in standalone mode, picks the hostfile [https://www.open-mpi.org/faq/?category=running#mpirun-hostfile] from conf/standalone/nodes

Twister2 by default assumes that all the nodes in MPI cluster have access to a NFS(Network File System) [https://en.wikipedia.org/wiki/Network_File_System]
This default behaviour can be changed by setting twister2.resource.sharedfs of conf/standalone/resource.yml to false


Troubleshooting common errors


	Make sure you are running the same MPI version in all nodes.


	Make sure your executables are residing at the same location on all nodes


	If you have multiple network interfaces in each node, make sure you specify which interfaces [https://www.open-mpi.org/faq/?category=tcp#tcp-connection-errors] to use by specifying them explicitly
in conf/standalone/bootstrap.sh and conf/standalone/mpi.sh
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This section contains resources for developers of the project.


	Debugging


	Testing


	Setting up Developer Environment


	FAQ


	Contributors
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Because Twister2 is a distributed framework debuging the code to pin point bugs can be challenging.
The guide below describes how you can debug the Twister2 using a remote debugger. This guide is for
debugging on your locally machine. There may be other steps that you need to take if you are debugging
an Twister2 which is running in a different server or machine.




Editing the scripts

In the distribution you will find a conf folder. Under the conf folder you will see separate
directories for each type of resource managers that are supported. If you are running on your local
machine you would most probably be using  standalone. Which means you are running your application
with a command like below (which is for the hello world example)

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





Notice that it has submit nodempi which indicate that you are using the standalone resource
allocation mechanism. Once you go into the standalone folder (The folder structure and the files
should be the same for each resource manager), you will see a file nameed exp.sh. This file has
the following segment of script in it.

if [ $OMPI_COMM_WORLD_RANK = "0" ]; then
    profile=-agentpath:/home/supun/tools/jprofiler7/bin/linux-x64/libjprofilerti.so=port=8849,nowait
    debug=-agentlib:jdwp=transport=dt_socket,server=y,suspend=y,address=5006
fi

profile=
debug=





In order to debug the code just comment out the line debug=. Another thing to note that is the
line $OMPI_COMM_WORLD_RANK = "0", this line states that the debugger will be applied to the
worker that has rank ‘0’. For example if you are running an application which runs 4 worker instances
they will be numbered (given ranks) from 0 to 3. Since the value is set to ‘0’ you will debugging the
zeroth worker. If you want to debug some other worker you can change the value to what you want.




Configuring your IDE

After the scripts have been properly edited you need to setup an remote debugger on your preferred
IDE. The explanation below is based in Intellij IDEA. Under Run you can go to Edit Configurations
and click the + sign and select the remote debugger option. There you will see a line
similar to the following

-agentlib:jdwp=transport=dt_socket,server=y,suspend=n,address=5006





make sure the address variable has the same value as the address variable in the exp.sh script
that was mentioned above.




Start Debugging

Once all the configurations are set. Start the Twister2 application. After a little while the application
will hang waiting for you to start the debugger. Then you can start the debugger in your IDE and it will
attach to the Twister2 application.




Debugging the driver program

In order to debug the driver program the following configuration in the client.yaml file can be un-commented.

# twister2.client.debug: '-agentlib:jdwp=transport=dt_socket,server=y,suspend=y,address=5006'





This will start a remote debugging sesion and you can connect your IDE to 5006 port.
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We are using IntelliJ idea for development of the project. So it is well supported at the moment. We have recently added support for Eclipse. Please note that it is still being tested.

Before setting up the development environment, we need to build the project. We provide scripts to build IntelliJ and Eclipse projects.




IntelliJ Idea

  ./scripts/setup-intellij.sh





This will setup an intellij idea project and now you can open that project from IntelliJ.




Eclise

  ./scripts/setup-eclipse.sh









          

      

      

    

  

  
    
    id: faq title: FAQ sidebar_label: FAQ
    

    
 
  

    
      
          
            
  


id: faq
title: FAQ
sidebar_label: FAQ




How can I configure my IDE to work with Twister2

After cloning Twister2 source to your workstation, run crips/setup-intellij.sh if you are using IntelliJ or scripts/setup-eclispe.sh if you are using Eclipse. This will generate IDE specific project metadata files in the root directory of the project.




How can I add a new maven dependency to the project

Specify your library in WORKSPACE file using maven_jar rule.

maven_jar( name = "my_new_dependency", artifact = "com.my.dep:my-lib:0.4.0" )

Specify your newly added dependency in relevant BUILD file as follows, to associate it with java library that you are working on.

java_library( name = "my-library", srcs = glob(["**/*.java"]), deps = ["@my_new_dependency//jar"], )

To make suggestions available within your IDE, clean project metadata files(.iml or .project) and re-run scrips/setup-intellij.sh if you are using IntelliJ or scripts/setup-eclispe.sh if you are using Eclipse.
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For a developer, writing test cases is vital. In Twister2 development with bazel build, here is how
to setup a test package in your module.



NOTE

The task API test bench is already created. So try it for a different module or your own module.



Let’s take an example of creating a test bench for task api.

The package for this is twister2/task




Step 1

Create a tests folder called test within the module that you want to create the
tests.




Step 2

Within the tests folder create a folder called java.




Step 3

Inside java folder, create a BUILD (a textfile) file




Step 4

In the same level of BUILD file, create another folder with the expected package name
for including test classes.




Step 5

Create any necessary sub packages and include java classes for tests.

After completing Step 1 to 5, for instance the following folder structure will be an example
output.

twister2/task
├── src
└── tests
    └── java
        ├── BUILD
        └── edu.iu.dsc.tws.task
            └── test
                └── Hello.java








Step 6

Adding content BUILD file. Depending on the module, pick the relevant dependencies to fit in the
bazel build file and include these additional dependencies to support Junit testing.

        "//third_party/java:junit4",
        "//third_party/java:mockito",
        "//third_party/java:powermock",








Step 7

Create a test class called “Hello.java” (without quotes). Then add the test classes in the build
as follows.

package edu.iu.dsc.tws.task.test;

import org.junit.Test;

public class Hello {

  @Test
  public void hello() {
    System.out.println("Hello Task");
  }

}





java_tests(
    test_classes = [
        "edu.iu.dsc.tws.task.test.Hello",
    ],
    runtime_deps = [
        ":task-tests",
    ],
)





Overall BUILD file should take the following shape. (Dependencies can be dependable on what module
you’re working on)

load("//tools:rules/java_tests.bzl", "java_tests")

java_library(
    name = "task-tests",
    srcs = glob(["**/*.java"]),
    deps = [
        "//third_party:ompi_javabinding_java",
        "//third_party/java:junit4",
        "//third_party/java:mockito",
        "//third_party/java:powermock",
        "//twister2/common/src/java:common-java",
        "//twister2/comms/src/java:comms-java",
        "//twister2/data/src/main/java:data-java",
        "@com_esotericsoftware_kryo//jar",
        "@com_google_guava_guava//jar",
        "@org_apache_commons_commons_lang3//jar",
        "@org_yaml_snakeyaml//jar",
    ],
)

java_tests(
    test_classes = [
        "edu.iu.dsc.tws.task.test.Hello",
    ],
    runtime_deps = [
        ":task-tests",
    ],
)








Step 8

Set up this for the IDE. For supporting Intellij IDEA, you need to run the following script within
the twister2 cloned project.

./scripts/setup-intellij.sh





This will create and make the test bench compatible with the IDE. After the initial setup, you
can add test classes the same way you’re doing it.

You’re all set to do unit testing.




Running Unit Tests

As Bazel is our build tool, this is how to run the tests.

You can specify your test class and run it quite easily as same as you do with Maven.
For now IntelliJ doesn’t have a inbuilt Bazel unit testing support.

bazel test --config=ubuntu twister2/task/tests/java:Hello





It will give a sample output like this

INFO: Build completed successfully, 4 total actions
//twister2/task/tests/java:Hello                                         PASSED in 0.3s

Executed 1 out of 1 test: 1 test passes.
INFO: Build completed successfully, 4 total actions
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There are many examples developed to demonstrate the capabilities of Twister2.


	Collective Communication Examples


	Collective Task Examples


	Wordcount Examples


	IterativeJob Examples


	MultiStage Examples


	Tera Sort


	Stream Windowing


	Benchmark Suite


	TSet


	Connected Dataflow
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Twister2 has a basic benchmark suite to test and verify communication and task layers. Benchmark suite can be configured to automatically run twister2 examples with all possible combinations of a predefined set of parameters, which will be useful to perform performance tests. At the end of each iteration, it will generate a CSV report including all the observations including, configuration parameters, durations, output verification status etc.

The benchmark suite is located at util/test folder and you can define your own benchmarks inside the util/test/tests directory.




Running benchmarks

You can start benchmark suite as follows.

python launcher.py

This will analyze util/test/tests for predefined benchmarks (.json files) and spawn twister2 standalone mode with different parameter configurations to record timing etc.




Running a selected set of benchmarks

Instead of running everything, you may also run a selected set of benchmarks as follows

python launcher.py benchmark_id1,benchmark_id2

This will execute only the definitions having id benchmark_id1 and benchmark_id2




Configuring Benchmarks


base.json

This file holds the main configuration parameters and entry points.

{
  "jarRootDir": "Root Directory to search for JAR containing the twister2 job ",
  "t2Bin": "pointer to twister2 bin/twister2 executable",
  "jdk": "pointer to jdk or jvm"
}








Defining Benchmarks

The format of a benchmark definition file is as follows.

{
  "id": "communication_base",
  "directory": {
    "relativeToRoot": true,
    "path": ""
  },
  "jar": "libexamples-java.jar",
  "className": "edu.iu.dsc.tws.examples.comms.ExampleMain",
  "args": [
    {
      "id": "itr",
      "name": "Iterations",
      "optional": false,
      "values": {
        "type": "fixed",
        "value": 500
      }
    },
    {
      "id": "workers",
      "name": "Workers",
      "optional": false,
      "values": {
        "type": "fixed",
        "value": 4
      }
    },
    {
      "id": "size",
      "name": "Data Size",
      "optional": false,
      "values": {
        "type": "steps",
        "from": 128,
        "to": 8192,
        "step": 128
      }
    },
    {
      "id": "warmupitr",
      "name": "Warmup Iterations",
      "optional": false,
      "values": {
        "type": "fixed",
        "value": 10
      }
    },
    {
      "id": "stream",
      "name": "Stream",
      "optional": false,
      "values": {
        "type": "none"
      }
    }
  ]
}





| Attribute | Description |
|—|—|
| id | Each definition file should have a globally unique ID|
|directory|Directory for the JAR file. If relativeToRoot is set to true, the location will be considered relative to the jarRootDir from base.json|
|jar|Name of the jar file|
|className|Name of the main class|
|args|Set of arguments to pass into the main method of the main class |


Format of Args

Arguments can be defined as a json object.

{
  "id": "itr",
  "name": "Iterations",
  "optional": false,
  "values": {
    "type": "fixed",
    "value": 500
   }
}





| Attribute | Description |
|—|—|
|id|Each argument should has a unique id relative the current benchmark definition. This will be used as an argument flag when invoking jar file. For example, above abutment will be passed as  java -jar jarfile.jar -itr 500|
|name|This name will be used as the column of the final CSV file|
|optional|Indicate whether this argument is optional or not. If an argument is optional, suite will run a set of iterations with all possible values for this argument, and also it will run another set of iterations without this argument|
|values|Definition of possible values for this argument|




Format of values object

Possible values for an argument can be defined as json object as follows.

{
  "type": "fixed",
  "value": 500
}






Types of values

Currently twister2 benchmark suite supports following types of argument values definitions.


	fixed




In fixed type, this argument will be always passed as a constant to the jar.


	array




{
      "id": "stages",
      "name": "Stages",
      "optional": false,
      "values": {
        "type": "array",
        "array": [
          "1,8"
        ]
      }
    }





In array type, you may define a set of possible values as shown in above example.


	Steps




{
      "id": "size",
      "name": "Data Size",
      "optional": false,
      "values": {
        "type": "steps",
        "from": 0,
        "to": 15,
        "step": 5
      }
    }





In steps type, benchmark suite will generate a set of possible values based on the from,to and step defined. For example, for above configuration, the possible values will be 0,5,10,15.


	None




{
      "id": "verify",
      "name": "Verify",
      "optional": false,
      "values": {
        "type": "none"
      }
    }





In none type, argument will be specified without any value. For example, above argument will be passed as follows.

java -jar jarname.jar -verify -anotherFlag 1200












Defining child benchmarks

You can define a child benchmark as follows to inherit all the properties from it’s parent.

{
  "id": "one_to_many_base",
  "parent": "communication_base",
  "args": [
    {
      "id": "stages",
      "name": "Stages",
      "optional": false,
      "values": {
        "type": "array",
        "array": [
          "1,8"
        ]
      }
    }
  ]
}





{
  "id": "comms_bcast",
  "parent": "one_to_many_base",
  "resultsFile": "comms_bcast.csv",
  "args": [
    {
      "id": "op",
      "name": "Operation",
      "optional": false,
      "values": {
        "type": "fixed",
        "value": "\"bcast\""
      }
    }
  ]
}





In above example, one_to_many_base inherits everything from it’s parent and define an additional argument stages. Similarly comms_bcast inherits all the properties from both one_to_many_base  and communication_base.

If benchmark suite detects a json configuration as a parent for another definition, it won’t run it. Only the root or child definitions will be executed.




Benchmark Report

Benchmark suits generates a CSV report file including a summary of results as follows

Verified,Workers,Data Size,Stages,Warmup Iterations,Stream,Operation,Total Time (ns),Iterations,Average Time (ns),
Not Performed,128,128,1/8,10000,true,bcast,4.5086668E8,50000,53795.60888,
Not Performed,128,128,1/8,10000,true,bcast,2.81520047E8,50000,33020.64082,
Not Performed,128,256,1/8,10000,true,bcast,3.68366037E8,50000,50965.56262,
Not Performed,128,128,1/8,10000,true,bcast,4.99461148E8,50000,71344.79224,
Not Performed,128,128,1/8,10000,true,bcast,2.59625461E8,50000,37043.11802,
Not Performed,128,128,1/8,10000,true,bcast,3.98053658E8,50000,50565.40946,
Not Performed,128,256,1/8,10000,true,bcast,4.30750903E8,50000,46554.4231,
Not Performed,128,384,1/8,10000,true,bcast,4.36714506E8,50000,57960.8657,
Not Performed,128,128,1/128,10000,true,bcast,1.6876045679E10,50000,1269817.83494,
Not Performed,128,128,1/128,10000,true,bcast,2.3365182376E10,50000,1814343.599,
Not Performed,128,256,1/128,10000,true,bcast,1.1952036204E10,50000,970323.24592,
Not Performed,128,384,1/128,10000,true,bcast,1.9385305632E10,50000,1499072.71986,
Not Performed,128,512,1/128,10000,true,bcast,3.7422337696E10,50000,2900719.07566,
Not Performed,128,640,1/128,10000,true,bcast,2.9975160264E10,50000,2347069.67854,
Not Performed,128,768,1/128,10000,true,bcast,1.8697905574E10,50000,1455182.97132,
Not Performed,128,896,1/128,10000,true,bcast,2.2884656927E10,50000,1800624.62124,
Not Performed,128,1024,1/128,10000,true,bcast,1.73158645221E11,50000,1.336154577186E7,
Not Performed,128,1152,1/128,10000,true,bcast,1.89358183229E11,50000,1.449971312012E7,
Not Performed,128,1280,1/128,10000,true,bcast,1.73612895419E11,50000,1.33740494506E7,
Not Performed,128,1408,1/128,10000,true,bcast,1.83786012116E11,50000,1.39499546007E7,
Not Performed,128,1536,1/128,10000,true,bcast,1.76920346997E11,50000,1.353325271198E7,
Not Performed,128,1664,1/128,10000,true,bcast,1.69401352936E11,50000,1.293049998288E7,
Not Performed,128,1792,1/128,10000,true,bcast,1.74388799268E11,50000,1.341673140952E7,
Not Performed,128,1920,1/128,10000,true,bcast,1.76224134556E11,50000,1.347409234638E7,
Not Performed,128,2048,1/128,10000,true,bcast,1.75166737863E11,50000,1.339366238642E7,
Not Performed,128,2176,1/128,10000,true,bcast,1.7915152928E11,50000,1.38268006356E7,
Not Performed,128,2304,1/128,10000,true,bcast,1.77446562244E11,50000,1.350657902412E7,
Not Performed,128,2432,1/128,10000,true,bcast,1.85446124998E11,50000,1.409667511456E7,
Not Performed,128,2560,1/128,10000,true,bcast,1.69902418899E11,50000,1.307200768156E7,
Not Performed,128,2688,1/128,10000,true,bcast,1.71713292617E11,50000,1.32171850037E7,
Not Performed,128,2816,1/128,10000,true,bcast,1.82236393547E11,50000,1.394721483284E7,
Not Performed,128,2944,1/128,10000,true,bcast,1.73751822497E11,50000,1.333692961452E7,
Not Performed,128,3072,1/128,10000,true,bcast,1.72964932955E11,50000,1.328497429018E7,
Not Performed,128,3200,1/128,10000,true,bcast,1.71224095728E11,50000,1.3114826647E7,
Not Performed,128,3328,1/128,10000,true,bcast,1.70843410688E11,50000,1.310339248622E7,
Not Performed,128,3456,1/128,10000,true,bcast,1.7150750965E11,50000,1.314770285628E7,
Not Performed,128,3584,1/128,10000,true,bcast,1.74626979591E11,50000,1.336732442114E7,
Not Performed,128,3712,1/128,10000,true,bcast,1.80190296977E11,50000,1.375548090648E7,
Not Performed,128,3840,1/128,10000,true,bcast,1.79574792176E11,50000,1.383994504508E7,
Not Performed,128,3968,1/128,10000,true,bcast,1.79097113554E11,50000,1.367853750884E7,
Not Performed,128,4096,1/128,10000,true,bcast,1.74005847105E11,50000,1.34263681024E7,
Not Performed,128,4224,1/128,10000,true,bcast,1.69580633743E11,50000,1.300204078868E7,
Not Performed,128,4352,1/128,10000,true,bcast,1.76287896741E11,50000,1.354152601874E7,
Not Performed,128,4480,1/128,10000,true,bcast,1.77422663273E11,50000,1.359743743042E7,
Not Performed,128,4608,1/128,10000,true,bcast,1.81560221177E11,50000,1.374463961932E7,
Not Performed,128,4736,1/128,10000,true,bcast,1.70653419718E11,50000,1.321157439444E7,
Not Performed,128,4864,1/128,10000,true,bcast,1.90143780921E11,50000,1.456616376296E7,
Not Performed,128,4992,1/128,10000,true,bcast,1.79797283787E11,50000,1.376495798572E7,
Not Performed,128,5120,1/128,10000,true,bcast,1.82882980189E11,50000,1.403814442386E7,
Not Performed,128,5248,1/128,10000,true,bcast,1.71194273169E11,50000,1.31500986017E7,
Not Performed,128,5376,1/128,10000,true,bcast,1.85176077644E11,50000,1.416959453758E7,
Not Performed,128,5504,1/128,10000,true,bcast,1.75630636979E11,50000,1.344816410238E7,
Not Performed,128,5632,1/128,10000,true,bcast,1.7688980708E11,50000,1.361641127542E7,
Not Performed,128,5760,1/128,10000,true,bcast,1.85891226524E11,50000,1.41107273382E7,
Not Performed,128,5888,1/128,10000,true,bcast,1.66559523798E11,50000,1.290325805284E7,
Not Performed,128,6016,1/128,10000,true,bcast,1.696966135E11,50000,1.310402980322E7,
Not Performed,128,6144,1/128,10000,true,bcast,1.71307400657E11,50000,1.319417248508E7,
Not Performed,128,6272,1/128,10000,true,bcast,1.81544589866E11,50000,1.394469652278E7,
Not Performed,128,6400,1/128,10000,true,bcast,1.73488839245E11,50000,1.332507358708E7,
Not Performed,128,6528,1/128,10000,true,bcast,1.7253211491E11,50000,1.331324542574E7,
Not Performed,128,6656,1/128,10000,true,bcast,1.71052421773E11,50000,1.321165804286E7,
Not Performed,128,6784,1/128,10000,true,bcast,1.79829879959E11,50000,1.373182876798E7,
Not Performed,128,6912,1/128,10000,true,bcast,1.77407712583E11,50000,1.367942826112E7,
Not Performed,128,7040,1/128,10000,true,bcast,1.80916317835E11,50000,1.387490513422E7,
Not Performed,128,7168,1/128,10000,true,bcast,1.71001136418E11,50000,1.315990850176E7,
Not Performed,128,7296,1/128,10000,true,bcast,1.71847101521E11,50000,1.30961725418E7,
Not Performed,128,7424,1/128,10000,true,bcast,1.70631525264E11,50000,1.316232779922E7,
Not Performed,128,7552,1/128,10000,true,bcast,1.7076477131E11,50000,1.311049186548E7,
Not Performed,128,7680,1/128,10000,true,bcast,1.71493613448E11,50000,1.325231329484E7,
Not Performed,128,7808,1/128,10000,true,bcast,1.8272220511E11,50000,1.402612898148E7,
Not Performed,128,7936,1/128,10000,true,bcast,1.67156797644E11,50000,1.292076095258E7,
Not Performed,128,8064,1/128,10000,true,bcast,1.81723512055E11,50000,1.395780516188E7,
Not Performed,128,8192,1/128,10000,true,bcast,1.76410927699E11,50000,1.365974788318E7,










Timing your benchmarks

If you want to write your own benchmark, you can use twister’s timing utilities as follows.

Before recording anything, initialize the timers with the proffered unit.

Timing.setDefaultTimingUnit(TimingUnit.NANO_SECONDS);





You can either use nano seconds or mili seconds to track running durations.

To mark the time at a certain point, call Timing.mark() as follows.

Timing.mark(BenchmarkConstants.TIMING_ALL_RECV, timingCondition);





timingCondition is a boolean shortcut to avoid unnecessary if else statements. For example, if you only need to record timing in worker 0, instead of doing,

if(workerId ==0){
  //mark timing
}





you may simply pass that to the timing condition.

Timing.mark(BenchmarkConstants.TIMING_ALL_RECV, workerId==0);






Taking the differences and averages of times

for(int i=0;i<10;i++){
  Timing.mark("start", timingCondition);
  //time consuming operation
  Timing.mark("end", timingCondition);
}





Since both start and end flags will be recorded for 10 times, you can take the average runtime for a single iteration as follows.

Timing.averageDiff("start", "end", timingCondition)





If you need the values of each individual iteration, you may use diffs() method which returns a List of differences.

Timing.diffs("start", "end", timingCondition)










Recording the results of benchmarks

To record and write the results of your benchmark, you may use edu.iu.dsc.tws.examples.utils.bench.BenchmarkResultsRecorder. For more usage examples, refer twister2 communication and tasks examples.
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Communication Examples

Communication examples demonstrate the usage of communication API. The communication API has the
capability of creating the communication among the tasks by abstracting the communication logic to
the API users. Basically, the communication layer does the job of creating the communication of the
tasks in the task graph based on the user description. Communication API supports a simple thread model
to spawn the processes to run the the tasks using built communication. The communication logic is visible
to the users when the communication API is used. Twister2 has the modular structure for supporting
the developer’s need. They can plug in the Twister2:Net to support the communication in the projects
without using the other layers in Twister2. In the communication examples we demonstrate how to create
the following collective communications.


Twister2 Collective Communications


	Reduce


	Allreduce


	Gather


	AllGather


	KeyedReduce


	KeyedGather


	Broadcast


	Partition


	KeyedPartition




After building the project, you can run the batch mode examples as follows.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr <iterations> -workers <workers> -size <data_size> -op "<operation>" -stages <source_parallelsim>,<sink_parallelism> -<flag> -verify






Running Option Definitions


	itr : integer number which provides the number of iterations which the application must run


	workers : Number of workers needed for the application


	data_size : size of the array that is being passed. In the examples, we generate an array specified by this size


	op : Collective operation type:


	reduce


	allreduce


	gather


	allgather


	keyed-reduce


	keyed-gather


	bcast


	partition


	keyed-partition






	stages : has two params


	source_parallelism : depending on the collective communication that you prefer select this number


	sink_parallelism : depending on the collective communication that you prefer select this number
Example : For reduce communication it can be 4,1 as sink has to be a single point of receive in the reduction
process and source has more data generating points.






	flag : for a batch job this flag must be empty, if it is an streaming job, -stream would state the flag.


	verify : -verify flag does the verification of the collective operation. This is an optional parameter.







Communication Example Structure

The main component of the example is in the compute method of each example class.
Initially, a task plan is created

 protected void compute(WorkerEnvironment workerEnv) {
    TaskPlan taskPlan = Utils.createStageTaskPlan(config, resourcePlan,
        jobParameters.getTaskStages(), workerList);

    Set<Integer> sources = new HashSet<>();
    Integer noOfSourceTasks = jobParameters.getTaskStages().get(0);
    for (int i = 0; i < noOfSourceTasks; i++) {
      sources.add(i);
    }
    int target = noOfSourceTasks;
    // create the communication
    reduce = new BReduce(communicator, taskPlan, sources, target,
        new ReduceOperationFunction(Op.SUM, MessageType.INTEGER), new FinalSingularReceiver(),
        MessageType.INTEGER);

    Set<Integer> tasksOfExecutor = Utils.getTasksOfExecutor(workerId, taskPlan,
        jobParameters.getTaskStages(), 0);
    for (int t : tasksOfExecutor) {
      finishedSources.put(t, false);
    }
    if (tasksOfExecutor.size() == 0) {
      sourcesDone = true;
    }

    if (!taskPlan.getChannelsOfExecutor(workerId).contains(target)) {
      reduceDone = true;
    }

    LOG.log(Level.INFO, String.format("%d Sources %s target %d this %s",
        workerId, sources, target, tasksOfExecutor));
    // now initialize the workers
    for (int t : tasksOfExecutor) {
      // the map thread where data is produced
      Thread mapThread = new Thread(new MapWorker(t));
      mapThread.start();
    }
  }





First step is to create the task plan and the workers associated with the example
configuration is provided.

 TaskPlan taskPlan = Utils.createStageTaskPlan(config, resourcePlan,
        jobParameters.getTaskStages(), workerList);





Then we need to provide the collective communication type that is going to be used.
Along with the final data receiver setting and the data types used in the messaging.

 reduce = new BReduce(communicator, taskPlan, sources, target,
        new ReduceOperationFunction(Op.SUM, MessageType.INTEGER), new FinalSingularReceiver(),
        MessageType.INTEGER);





The rest of the logic included in the example, is designed to identify the tasks which have
finished the communication and execution of the tasks. This logic is being encapsulated in
the task layer examples which are in a very simple format. Through out the collective communication
examples, the main changing component is the collective communication defining section.






Batch Examples


Reduce Example

In the reduction operation, we need specify which kind of mathematical operation that
we are expecting to run, in this case the summation is considered for a integer data set
generated by the program itself. In the following code snippet, the reduction based
communication is built based on the user inputs when running the application.

    reduce = new BReduce(communicator, taskPlan, sources, target,
        new ReduceOperationFunction(Op.SUM, MessageType.INTEGER), new FinalSingularReceiver(),
        MessageType.INTEGER);





Running a reduction operation on an array of size 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "reduce" -stages 8,1 -verify





Communication based Batch Reduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BReduceExample.java]




AllReduce Example

In the allreduce operation the example is very similar with the reduce example, but the only change
is the number of stages. The stages in allreduce must obey the condition that source parallelism
and sink parallelism must be equal.

The communication defining section is as follows,

 reduce = new BAllReduce(communicator, taskPlan, sources, targets,
        new ReduceOperationFunction(Op.SUM, MessageType.INTEGER), new FinalSingularReceiver(),
        MessageType.INTEGER);





Running a allreduction operation on an array of size 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "allreduce" -stages 8,8 -verify





Communication based Batch AllReduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BAllReduceExample.java]




Gather Example

In the gather communication, what happens is the data distributed to multiple points are being
gathered to a single point.

The communication defining section is as follows,

  gather = new BGather(communicator, taskPlan, sources, target,
         MessageType.INTEGER, new FinalReduceReceiver(), false);





Running a gather operation on an array of size 8 with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "gather" -stages 8,1 -verify





Communication based Batch Gather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BGatherExample.java]




AllGather Example

Allgather communication, what happens is the data distributed to multiple points are being
gathered to all the points. So each point will have the data owned by the other points as well.

The communication defining section is as follows,

  gather = new BAllGather(communicator, taskPlan, sources, targets, new FinalSingularReceiver(),
          MessageType.INTEGER);





Running a gather operation on an array of size 8 with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "allgather" -stages 8,8 -verify





Communication based Batch AllGather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BAllGatherExample.java]




Partition Example

In Partition communication, what happens is the data can be distributed to multiple points. So each point will have the data owned by the other points as well.

The communication defining section is as follows,

  partition = new BPartition(communicator, taskPlan, sources, targets,
          MessageType.INTEGER, new PartitionReceiver(), new LoadBalanceSelector(), false);





The partition logic can be selected by the user. In this example, the LoadBalance selector is being
used.

Running a gather operation on an array of size 8 with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "partition" -stages 8,8 -verify





Communication based Batch Partition Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BPartitionExample.java]




KeyedReduce Example

In KeyedReduce communication, the logic is same as the basic reduce operation, but when the data is being keyed
based on a given criteria, the keyed-reduce communication can be used to perform the reduction operation.

The communication defining section is as follows,

   keyedReduce = new BKeyedReduce(communicator, taskPlan, sources, targets,
          new ReduceOperationFunction(Op.SUM, MessageType.INTEGER),
          new FinalBulkReceiver(), MessageType.INTEGER, MessageType.INTEGER,
          new SimpleKeyBasedSelector());





The key selection logic used in this one is the SimpleKeyBasedSelector.

Running a reduction operation on an array of size 8 with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "keyedreduce" -stages 8,1 -verify





Communication based Batch Keyed-Reduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BKeyedReduceExample.java]




KeyedGather Example

In Keyed-Gather communication, the logic is same as the basic gather operation, but when the data is being keyed
based on a given criteria, the keyed-gather communication can be used to perform the gather operation.

The communication defining section is as follows,

       keyedGather = new BKeyedGather(communicator, taskPlan, sources, targets,
           MessageType.INTEGER, MessageType.INTEGER, new FinalReduceReceiver(),
           new SimpleKeyBasedSelector());





The key selection logic used in this one is the SimpleKeyBasedSelector.

Running a reduction operation on an array of size 8 with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "keyedgather" -stages 8,1 -verify





Communication based Batch Keyed-Gather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BKeyedGatherExample.java]




KeyedPartition Example

In Keyed-Partition communication, the logic is same as the basic partition operation, but when the data is being keyed
based on a given criteria, the keyed-partition communication can be used to perform the partition operation.

The communication defining section is as follows,

   partition = new BKeyedPartition(communicator, taskPlan, sources, targets, MessageType.INTEGER,
        MessageType.INTEGER, new PartitionReceiver(), new SimpleKeyBasedSelector());





The key selection logic used in this one is the SimpleKeyBasedSelector.

Running a reduction operation on an array of size 8 with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "keyedpartition" -stages 8,8 -verify





Communication based Batch Keyed-Partition Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BKeyedPartitionExample.java]






Streaming Examples

To run the stream examples for each of the collective communication model, please use the -stream
tag.


Example

Running a reduce streaming example using 4 workers, with a single iteration, source parallelism
as 8 and sink parallelism as one.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -itr 1 -workers 4 -size 8 -op "reduce" -stages 8,1 -verify -stream





You can use the same running commands used for batch examples, but use the -stream tag.
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Task examples demonstrate the task API which has the capability of deploying tasks by abstracting
the communication logic to the API users. Basically, the task layer does the job of creating the
task graph based on the user description and builds the underlying communication. The task API
also supports a thread model which user can select based on preference. Task examples are in two
forms representing batch and stream mode examples. In these examples we address the collective
communication usage with Twister2.




Twister2 Collective Communications


	Reduce


	Allreduce


	Gather


	AllGather


	KeyedReduce


	KeyedGather


	Broadcast


	Partition


	KeyedPartition




After building the project, you can run the batch mode examples as follows. First you need to extract
the twister2-VERSION.tar.gz located within the bazel-bin/scripts/package, if you have already installed
Open MPI separately and not using the project built Open MPI version.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr <iterations> -workers <workers> -size <data_size> -op "<operation>" -stages <source_parallelsim>,<compute_parallelism> -<flag> -verify






Running Option Definitions


	itr : integer number which provides the number of iterations which the application must run


	workers : Number of workers needed for the application


	data_size : size of the array that is being passed. In the examples, we generate an array specified by this size


	op : Collective operation type:


	reduce


	allreduce


	gather


	allgather


	keyed-reduce


	keyed-gather


	bcast


	partition


	keyed-partition






	stages : has to params


	source_parallelism : depending on the collective communication that you prefer select this number


	sink_parallelism : depending on the collective communication that you prefer select this number
Example : For reduce communication it can be 4,1 as sink has to be a single point of receive in the reduction
process and source has more data generating points.






	flag : for a batch job this flag must be empty, if it is an streaming job, -stream would state the flag.


	verify : -verify flag does the verification of the collective operation. This is an optional parameter.




First, you need to create a source and a sink task for the most simple dataflow application in Twister2.

For the batch or stream tasks, the source task and sink task has to be defined. In the example
package we have abstracted the source task in the task abstraction. The source task means
the task which generates the data or act as the entry point for the data flow to the programmer.
In the examples we generate an array of user given size in the source task.

BaseSource g = new SourceTask(edge);
ICompute r = new ReduceSinkTask();





The BaseSource and ICompute are the base level source and sink tasks for batch and streaming mode
applications.

For the source tasks we specify the edge name or the connection name between source and the sink tasks.
If there are multiple edges in a single application, the edge names must be unique.

After creating the source and sink task, depending on the collective operation user must create the
task graph as stated in the following examples. The created source and sink tasks must be added to
the task graph with source and sink names with unique identities.

The following task graph  building refers
to a reduction based example, which will be elaborated in the following sections.

computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
computeConnection.reduce(SOURCE, edge, operation, DataType.INTEGER);








AbstractSingleDataCompute and AbstractIterableDataCompute

The AbstractSingleDataCompute<T> and AbstractIterableDataCompute<Iterator<T>> are the two abstract
classes abstracted from the base class of BaseCompute<T> and BaseCompute<Iterator<T>> which is mainly
used to define the type of data coming from the communication operations either single or an
or an iterator.




Batch Task Graph Examples

The following are the examples of batch processing.


	BTReduceExample


	BTAllGatherExample


	BTAllReduceExample


	BTBroadCastExample


	BTGatherExample


	BTKeyedGatherExample


	BTKeyedReduceExample


	BTPartitionExample


	BTPartitionKeyedExample




Each example explains the batch operation with the respective dataflow communication operations
namely allgather, allreduce, broadcast, gather, keyedgather, keyedreduce, partition, keyedpartition,
and reduce.




Batch Reduce Example

For a reduce, allreduce or keyed-reduce, the operation parameter can be sum, product or division.

In the buildTaskGraph method we specify the task graph that we are going to build. This is a very
simple task graph which has a source and a sink task with a user defined parallelism. The source
task is abstracted from the user in the examples, but in the BenchTaskWorker class, you can see the
SourceTask as the source task for all the batch examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);

    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new ReduceSinkTask();

    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.reduce(SOURCE, edge, Op.SUM, DataType.INTEGER);
    return computeGraphBuilder;
  }





The sink task is abstracted from ReduceCompute<int[]> and the ReduceCompute<T> is abstracted from
AbstractSingleDataCompute<T>.

@SuppressWarnings({"rawtypes", "unchecked"})
  protected static class ReduceSinkTask extends ReduceCompute<int[]> {
    private static final long serialVersionUID = -254264903510284798L;

    private boolean timingCondition;

    private ResultsVerifier<int[], int[]> resultsVerifier;
    private boolean verified = true;

    @Override
    public void prepare(Config cfg, TaskContext ctx) {
      super.prepare(cfg, ctx);
      this.timingCondition = getTimingCondition(SINK, context);
      resultsVerifier = new ReduceVerifier(inputDataArray, ctx, SOURCE, jobParameters);
    }

    @Override
    public boolean reduce(int[] content) {
      Timing.mark(BenchmarkConstants.TIMING_ALL_RECV, this.timingCondition);
      LOG.info(String.format("%d received reduce %d", context.getWorkerId(), context.taskId()));
      BenchmarkUtils.markTotalTime(resultsRecorder, this.timingCondition);
      resultsRecorder.writeToCSV();
      this.verified = verifyResults(resultsVerifier, content, null, verified);
      return true;
    }





Task based Batch Reduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTReduceExample.java]




To Run Batch Reduce Example

Running a reduction operation on a size of 8 array with 4 workers iterating once with source parallelism
of 8 and sink parallelism of 1, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "reduce" -stages 8,1 -verify








Batch AllReduce Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);

    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new AllReduceSinkTask();

    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.allreduce(SOURCE, edge, Op.SUM, DataType.INTEGER);
    return computeGraphBuilder;
  }





The sink task is abstracted from AllReduceCompute<int[]> and the AllReduceCompute<T> is further
abstracted from AbstractSingleDataCompute<T>.

Task based Batch AllReduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTAllReduceExample.java]




To Run Batch AllReduce Example

Running an allreduce operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8, as this is all reduce task. The sink parallelism must be greater than
one, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "allreduce" -stages 8,8 -verify








Batch Gather Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    DataType dataType = DataType.INTEGER;
    String edge = "edge";
    
    BaseSource g = new SourceTask(edge);
    ICompute r = new GatherSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.gather(SOURCE, edge, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from GatherCompute<int[]> and the GatherCompute<T> is further abstracted
from AbstractIterableDataCompute<Tuple<Integer, T>>.

Task based Batch Gather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTGatherExample.java]




To Run Batch Gather Example

Running a gather operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "gather" -stages 8,1 -verify








Batch AllGather Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

 @Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    DataType dataType = DataType.INTEGER;
    
    String edge = "edge";
    ISource g = new SourceTask(edge);
    ICompute r = new AllGatherSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.allgather(SOURCE, edge, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from AllGatherCompute<int[]> and the AllGatherCompute<T> is further abstracted
from  AbstractIterableDataCompute<Tuple<Integer, T>>.

Task based Batch AllGather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTAllGatherExample.java]




To Run Batch AllGather Example

Running a allgather operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "allgather" -stages 8,8 -verify








Batch Broadcast Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

  @Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new BroadcastSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.broadcast(SOURCE, edge);
    return computeGraphBuilder;
  }





The sink task is abstracted from BBroadCastCompute<int[]>  and the BBroadCastCompute<T> is further
abstracted from AbstractIterableDataCompute<T>.

Task based Batch Broadcast Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTBroadCastExample.java]




To Run Batch Broadcast Example

Running a broadcast operation on a size of 8 array with 4 workers iterating once with source parallelism of 1
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "bcast" -stages 1,8 -verify








Batch Partition Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

 @Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    DataType dataType = DataType.INTEGER;
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new PartitionSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.partition(SOURCE, edge, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from BPartitionCompute<int[]> and the BPartitionCompute<T> is further
abstracted from AbstractIterableDataCompute<T>.

Task based Batch Partition Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTPartitionExample.java]




To Run Batch Partition Example

Running a partition operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "partition" -stages 8,8 -verify








Batch KeyedReduce Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelsim = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    Op operation = Op.SUM;
    DataType keyType = DataType.INTEGER;
    DataType dataType = DataType.INTEGER;
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge, true);
    ICompute r = new KeyedReduceSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelsim);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.keyedReduce(SOURCE, edge, operation, keyType, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from BKeyedReduceCompute<Integer, int[]> and the BKeyedReduceCompute<K, T>
is further abstracted from AbstractIterableDataCompute<Tuple<K, T>>.

Task based Batch Keyed-Reduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTKeyedReduceExample.java]




To Run Batch KeyedReduce Example

Running a keyed reduce operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "keyed-reduce" -stages 8,1 -verify








Batch KeyedGather Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

 @Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    DataType keyType = DataType.INTEGER;
    DataType dataType = DataType.INTEGER;
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge, true);
    ICompute r = new KeyedGatherSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.keyedGather(SOURCE, edge, keyType, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from BKeyedGatherCompute<Integer, int[]> and the BKeyedGatherCompute<K, T>
is further abstracted from AbstractIterableDataCompute<Tuple<K, Iterator<T>>>.

Task based Batch Keyed-Gather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTKeyedGatherExample.java]




To Run Batch KeyedGather Example

Running a keyed gather operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "keyed-gather" -stages 8,1 -verify








Batch KeyedPartition Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the batch examples.

 @Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    DataType dataType = DataType.INTEGER;
    DataType keyType = DataType.INTEGER;
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge, true);
    ICompute r = new BKeyedPartitionSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.keyedPartition(SOURCE, edge, keyType, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from BPartitionKeyedCompute<Integer, int[]> and the BPartitionKeyedCompute<K, T>
is further abstracted from AbstractIterableDataCompute<Tuple<K, T>>.

Task based Batch Keyed-Partition Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/BTKeyedPartitionExample.java]




To Run Batch KeyedPartition Example

Running a keyed partition operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "keyed-partition" -stages 8,8 -verify








Streaming Task Graph Examples

To run the stream examples for each of the collective communication model, please use the -stream
tag. The following are the examples of streaming processing.


	STAllGatherExample


	STAllReduceExample


	STBroadCastExample


	STGatherExample


	STPartitionExample


	STPartitionKeyedExample


	STReduceExample


	STKeyedGatherExample


	STKeyedReduceExample




Each example explains the streaming operation with the respective dataflow communication operations
namely gather, reduce, broadcast, keyedgather, keyedreduce, partition, keyedpartition, and allreduce.




Streaming Reduce Example

For a reduce, allreduce or keyed-reduce, the operation parameter can be sum, product or division.

Similar to the batch task graph, in the buildTaskGraph method we specify the task graph that we are
going to build. This is a very simple task graph which has a source and a sink task with a userdefined
parallelism. The source task is abstracted from the user in the examples, but in the BenchTaskWorker
class, you can see the SourceTask as the source task for all the streaming examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);

    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new ReduceSinkTask();

    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.reduce(SOURCE, edge, Op.SUM, DataType.INTEGER);

    return computeGraphBuilder;
  }





The sink task is abstracted from ReduceCompute<int[]> and the ReduceCompute<T> is abstracted from
AbstractSingleDataCompute<T>.

  @SuppressWarnings({"rawtypes", "unchecked"})
  protected static class ReduceSinkTask extends ReduceCompute<int[]> {
      private static final long serialVersionUID = -254264903510284798L;
      private ResultsVerifier<int[], int[]> resultsVerifier;
      private boolean verified = true;
      private boolean timingCondition;
  
      private int count = 0;
  
      @Override
      public void prepare(Config cfg, TaskContext ctx) {
        super.prepare(cfg, ctx);
        this.timingCondition = getTimingCondition(SINK, context);
        resultsVerifier = new ReduceVerifier(inputDataArray, ctx, SOURCE);
        receiversInProgress.incrementAndGet();
      }
  
      @Override
      public boolean reduce(int[] data) {
        count++;
        if (count > jobParameters.getWarmupIterations()) {
          Timing.mark(BenchmarkConstants.TIMING_MESSAGE_RECV, this.timingCondition);
        }
  
        if (count == jobParameters.getTotalIterations()) {
          LOG.info(String.format("%d received all-reduce %d",
              context.getWorkerId(), context.taskId()));
          Timing.mark(BenchmarkConstants.TIMING_ALL_RECV, this.timingCondition);
          BenchmarkUtils.markTotalAndAverageTime(resultsRecorder, this.timingCondition);
          resultsRecorder.writeToCSV();
          receiversInProgress.decrementAndGet();
        }
        this.verified = verifyResults(resultsVerifier, data, null, verified);
        return true;
      }
    }





Task based Streaming Reduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/STReduceExample.java]




To Run Streaming Reduce Example

Running a reduce streaming example using 4 workers, with a single iteration, source parallelism
as 8 and sink parallelism as one.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "reduce" -stages 8,1 -verify -stream








Streaming AllReduce Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the streaming examples.

 @Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);

    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new AllReduceSinkTask();

    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.allreduce(SOURCE, edge, Op.SUM, DataType.INTEGER);

    return computeGraphBuilder;
  }





The sink task is  abstracted from AllReduceCompute<int[]> and the AllReduceCompute<T> is abstracted from
AbstractSingleDataCompute<T>.

Task based Streaming AllReduce Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/STAllReduceExample.java]




To Run Streaming AllReduce Example

Running an allreduce operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8, as this is all reduce task. The sink parallelism must be greater than
one, added with result verification.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "allreduce" -stages 8,8 -verify -stream








Streaming Gather Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the streaming examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    DataType dataType = DataType.INTEGER;
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new GatherSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.gather(SOURCE, edge, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from GatherCompute<int[]> and the GatherCompute<T> is abstracted from
AbstractIterableDataCompute<Tuple<Integer, T>>.

Task based Streaming Gather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/STGatherExample.java]




To Run Streaming Gather Example

Running a gather operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 1.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "gather" -stages 8,1 -verify -stream








Streaming AllGather Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the streaming examples.

   @Override
    public TaskGraphBuilder buildTaskGraph() {
      List<Integer> taskStages = jobParameters.getTaskStages();
      int psource = taskStages.get(0);
      int psink = taskStages.get(1);
      DataType dataType = DataType.INTEGER;
      
      String edge = "edge";
      BaseSource g = new SourceTask(edge);
      ICompute r = new AllGatherSinkTask();
      
      computeGraphBuilder.addSource(SOURCE, g, psource);
      computeConnection = computeGraphBuilder.addCompute(SINK, r, psink);
      computeConnection.allgather(SOURCE, edge, dataType);
      return computeGraphBuilder;
    }





The sink task is abstracted from AllGatherCompute<int[]> and the AllGatherCompute<T> is abstracted from
AbstractIterableDataCompute<Tuple<Integer, T>>.

Task based Streaming AllGather Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/STAllGatherExample.java]




To Run Streaming AllGather Example

Running an allgather operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "allgather" -stages 8,8 -verify -stream








Streaming Broadcast Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the streaming examples.

 @Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);

    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new BroadCastSinkTask();

    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.broadcast(SOURCE, edge);
    return computeGraphBuilder;
  }





The sink task is  abstracted from SBroadCastCompute<int[]> and the SBroadCastCompute<T> is abstracted from
AbstractSingleDataCompute<T>.

Task based Streaming Broadcast Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/STBroadCastExample.java]




To Run Streaming Broadcast Example

Running a broadcast operation on a size of 8 array with 4 workers iterating once with source parallelism of 1
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "bcast" -stages 1,8 -verify -stream








Streaming Partition Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the streaming examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    DataType dataType = DataType.INTEGER;
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge);
    ICompute r = new PartitionSinkTask();
    
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.partition(SOURCE, edge, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from SPartitionCompute<int[]> and the SPartitionCompute<T> is abstracted from
AbstractSingleDataCompute<T>.

Task based Streaming Partition Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/STPartitionExample.java]




To Run Streaming Partition Example

Running a partition operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "partition" -stages 8,8 -verify -stream








Streaming KeyedPartition Example

The source task is abstracted from the user in the examples, but in the BenchTaskWorker class, you
can see the SourceTask as the source task for all the streaming examples.

@Override
  public TaskGraphBuilder buildTaskGraph() {
    List<Integer> taskStages = jobParameters.getTaskStages();
    int sourceParallelism = taskStages.get(0);
    int sinkParallelism = taskStages.get(1);
    
    DataType keyType = DataType.INTEGER;
    DataType dataType = DataType.INTEGER;
    
    String edge = "edge";
    BaseSource g = new SourceTask(edge, true);
    ICompute r = new SKeyedPartitionSinkTask();
    computeGraphBuilder.addSource(SOURCE, g, sourceParallelism);
    computeConnection = computeGraphBuilder.addCompute(SINK, r, sinkParallelism);
    computeConnection.keyedPartition(SOURCE, edge, keyType, dataType);
    return computeGraphBuilder;
  }





The sink task is abstracted from SPartitionKeyedCompute<Integer, int[]> and the SPartitionKeyedCompute<K, T>
is abstracted from AbstractSingleDataCompute<Tuple<K, T>>.

Task based Batch Keyed-Partition Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/STPartitionKeyedExample.java]




To Run Streaming KeyedPartition Example

Running a keyed partition operation on a size of 8 array with 4 workers iterating once with source parallelism of 8
and sink parallelism of 8.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 1 -workers 4 -size 8 -op "keyed-partition" -stages 8,8 -verify -stream
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Connected Dataflow Graph

The Connected DataFlow graph is to compose multiple independent/dependent dataflow task graphs into
a single entity. A dataflow task graph consists of multiple subtasks which are arranged based on the
parent-child relationship between the tasks. In general, a dataflow task graph consists of multiple
task vertices and edges to connect those vertices. The vertices represent the characteristics of
computations and edges represent the communication between those computations.


Connected Dataflow Based K-Means Clustering Implementation

The implementation details of k-means clustering using Connected Dataflow in Twister2 is discussed
below.




CDFConstants

The constants which are used by the k-means algorithm to specify the number of workers, parallelism,
dimension, size of datapoints, size of centroids, file system, number of iterations, datapoints, and
centroids directory.

  public static final String ARGS_WORKERS = "workers";
  public static final String ARGS_PARALLELISM_VALUE = "parallelism";
  public static final String ARGS_DIMENSIONS = "dim";
  public static final String ARGS_ITERATIONS = "iter";
  public static final String ARGS_DSIZE = "dsize";
  public static final String ARGS_CSIZE = "csize";
  public static final String ARGS_DINPUT = "dinput";
  public static final String ARGS_CINPUT = "cinput";








K-Means Connected Dataflow Driver

The KMeansDriver is the driver program for the k-means connected dataflow example which extends the
BaseDriver class. The execute() method in the driver program call the respective dataflow task graphs
to generate the datapoints and centroids, process the datapoints and centroids, and invoke the task
graph to perform the clustering process. The driver calls the clustering task graph (in this example
fourth task graph) for ‘n’ number of iterations.

public static class KMeansDriver extends BaseDriver {

    @Override
    public void execute(CDFWEnv cdfwEnv) {
      Config config = cdfwEnv.getConfig();
      DataFlowJobConfig jobConfig = new DataFlowJobConfig();

      String dataDirectory = String.valueOf(config.get(CDFConstants.ARGS_DINPUT));
      String centroidDirectory = String.valueOf(config.get(CDFConstants.ARGS_CINPUT));
      int parallelism =
          Integer.parseInt(String.valueOf(config.get(CDFConstants.ARGS_PARALLELISM_VALUE)));
      int instances = Integer.parseInt(String.valueOf(config.get(CDFConstants.ARGS_WORKERS)));
      int iterations =
          Integer.parseInt(String.valueOf(config.get(CDFConstants.ARGS_ITERATIONS)));
      int dimension = Integer.parseInt(String.valueOf(config.get(CDFConstants.ARGS_DIMENSIONS)));
      int dsize = Integer.parseInt(String.valueOf(config.get(CDFConstants.ARGS_DSIZE)));
      int csize = Integer.parseInt(String.valueOf(config.get(CDFConstants.ARGS_CSIZE)));

      DataFlowGraph job = generateData(config, dataDirectory, centroidDirectory, dimension,
          dsize, csize, instances, parallelism, jobConfig);
      cdfwEnv.executeDataFlowGraph(job);

      DataFlowGraph job1 = generateFirstJob(config, parallelism, dataDirectory, dimension,
          dsize, instances, jobConfig);
      DataFlowGraph job2 = generateSecondJob(config, parallelism, centroidDirectory, dimension,
          csize, instances, jobConfig);

      long startTime = System.currentTimeMillis();
      cdfwEnv.executeDataFlowGraph(job1);
      cdfwEnv.executeDataFlowGraph(job2);
      long endTimeData = System.currentTimeMillis();

      for (int i = 0; i < iterations; i++) {
        DataFlowGraph job3 = generateThirdJob(config, parallelism, instances, iterations,
            dimension, jobConfig);
        job3.setIterationNumber(i);
        cdfwEnv.executeDataFlowGraph(job3);
      }
      long endTime = System.currentTimeMillis();
      LOG.info("Total K-Means Execution Time: " + (endTime - startTime)
          + "\tData Load time : " + (endTimeData - startTime)
          + "\tCompute Time : " + (endTime - endTimeData)); 
      cdfwEnv.close();
    }
  }








Datapoints Generation

This  task graph is responsible for generating the datapoints and centroids for the k-means
clustering process. The user can specify either the local filesystem or the HDFS directory to
generate the input files required for the k-means clustering.

  DataGeneratorSource dataGeneratorSource = new DataGeneratorSource(Context.TWISTER2_DIRECT_EDGE,
        dsize, csize, dimension, dataDirectory, centroidDirectory);
    DataGeneratorSink dataGeneratorSink = new DataGeneratorSink();
    ComputeGraphBuilder dataGenerationGraphBuilder = ComputeGraphBuilder.newBuilder(config);
    dataGenerationGraphBuilder.setTaskGraphName("DataGenerator");
    dataGenerationGraphBuilder.addSource("datageneratorsource", dataGeneratorSource, parallel);





Then, add this graph as a sub graph for the connected dataflow graph and set the worker instances
and the graph type.

    DataFlowGraph job = DataFlowGraph.newSubGraphJob("datageneratorTG", dataObjectTaskGraph)
        .setWorkers(workers).addDataFlowJobConfig(jobConfig)
        .setGraphType("non-iterative");








Reading and partitioning the Datapoints

The main functionality of this task graph is to partition the data points, convert the
partitioned datapoints into two-dimensional array, and write the two-dimensional array into their
respective task index values.

    /*Graph to partition and read the partitioned data points **/
    DataObjectSource dataObjectSource = new DataObjectSource(Context.TWISTER2_DIRECT_EDGE,
        dataDirectory);
    KMeansDataObjectCompute dataObjectCompute = new KMeansDataObjectCompute(
        Context.TWISTER2_DIRECT_EDGE, dsize, parallelismValue, dimension);
    KMeansDataObjectDirectSink dataObjectSink = new KMeansDataObjectDirectSink("points");
    ComputeGraphBuilder datapointsComputeGraphBuilder = ComputeGraphBuilder.newBuilder(config);





First, add the source, compute, and sink tasks to the task graph builder for the task graph.
Then, create the communication edges between the tasks for the first task graph.

    //Add source, compute, and sink tasks to the task graph builder for the first task graph
    datapointsComputeGraphBuilder.addSource("datapointsource", dataObjectSource,
        parallelismValue);
    ComputeConnection datapointComputeConnection = datapointsComputeGraphBuilder.addCompute(
        "datapointcompute", dataObjectCompute, parallelismValue);
    ComputeConnection firstGraphComputeConnection = datapointsComputeGraphBuilder.addCompute(
        "datapointsink", dataObjectSink, parallelismValue);

    //Creating the communication edges between the tasks for the second task graph
    datapointComputeConnection.direct("datapointsource")
        .viaEdge(Context.TWISTER2_DIRECT_EDGE)
        .withDataType(MessageTypes.OBJECT);
    firstGraphComputeConnection.direct("datapointcompute")
        .viaEdge(Context.TWISTER2_DIRECT_EDGE)
        .withDataType(MessageTypes.OBJECT);
    datapointsComputeGraphBuilder.setMode(OperationMode.BATCH);

    datapointsComputeGraphBuilder.setTaskGraphName("datapointsTG");
    ComputeGraph firstGraph = datapointsComputeGraphBuilder.build();





Then, add this graph as a sub graph for the connected dataflow graph and set the worker instances and
the graph type.

    DataFlowGraph job = DataFlowGraph.newSubGraphJob("datapointsTG", firstGraph)
            .setWorkers(instances).addDataFlowJobConfig(jobConfig)
            .setGraphType("non-iterative");






DataObjectSource

This class partition the datapoints which is based on the task parallelism value. It may use
either the “LocalTextInputPartitioner” or “LocalFixedInputPartitioner” to partition the datapoints.
Finally, write the partitioned datapoints into their respective edges. The LocalTextInputPartitioner
partition the datapoints based on the block whereas the LocalFixedInputPartitioner partition the
datapoints based on the length of the file. For example, if the task parallelism is 4, if there are
16 data points and each task will get 4 datapoints to process.

 @Override
  public void prepare(Config cfg, TaskContext context) {
    super.prepare(cfg, context);
    ExecutionRuntime runtime = (ExecutionRuntime) cfg.get(ExecutorContext.TWISTER2_RUNTIME_OBJECT);
    this.source = runtime.createInput(cfg, context, new LocalTextInputPartitioner(
        new Path(getDataDirectory()), context.getParallelism(), config));
  }








KMeansDataObjectCompute

This class receives the partitioned datapoints as “IMessage” and convert those datapoints into
two-dimensional for the k-means clustering process. The converted datapoints are send to the
KMeansDataObjectDirectSink through “direct” edge.

 while (((Iterator) message.getContent()).hasNext()) {
        String val = String.valueOf(((Iterator) message.getContent()).next());
        String[] data = val.split(",");
        for (int i = 0; i < getDimension(); i++) {
          datapoint[value][i] = Double.parseDouble(data[i].trim());
        }
        value++;
        context.write(getEdgeName(), datapoint);
      }








KMeansDataObjectDirectSink

This class receives the message object from the DataObjectCompute and write into their respective
task index values. First, it store the iterator values into the array list then it convert the array
list values into double array values.

 @Override
   public boolean execute(IMessage message) {
     List<double[][]> values = new ArrayList<>();
     while (((Iterator) message.getContent()).hasNext()) {
       values.add((double[][]) ((Iterator) message.getContent()).next());
     }
     dataPointsLocal = new double[values.size()][];
     for (double[][] value : values) {
       dataPointsLocal = value;
     }
     return true;
   }





Finally, write the appropriate data points into their respective task index values with the entity
partition values.

 @Override
  public DataPartition<double[][]> get() {
    return new EntityPartition<>(context.taskIndex(), dataPointsLocal);
  }










Reading and partitioning the Centroids

Similar to the datapoints, the second task graph performs three processes namely partitioning,
converting the partitioned centroids into array, and writing into respective task index values
but, with one major difference of read the complete file as one partition.


	DataFileReplicatedReadSource


	KMeansDataObjectCompute


	KMeansDataObjectDirectSink




   DataFileReplicatedReadSource dataFileReplicatedReadSource
        = new DataFileReplicatedReadSource(Context.TWISTER2_DIRECT_EDGE, centroidDirectory);
    KMeansDataObjectCompute centroidObjectCompute = new KMeansDataObjectCompute(
        Context.TWISTER2_DIRECT_EDGE, csize, dimension);
    KMeansDataObjectDirectSink centroidObjectSink = new KMeansDataObjectDirectSink("centroids");
    ComputeGraphBuilder centroidsComputeGraphBuilder = ComputeGraphBuilder.newBuilder(config);;





Similar to the previous task graph, it add the source, compute, and sink tasks to the task graph
builder for the second task graph. Then, create the communication edges between the tasks for the
second task graph.

    //Add source, compute, and sink tasks to the task graph builder for the second task graph
    centroidsComputeGraphBuilder.addSource("centroidsource", dataFileReplicatedReadSource,
        parallelismValue);
    ComputeConnection centroidComputeConnection = centroidsComputeGraphBuilder.addCompute(
        "centroidcompute", centroidObjectCompute, parallelismValue);
    ComputeConnection secondGraphComputeConnection = centroidsComputeGraphBuilder.addCompute(
        "centroidsink", centroidObjectSink, parallelismValue);

    //Creating the communication edges between the tasks for the second task graph
    centroidComputeConnection.direct("centroidsource")
            .viaEdge(Context.TWISTER2_DIRECT_EDGE)
            .withDataType(MessageTypes.OBJECT);
        secondGraphComputeConnection.direct("centroidcompute")
            .viaEdge(Context.TWISTER2_DIRECT_EDGE)
            .withDataType(MessageTypes.OBJECT);
        centroidsComputeGraphBuilder.setMode(OperationMode.BATCH);
        centroidsComputeGraphBuilder.setTaskGraphName("centroidTG");
     ComputeGraph secondGraph = centroidsComputeGraphBuilder.build();





Then, add this graph as a sub graph for the connected dataflow graph and set the worker instances
and the graph type.

   DataFlowGraph job = DataFlowGraph.newSubGraphJob("centroidTG", secondGraph)
            .setWorkers(instances).addDataFlowJobConfig(jobConfig)
            .setGraphType("non-iterative");






DataFileReplicatedReadSource

This class uses the “LocalCompleteTextInputPartitioner” to read the whole file from the centroids
directory and write into their task respective task index values using the “direct” task edge.
For example, if the size of centroid value is 16, each task index receive 16 centroid values completely.

 public void prepare(Config cfg, TaskContext context) {
    super.prepare(cfg, context);
    ExecutionRuntime runtime = (ExecutionRuntime) cfg.get(ExecutorContext.TWISTER2_RUNTIME_OBJECT);
    this.source = runtime.createInput(cfg, context, new LocalCompleteTextInputPartitioner(
          new Path(getDataDirectory()), context.getParallelism(), config));
  }










K-Means Clustering

This task graph has the following classes namely KMeansSource, KMeansAllReduceTask, and
CentroidAggregator. Similar to the previous task graphs, first we have to add the source,
sink, and communication edges to this  graph.

    KMeansSourceTask kMeansSourceTask = new KMeansSourceTask(dimension);
    KMeansAllReduceTask kMeansAllReduceTask = new KMeansAllReduceTask();
    ComputeGraphBuilder kmeansComputeGraphBuilder = ComputeGraphBuilder.newBuilder(config);

    //Add source, and sink tasks to the task graph builder for the third task graph
    kmeansComputeGraphBuilder.addSource("kmeanssource", kMeansSourceTask, parallelismValue);
    ComputeConnection kMeanscomputeConnection = kmeansComputeGraphBuilder.addCompute(
        "kmeanssink", kMeansAllReduceTask, parallelismValue);

    //Creating the communication edges between the tasks for the third task graph
    kMeanscomputeConnection.allreduce("kmeanssource")
        .viaEdge("all-reduce")
        .withReductionFunction(new CentroidAggregator())
        .withDataType(MessageTypes.OBJECT);
    kmeansComputeGraphBuilder.setMode(OperationMode.BATCH);
    kmeansComputeGraphBuilder.setTaskGraphName("kmeansTG");
    ComputeGraph thirdGraph = kmeansComputeGraphBuilder.build();





Then, add this graph as a sub graph for the connected dataflow graph and set the worker instances and
the graph type.

DataFlowGraph job = DataFlowGraph.newSubGraphJob("kmeansTG", thirdGraph)
        .setWorkers(instances).addDataFlowJobConfig(jobConfig)
        .setGraphType("iterative")
        .setIterations(iterations);










To Run Connected Dataflow Based K-Means Clustering

This command generate and write the datapoints and centroids in the local filesystem and run the
K-Means clustering process using connected dataflow model.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.cdfw.KMeansConnectedDataflowExample -workers 2 -parallelism 4 -dim 2 -dsize 10000 -csize 4 -dinput /tmp/dinput -cinput /tmp/cinput -iter 10








Sample Output

[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: datageneratorTG  
[2019-11-22 14:44:24 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.task.impl.cdfw.CDFWRuntime: 2 workers joined.   
[2019-11-22 14:44:24 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.task.impl.cdfw.CDFWRuntime: 2 workers joined.   
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: datapointsTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: centroidTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.task.cdfw.CDFWExecutor: Sending graph to workers for execution: kmeansTG  
[2019-11-22 14:44:24 -0500] [INFO] [-] [driver] edu.iu.dsc.tws.examples.batch.cdfw.KMeansConnectedDataflowExample: Total K-Means Execution Time: 384	Data Load time : 189	Compute Time : 195  
[2019-11-22 14:44:25 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.task.impl.cdfw.CDFWRuntime: 0Received CDFW job completed message. Leaving execution loop  
[2019-11-22 14:44:25 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.task.impl.cdfw.CDFWRuntime: 0 Execution Completed  
[2019-11-22 14:44:25 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 0  
[2019-11-22 14:44:25 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.task.impl.cdfw.CDFWRuntime: 1Received CDFW job completed message. Leaving execution loop  
[2019-11-22 14:44:25 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.task.impl.cdfw.CDFWRuntime: 1 Execution Completed  
[2019-11-22 14:44:25 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 1  
[2019-11-22 14:44:25 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:1 COMPLETED.  
[2019-11-22 14:44:25 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:0 COMPLETED.  
[2019-11-22 14:44:25 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: All 2 workers COMPLETED. Terminating the job.  
[2019-11-22 14:44:25 -0500] [INFO] [-] [main] edu.iu.dsc.tws.rsched.core.ResourceAllocator: CLEANED TEMPORARY DIRECTORY......:/tmp/twister2-kmeans-connected-dataflow-4803835711749628541  
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The iterative task graph computation is mainly useful to perform the iterative computation process
in the big data world. It generally captures the complex relationship between the entities. In this
example, we discuss about how to write an iterative example using Twister2 Executor API. Here we
have a SourceTask which is just doing the generation of data and it is named as IterativeSourceTask
and the SinkTask which receives the messages is named as the ParitionTask.

private static class IterativeSourceTask extends BaseBatchSource implements Receptor {
    private static final long serialVersionUID = -254264120110286748L;

    private DataSet<Object> input;

    private int count = 0;

    @Override
    public void execute() {
      if (count == 999) {
        if (context.writeEnd("partition", "Hello")) {
          count++;
        }
      } else if (count < 999) {
        if (context.write("partition", "Hello")) {
          count++;
        }
      }
    }

    @Override
    public void add(String name, DataSet<Object> data) {
      LOG.log(Level.INFO, "Received input: " + name);
      input = data;
    }
  }

  private static class PartitionTask extends BaseBatchSink implements Collector<Object> {
    private static final long serialVersionUID = -5190777711234234L;

    private List<String> list = new ArrayList<>();

    private int count;

    @Override
    public boolean execute(IMessage message) {
      LOG.log(Level.INFO, "Received message: " + message.getContent());

      if (message.getContent() instanceof Iterator) {
        while (((Iterator) message.getContent()).hasNext()) {
          Object ret = ((Iterator) message.getContent()).next();
          count++;
          list.add(ret.toString());
        }
        LOG.info("Message Partition Received : " + message.getContent() + ", Count : " + count);
      }
      count++;
      return true;
    }

    @Override
    public Partition<Object> get() {
      return new Partition<>(context.taskIndex(), list);
    }
  }





The iterative logic is defined in the executor method. Here there are 10 iterations
which calls the execute method in the task execution graph.

public void execute() {
    LOG.log(Level.INFO, "Task worker starting: " + workerId);

    IterativeSourceTask g = new IterativeSourceTask();
    PartitionTask r = new PartitionTask();

    TaskGraphBuilder graphBuilder = TaskGraphBuilder.newBuilder(config);
    graphBuilder.addSource("source", g, 4);
    ComputeConnection computeConnection = graphBuilder.addSink("sink", r, 4);
    computeConnection.partition("source", "partition", DataType.OBJECT);
    graphBuilder.setMode(OperationMode.BATCH);

    DataFlowTaskGraph graph = graphBuilder.build();
    for (int i = 0; i < 10; i++) {
      ExecutionPlan plan = taskExecutor.plan(graph);
      taskExecutor.addInput(graph, plan, "source", "input", new DataSet<>(0));

      // this is a blocking call
      taskExecutor.execute(graph, plan);
      DataSet<Object> dataSet = taskExecutor.getOutput(graph, plan, "sink");
      Set<Object> values = dataSet.getData();
      LOG.log(Level.INFO, "Values: " + values);
    }
  }






To Run Iterative Task Graph Example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.batch.IterativeJob





Iterative Task Graph Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/IterativeJob.java]
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Introduction

Joins are a important operation that is windley used in big data applications. Since joins can be
very expensive operation it is important to have a efficient join operation. Twister2 supports join operations through its optimized communication layer.

The following join example showcases how a join operation can be performed using the Twister2 communication API. Since this example is presented at the communication level the complexity of the code is a little high. Since the code needs to handle other aspects such as task management and execution within the example code. Using joins at the task layer and data layer will gradually reduce this complexity because each layer hides complexities from the end user. However it is usefull to understand operations at the communication layer since it gives you the
most freedom to optimize according to your needs.




Data

The data set used for this example is pretty simple and straightforward. The example joins two data sets, the first one has a set of student id’s and the corresponding first names for each student id. And the second data set has student id’s and the corresponding courses that students have taken.


Data Set 1

| Student Id | First Name |
|:———-:|:———-:|
|      1     |    John    |
|      2     |    Matt    |
|      3     |    Kara    |




Data Set 2

| Student Id | Course Id  |
|:———-:|:———-:|
|      1     |    E101    |
|      2     |    E351    |
|      3     |    E403    |
|      1     |    E403    |




Resulting Data set

| Student Id | First Name |  Course Id |
|:———-:|:———-:|:———-:|
|      1     |    John    | E101, E403 |
|      2     |    Matt    |    E351    |
|      3     |    Kara    |    E403    |






Running join example

The join example is added in the Twister2 code as a communication example. The code has comments explaining each step of the example to explain what each section of the code does. You can use the following command to execute the join example.

Full Code example - Student Join Example [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BJoinStudentExample.java]

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -workers 8 -op "joinstudent" -stages 8,1 2>&1 | tee out.txt





As a result at the end of the run the following will be printed which show the joined results. Please note that the results generated are based on the values in the example, which are different from the simple example provided above.

Key 1 : Value [John, E342, E247, E333]  
Key 2 : Value [Peter, E542]  
Key 3 : Value [Tedd, E242, E101]  
Key 4 : Value [Jake, E342]  
Key 5 : Value [Matt, E347, E541]  
Key 6 : Value [Adam, E347]  
Key 7 : Value [Max, E101]  
Key 8 : Value [Roger, E241]  








How it works underneath.

The join is implemented using two keyed partition operations, The framework shuffles the data to sink tasks based on the key values such that data entries with the same key values are collected at a single sink task. Then the appropriate join operation is executed based on the keys and values in both data sets and the combined results are sent back to the user.
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DA-MDS (Deterministic Annealing Multi-Dimensional Scaling)

DA-MDS is the implementation of deterministic annealing multi-dimensional scaling algorithm.
The clustering process pick a subset of sequences which is defined as sample sequence set.
First, perform the pairwise alignment on and produce a distance matrix. Second, perform the pairwise
clustering and multidimensional scaling on the distance matrix and produce a three dimensional view
of the sample sequences with different coloring on clusters found from pairwise clustering algorithm.
Third, it refine the clusters found from the previous step to form spatially compact regions known as
Mega-regions. Then, assign each remaining sequence approximately to a Mega-region which is based on
the pairwise distance between the sequence and the sequence representing the centers of nodes of
decomposed tree. For each obtained mega-region, run pairwise alignment and produce the distance matrix.


MDS Implementation Details

The implementation details of DA-MDS application is explained below which consists of two parts namely
data processing and compute processing. The data processing uses the Twister2 file system to partition
and read the partitioned data points based on the task parallelism. The compute processing purely
depends on the MPI to perform the computation.


DataObjectConstants Used by DA-MDS

The constants which are used by the DA-MDS algorithm to specify the number of workers, parallelism,
dimension, size of matrix (dsize X dim), byte type (either “short” or “big”),
file system, datainput (“generate” or “read”), and config directory. The datainput option is used to
specify the system whether the user wants to generate the input data or else the system has to read
the data from the user specified input directory.

  public static final String WORKERS = "workers";
  public static final String DIMENSIONS = "dim";
  public static final String PARALLELISM_VALUE = "parallelism";
  public static final String DSIZE = "dsize";
  public static final String DINPUT_DIRECTORY = "dinput";
  public static final String FILE_SYSTEM = "filesys";
  public static final String BYTE_TYPE = "byteType";
  public static final String CONFIG_FILE = "config";
  public static final String DATA_INPUT = "datainput"; //"generate" or "read"








MDSWorker

It is the main class for the DA-MDS which consists of the following tasks namely generation of datapoints,
partition and read the partitioned data points, and perform the distance calculation between the
datapoints.  First, it parses the command line parameters submitted by the user for running the DA-MDS
algorithm. It first sets the submitted variables in the JobConfig object and put the JobConfig object
into the Twister2Job Builder, set the worker class (MDSWorker.java in this example) and submit the job.

edu.iu.dsc.tws.examples.batch.mds.MDSWorker





It extends the TaskWorker class which has the execute() method, the execute() method
first invokes the MatrixGenerator class to generate the datapoints in their respective filesystem and
their directories. Then, the execute() method of MDSWorker invokes “MDSDataProcessingGraph”, and
“MDSComputeProcessingGraph” subsequently. We will briefly discuss the functionalities of each task
graph defined in the MDSWorker.




MDSDataProcessingGraph

This is the first task graph to partition and read the partitioned data points.

    /* First Graph to partition and read the partitioned data points **/
    MDSDataObjectSource mdsDataObjectSource = new MDSDataObjectSource(Context.TWISTER2_DIRECT_EDGE,
        directory, datasize);
    MDSDataObjectSink mdsDataObjectSink = new MDSDataObjectSink(matrixColumLength);
    TaskGraphBuilder mdsDataProcessingGraphBuilder = TaskGraphBuilder.newBuilder(config);
    mdsDataProcessingGraphBuilder.setTaskGraphName("MDSDataProcessing");





First, add the source and sink tasks to the task graph builder for the first task graph. Then, create
the communication edges between the tasks for the first task graph.

    mdsDataProcessingGraphBuilder.addSource("dataobjectsource", mdsDataObjectSource, parallel);
    ComputeConnection dataObjectComputeConnection = mdsDataProcessingGraphBuilder.addSink(
           "dataobjectsink", mdsDataObjectSink, parallel);
    dataObjectComputeConnection.direct("dataobjectsource")
           .viaEdge(Context.TWISTER2_DIRECT_EDGE)
           .withDataType(DataType.OBJECT);
    mdsDataProcessingGraphBuilder.setMode(OperationMode.BATCH);





Next, invoke the computeGraphBuilder to build the data processing task graph, get the task schedule plan
and execution plan for the dataprocessing task graph, and call the execute() method to execute the
dataprocessing task graph. Once the execution is finished, the output values are retrieved in the
“dataobjectsink”.

      DataFlowTaskGraph dataObjectTaskGraph = mdsDataProcessingGraphBuilder.build();
      //Get the execution plan for the first task graph
      ExecutionPlan plan = taskExecutor.plan(dataObjectTaskGraph);
   
      //Actual execution for the first taskgraph
      taskExecutor.execute(dataObjectTaskGraph, plan);
   
       //Retrieve the output of the first task graph
       DataObject<Object> dataPointsObject = taskExecutor.getOutput(dataObjectTaskGraph, plan, "dataobjectsink");






MDSDataObjectSource

This class partition the datapoints which is based on the task parallelism value. In this example,
we are generating the binary data which uses the “BinaryInputPartitioner” to partition the datapoints.
Finally, write the partitioned datapoints into their respective edges. The BinaryInputPartitioner
partition the datapoints based on the data input block.

 @Override
  public void prepare(Config cfg, TaskContext context) {
    super.prepare(cfg, context);
    ExecutionRuntime runtime = (ExecutionRuntime) cfg.get(ExecutorContext.TWISTER2_RUNTIME_OBJECT);
    this.source = runtime.createInput(cfg, context, new BinaryInputPartitioner(
        new Path(getDataDirectory()), getDataSize() * Short.BYTES));
  }





In the execute method, we are creating the bytebuffer array object which is twice the size of the
datasize. We get the input split for the corresponding task indexes and get the record from each
input split and convert it as a short array and write the short array using context.write to the
sink task.

 @Override
  public void execute() {
    Buffer buffer;
    byte[] line = new byte[getDataSize() * 2];
    ByteBuffer byteBuffer = ByteBuffer.allocate(getDataSize() * 2);
    byteBuffer.order(ByteOrder.BIG_ENDIAN);
    InputSplit inputSplit = source.getNextSplit(context.taskIndex());
    while (inputSplit != null) {
      try {
        while (!inputSplit.reachedEnd()) {
          while (inputSplit.nextRecord(line) != null) {
            byteBuffer.clear();
            byteBuffer.put(line);
            byteBuffer.flip();
            buffer = byteBuffer.asShortBuffer();
            short[] shortArray = new short[getDataSize()];
            ((ShortBuffer) buffer).get(shortArray);
            context.write(getEdgeName(), shortArray);
          }
        }
        inputSplit = null;
      } catch (Exception ioe) {
        throw new RuntimeException("IOException Occured:" + ioe.getMessage());
      }
    }
    context.end(getEdgeName());
  }








MDSDataObjectDirectSink

This class receives the message object from the MDSDataObjectSource and write into their respective
task index values. First, it store the iterator values into the array list then it convert the array
list values into short array values.

public boolean execute(IMessage content) {
    List<short[]> values = new ArrayList<>();
    while (((Iterator) content.getContent()).hasNext()) {
      values.add((short[]) ((Iterator) content.getContent()).next());
    }
    LOG.info("Distance Matrix (Row X Column):" + values.size() + "\tX\t" + values.get(0).length);
    dataPoints = new short[values.size() * columnLength];
    int k = 0;
    for (short[] value : values) {
      for (short aValue : value) {
        dataPoints[k] = aValue;
        k = k + 1;
      }
    }
    return true;
}





Finally, write the appropriate data points into their respective task index values with the entity
partition values.

 @Override
   public DataPartition<short[]> get() {
     return new EntityPartition<>(context.taskIndex(), dataPoints);
   }










MDSComputeProcessingGraph

The MDS Compute Processing depends on DAMDS and Common package so we have the complete application
written in Twister2Applications whereas Twister2 example has only data processing part and
retrieving the output of the data processing. If you want to see the complete example, please go to
the Twister2Applications project in this location.

https://github.com/DSC-SPIDAL/twister2applications








MDSSourceTask

The MDSSourceTask receive the datapoints object from the MDSDataProcessingGraph and assign the points
into the DataObject. The execute method get the datapoints as a short array corresponding to the task
indexes and send those datapoints to the executeMDS method.

 @Override
 public void execute() {
    DataPartition<?> dataPartition = dataPointsObject.getPartitions(context.taskIndex());
    datapoints = (short[]) dataPartition.getConsumer().next();
    executeMds(datapoints);
    context.writeEnd(Context.TWISTER2_DIRECT_EDGE, "MDS_Execution");
 }





The executeMDS method invoke the MDSProgramWorker which passes the corresponding data points along
with the required values such as ParallelOps.threadComm, mdsconfig, byteOrder, BlockSize, and
mainTimer.

 private void executeMds(short[] datapoints) {
     Stopwatch mainTimer = Stopwatch.createStarted();
     MDSProgramWorker mdsProgramWorker = new MDSProgramWorker(0, ParallelOps.threadComm,
             mdsconfig, byteOrder, BlockSize, mainTimer, null, datapoints);
     try {
         mdsProgramWorker.run();
     } catch (IOException e) {
         throw new RuntimeException("IOException Occured:" + e.getMessage());
        }
     }








MDSProgramWorker

The MDSProgramWorker is the one which actually performs the MDS. The run method in the MDSProgramWorker
first setup the required input parameters to run the MDS application. Next, it read the weights
using the readWeights method. Then, it sends the corresponding distance matrix and weights
to the calculate statistics method to run the MDS application.




Prerequisites

The MDS application in Twister2 requires two external packages namely common and damds. Please
install those packages before running this application.

https://github.com/DSC-SPIDAL/damds

https://github.com/DSC-SPIDAL/common










Config.Properties

The config.properties is required for running the MDS application. The user has to just leave the
“DistanceMatrixFile” as blank and specify the pointsfile, timing file, and summary file. Also, the
user has to specify the number of datapoints considered for the test (for example: in this case it
is 1000).

DistanceMatrixFile =
WeightMatrixFile =
LabelFile =
InitialPointsFile =
PointsFile = /tmp/matrix/damds-points.txt
TimingFile = /tmp/matrix/damds-timing.txt
SummaryFile = /tmp/matrix/damds-summary.txt
NumberDataPoints = 1000
TargetDimension = 3
DistanceTransform = 1.0
Threshold = 0.000001 
Alpha = 0.95
TminFactor = 0.5
StressIterations = 1000
CGIterations = 100
CGErrorThreshold = 0.00001
IsSammon = false
IsBigEndian = true
IsMemoryMapped = true








Running MDS Application

 /home/kannan/twister2/bazel-bin/scripts/package/twister2-0.4.0/bin/twister2 submit standalone jar target/mds-0.3.0-SNAPSHOT-jar-with-dependencies.jar edu.iu.dsc.tws.apps.MDSProgram -dinput /tmp/matrix -filesys local -byteType big -config /home/kannan/twister2applications/twister2/mds/config.properties -datainput generate -workers 4 -parallelism 4 -dsize 1000 -dim 1000






Sample Output

Start of loop 216 Temperature (T_Cur) 0.0000
  Loop 216 Iteration 0 Avg CG count 2.0000 Stress 0.32084
End of loop 216 Total Iterations 1 Avg CG count 2.0000 Stress 0.32084
  Loop 216 Iteration 0 Avg CG count 2.0000 Stress 0.32084
End of loop 216 Total Iterations 1 Avg CG count 2.0000 Stress 0.32084
  Loop 216 Iteration 0 Avg CG count 2.0000 Stress 0.32084Normalize1 = 6.4233e-07 Normalize2 = 2.5714e-06
Average of Delta(original distance) = 0.49979
Normalize1 = 6.4233e-07 Normalize2 = 2.5714e-06
Average of Delta(original distance) = 0.49979

End of loop 216 Total Iterations 1 Avg CG count 2.0000 Stress 0.32084
Normalize1 = 6.4233e-07 Normalize2 = 2.5714e-06
Average of Delta(original distance) = 0.49979
  Loop 216 Iteration 0 Avg CG count 2.0000 Stress 0.32084
End of loop 216 Total Iterations 1 Avg CG count 2.0000 Stress 0.32084
Normalize1 = 6.4233e-07 Normalize2 = 2.5714e-06
Average of Delta(original distance) = 0.49979
Finishing DAMDS run ...
Finishing DAMDS run ...
Finishing DAMDS run ...
  Total Time: 0d:00H:00M:44S:462mS (44462 ms) Loop Time: 0d:00H:00M:44S:106mS (44106 ms)
  Total Loops: 216
  Total Iterations: 680
  Total CG Iterations: 1458 Avg. CG Iterations: 2.1441
  Total Time: 0d:00H:00M:44S:304mS (44304 ms) Loop Time: 0d:00H:00M:44S:097mS (44097 ms)
  Final Stress:  Total Loops: 216
  Total Iterations: 680
	  Total CG Iterations: 1458 Avg. CG Iterations: 2.1441
0.32084491038920304  Final Stress:	0.32084491038920304

  Total Time: 0d:00H:00M:44S:366mS (44366 ms) Loop Time: 0d:00H:00M:44S:100mS (44100 ms)
  Total Loops: 216
  Total Iterations: 680
  Total CG Iterations: 1458 Avg. CG Iterations: 2.1441
  Final Stress:	0.32084491038920304
Finishing DAMDS run ...
  Total Time: 0d:00H:00M:44S:537mS (44537 ms) Loop Time: 0d:00H:00M:44S:098mS (44098 ms)
  Total Loops: 216
  Total Iterations: 680
  Total CG Iterations: 1458 Avg. CG Iterations: 2.1441
  Final Stress:	0.32084491038920304
[2019-08-23 09:48:19 -0400] [INFO] [worker-2] [main] edu.iu.dsc.tws.apps.mds.MDSWorker: Received message:java.util.ArrayList$Itr@29e495ff  
[2019-08-23 09:48:19 -0400] [INFO] [worker-1] [main] edu.iu.dsc.tws.apps.mds.MDSWorker: Received message:java.util.ArrayList$Itr@29e495ff  
[2019-08-23 09:48:19 -0400] [INFO] [worker-0] [main] edu.iu.dsc.tws.apps.mds.MDSWorker: Received message:java.util.ArrayList$Itr@a3d8174  
[2019-08-23 09:48:19 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.apps.mds.MDSWorker: Received message:java.util.ArrayList$Itr@29e495ff  
[2019-08-23 09:48:19 -0400] [INFO] [worker-0] [main] edu.iu.dsc.tws.apps.mds.MDSWorker: Data Load time : 223
Total Time : 44797Compute Time : 44574  
[2019-08-23 09:48:19 -0400] [INFO] [worker-3] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 3  
[2019-08-23 09:48:19 -0400] [INFO] [worker-2] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 2  
[2019-08-23 09:48:19 -0400] [INFO] [worker-1] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 1  
[2019-08-23 09:48:19 -0400] [INFO] [worker-0] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 0  
[2019-08-23 09:48:19 -0400] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.JobMaster: All 4 workers have completed. JobMaster is stopping. 













          

      

      

    

  

  
    
    id: ml title: Machine Learning sidebar_label: ML
    

    
 
  

    
      
          
            
  


id: ml
title: Machine Learning
sidebar_label: ML




Machine Learning

Machine learning algorithm usage is intensively done nowadays. Our goal is to provide infrastructure
and APIs for users to get their analysis done much faster in an easy way. Currently, Twister2 APIs
only support two machine learning algorithms and we are working on expanding this up to multiple
algorithms in the upcoming releases.

We have designed two main machine learning examples.


	KMeans


	Support Vector Machines (Task)


	MDS
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The need to process large am​​ounts of continuously arriving information has led to the exploration and
application of big data analytics techniques. Likewise, the painstaking process of clustering numerous
datasets containing large numbers of records with high dimensions calls for innovative methods. Traditional
sequential clustering algorithms are unable to handle it. They are not scalable in relation to larger sizes
of data sets, and they are most often computationally expensive in memory space and time complexities. Yet,
the parallelization of data clustering algorithms is paramount when dealing with big data. K-Means clustering
is an iterative algorithm hence, it requires a large number of iterative steps to find an optimal solution,
and this procedure increases the processing time of clustering. Twister2 provides a dataflow task graph
approach to distribute the tasks in a parallel manner and aggregate the results which reduce the processing
time of K-Means Clustering process.




K-Means Clustering Implementation Details

The implementation details of k-means clustering in Twister2 is discussed below.


DataObjectConstants

The constants which are used by the k-means algorithm to specify the number of workers, parallelism,
dimension, size of datapoints, size of centroids, file system, number of iterations, datapoints, and
centroids directory.

  public static final String WORKERS = "workers";
  public static final String DIMENSIONS = "dim";
  public static final String PARALLELISM_VALUE = "parallelism";
  public static final String SHARED_FILE_SYSTEM = "fShared";
  public static final String DSIZE = "dsize";
  public static final String CSIZE = "csize";
  public static final String DINPUT_DIRECTORY = "dinput";
  public static final String CINPUT_DIRECTORY = "cinput";
  public static final String OUTPUT_DIRECTORY = "output";
  public static final String NUMBER_OF_FILES = "nFiles";
  public static final String FILE_SYSTEM = "filesys";
  public static final String ITERATIONS = "iter";








KMeansMain

The entry point for the K-Means clustering algorithm is implemented in KMeansMain class. It
parses the command line parameters submitted by the user for running the K-Means clustering algorithm.
It first set the submitted variables in the JobConfig object and put the JobConfig object into the
Twister2Job Builder, set the worker class (KMeansComputeJob.java in this example) and submit the job.

edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain








KMeansComputeJob

It is the main class for the K-Means clustering which consists of four main tasks namely generation
of datapoints and centroids, partition and read the partitioned data points, partition and read the
centroids, and perform the distance calculation between the datapoints and the centroids. It extends
the IWorker class which has the execute() method that invokes the KMeansUtils class to generate the
datapoints and the centroids in their respective filesystem and their directories. Then, the execute()
method of KMeansComputeJob invokes “datapointsTaskgraph”, “centroidsTaskGraph”, and “kmeansTaskGraph”.
We will briefly discuss the functionalities of each task graph defined in the KMeansComputeJob.




Reading and partitioning the Datapoints

The main functionality of the first task graph is to partition the data points, convert the
partitioned datapoints into two-dimensional array, and write the two-dimensional array into their
respective task index values.

    /* First Graph to partition and read the partitioned data points **/
   PointDataSource ps = new PointDataSource(Context.TWISTER2_DIRECT_EDGE,
           dataDirectory, "points", dimension);





First, add point data source to the task graph builder for the first task graph. Then, set the
operation mode and the task graph name.

     datapointsComputeGraphBuilder.addSource("datapointsource", ps, parallelismValue);
     datapointsComputeGraphBuilder.setMode(OperationMode.BATCH);
     datapointsComputeGraphBuilder.setTaskGraphName("datapointsTG");





Finally, invoke the computeGraphBuilder to build the first task graph, get the task schedule plan and
execution plan for the first task graph, and call the execute() method to execute the datapoints task
graph.

    //Build the first taskgraph
    DataFlowTaskGraph datapointsTaskGraph = computeGraphBuilder.build();
    //Get the execution plan for the first task graph
    ExecutionPlan firstGraphExecutionPlan = taskExecutor.plan(datapointsTaskGraph);
    //Actual execution for the first taskgraph
    taskExecutor.execute(datapointsTaskGraph, firstGraphExecutionPlan); 






PointDataSource

This class partition the datapoints which is based on the task parallelism value. It may either use
the “LocalTextInputPartitioner” or “LocalFixedInputPartitioner” to partition the datapoints.
Finally, write the partitioned datapoints into their respective edges. The LocalTextInputPartitioner
partition the datapoints based on the block whereas the LocalFixedInputPartitioner partition the
datapoints based on the length of the file. For example, if the task parallelism is 4, if there are
16 datapoints each task will get 4 datapoints to process. The partitioned datapoints are converted
into two-dimensional array.

 @Override
  public void prepare(Config cfg, TaskContext context) {
    super.prepare(cfg, context);
    ExecutionRuntime runtime = (ExecutionRuntime) cfg.get(ExecutorContext.TWISTER2_RUNTIME_OBJECT);
    this.source = runtime.createInput(cfg, context, new LocalTextInputPartitioner(
        new Path(getDataDirectory()), context.getParallelism(), config));
  }





Finally, write the appropriate datapoints into their respective task index values with the entity
partition values.

 @Override
  public DataPartition<double[][]> get() {
    return new EntityPartition<>(context.taskIndex(), dataPointsLocal);
  }










Reading and partitioning the Centroids

Similar to the datapoints, the second task graph perform three processes namely partitioning,
converting the partitioned centroids into array, and writing into respective task index values
but, with one major difference of read the complete file as one partition.

      PointDataSource cs = new PointDataSource(Context.TWISTER2_DIRECT_EDGE, centroidDirectory,
            "centroids", dimension);
      ComputeGraphBuilder centroidsComputeGraphBuilder = ComputeGraphBuilder.newBuilder(conf);





Similar to the first task graph, it add point data source to the task graph builder for the
second graph and then it set the operation mode and the task graph name.

   centroidsComputeGraphBuilder.addSource("centroidsource", cs, parallelismValue);
   centroidsComputeGraphBuilder.setMode(OperationMode.BATCH);
   centroidsComputeGraphBuilder.setTaskGraphName("centTG");





Finally, invoke the build() method to build the second task graph, get the task schedule plan and
execution plan for the second task graph, and call the execute() method to execute the centroids
task graph.

    //Build the second taskgraph
    DataFlowTaskGraph centroidsTaskGraph = computeGraphBuilder.build();
    //Get the execution plan for the second task graph
    ExecutionPlan secondGraphExecutionPlan = taskExecutor.plan(centroidsTaskGraph);
    //Actual execution for the second taskgraph
    taskExecutor.execute(centroidsTaskGraph, secondGraphExecutionPlan); 








KMeans Clustering

The third task graph has the following classes namely KMeansSource, KMeansAllReduceTask, and
CentroidAggregator.

    /* Third Graph to do the actual calculation **/
       KMeansSourceTask kMeansSourceTask = new KMeansSourceTask();
       KMeansAllReduceTask kMeansAllReduceTask = new KMeansAllReduceTask();
       ComputeGraphBuilder kmeansComputeGraphBuilder = ComputeGraphBuilder.newBuilder(conf);
   
       //Add source, and sink tasks to the task graph builder for the third task graph
       kmeansComputeGraphBuilder.addSource("kmeanssource", kMeansSourceTask, parallelismValue);
       ComputeConnection kMeanscomputeConnection = kmeansComputeGraphBuilder.addCompute(
           "kmeanssink", kMeansAllReduceTask, parallelismValue);
   
       //Creating the communication edges between the tasks for the third task graph
       kMeanscomputeConnection.allreduce("kmeanssource")
           .viaEdge("all-reduce")
           .withReductionFunction(new CentroidAggregator())
           .withDataType(MessageTypes.OBJECT);
       kmeansComputeGraphBuilder.setMode(OperationMode.BATCH);
       kmeansComputeGraphBuilder.setTaskGraphName("kmeansTG");






Assigning datapoints and initial centroids

The datapoints and centroids are sent to the KMeansTaskGraph as “points” object and “centroids”
object as an input for further processing through receivable name set. Finally, it invokes the
execute() method of the task executor to do the clustering process.

    //Perform the iterations from 0 to 'n' number of iterations
   IExecutor ex = taskExecutor.createExecution(kmeansTaskGraph);
    for (int i = 0; i < iterations; i++) {
         //actual execution of the third task graph
         ex.execute(i == iterations - 1);
    }








New Centroid Updation

This process repeats for ‘n’ number of iterations as specified by the user. For every iteration, the
new centroid value is calculated and the calculated value is distributed across all the task instances.
At the end of every iteration, the centroid value is updated and the iteration continues with the
new centroid value.






KMeansSourceTask

First, the execute method in KMeansSource retrieve the partitioned data points into their respective
task index values and the complete centroid values into their respective task index values. The retrieved
data points and centroids are sent to the KMeansUtils to find the nearest centers using the Euclidean
distance.

   @Override
   public void execute() {
      int dim = config.getIntegerValue("dim", 2);
      double[][] datapoints = (double[][]) dataPartition.first();
      double[][] centroid = (double[][]) centroidPartition.first();
      double[][] kMeansCenters = KMeansUtils.findNearestCenter(dim, datapoints, centroid);
      context.writeEnd("all-reduce", kMeansCenters);
   }








KMeansAllReduceTask

The KMeansAllReduceTask write the calculated centroid values of their partitioned datapoints into their respective task index values.

    @Override
    public boolean execute(IMessage message) {
      LOG.log(Level.FINE, "Received centroids: " + context.getWorkerId()
          + ":" + context.taskId());
      centroids = (double[][]) message.getContent();
      newCentroids = new double[centroids.length][centroids[0].length - 1];
      for (int i = 0; i < centroids.length; i++) {
        for (int j = 0; j < centroids[0].length - 1; j++) {
          double newVal = centroids[i][j] / centroids[i][centroids[0].length - 1];
          newCentroids[i][j] = newVal;
        }
      }
      return true;
    }

    @Override
    public DataPartition<double[][]> get() {
      return new EntityPartition<>(context.taskIndex(), newCentroids);
    }








CentroidAggregator

The CentroidAggregator implements the IFunction and the function OnMessage which accepts two objects as an argument.

public Object onMessage(Object object1, Object object2)





It sums the corresponding centroid values and return the same.

ret.setCenters(newCentroids); 










To Run K-Means Clustering using Task Graph

This command generate and write the datapoints and centroids in the local filesystem and run the
K-Means clustering process. If the user wants to generate and do the processing with csv file, they
have to specify the csv file type as “-ftype csv” or else if the user wants to do the processing
with text file, they have to specify the file type as “-ftype txt”.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput /tmp/dinput -cinput /tmp/cinput -fShared false -nFiles 1 -output /tmp/output -workers 2 -dim 2 -parallelism 4 -filesys local -dsize 1000 -csize 4 -iter 100 -type graph -ftype txt





This command generate and write the datapoints and centroids in the HDFS and run the run the
K-Means clustering process.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput hdfs://namenode:9000/tmp/dinput -cinput hdfs://namenode:9000/tmp/cinput -fShared false -nFiles 1 -output hdfs://namenode:9000/tmp/output -workers 2 -dim 2 -parallelism 4 -filesys hdfs -dsize 1000 -csize 4 -iter 100 -type graph -ftype txt








To Run K-Means Clustering using TSet

This command generate and write the datapoints and centroids in the local filesystem and run the
K-Means clustering process.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput /tmp/dinput -cinput /tmp/cinput -fShared false -nFiles 1 -output /tmp/output -workers 2 -dim 2 -parallelism 4 -filesys local -dsize 1000 -csize 4 -iter 100 -type tset -ftype txt





This command generate and write the datapoints and centroids in the HDFS and run the run the
K-Means clustering process.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansMain -dinput hdfs://namenode:9000/tmp/dinput -cinput hdfs://namenode:9000/tmp/cinput -fShared false -nFiles 1 -output hdfs://namenode:9000/tmp/output -workers 2 -dim 2 -parallelism 4 -filesys hdfs -dsize 1000 -csize 4 -iter 100 -type tset -ftype txt






Sample Output

[2019-11-22 10:41:15 -0500] [INFO] [-] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPILauncher: Starting the job master: 127.0.1.1:44675  
[2019-11-22 10:41:15 -0500] [WARNING] [-] [main] edu.iu.dsc.tws.master.server.JobMaster: Dashboard host address is null. Not connecting to Dashboard  
[2019-11-22 10:41:15 -0500] [INFO] [-] [main] edu.iu.dsc.tws.common.net.tcp.Server: Starting server on kannan-Precision-5820-Tower-X-Series:44675  
[2019-11-22 10:41:15 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.JobMaster: JobMaster [127.0.1.1] started and waiting worker messages on port: 44675  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIController: Working directory: /home/kannan/.twister2/jobs  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIController: Launching job in standalone scheduler with no of containers = 2  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.MPICommand: Job class path: /home/kannan/.twister2/jobs/KMeans-job/libexamples-java.jar  
[2019-11-22 10:41:15 -0500] [INFO] [-] [Thread-4] edu.iu.dsc.tws.rsched.schedulers.standalone.StandaloneCommand: Java version : 8  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker: 1 joined the job.  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker: 0 joined the job.  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerHandler: All workers joined the job. Worker IDs: [0, 1]  
[2019-11-22 10:41:16 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerHandler: Sending WorkersJoined messages ...  
[2019-11-22 10:41:17 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.batch.kmeans.KMeansComputeJob: Total K-Means Execution Time: 352	Data Load time : 109	Compute Time : 243  
[2019-11-22 10:41:17 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 0  
[2019-11-22 10:41:17 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:0 COMPLETED.  
[2019-11-22 10:41:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.kmeans.KMeansComputeJob: Total K-Means Execution Time: 354	Data Load time : 130	Compute Time : 224  
[2019-11-22 10:41:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.rsched.schedulers.standalone.MPIWorker: Worker finished executing - 1  
[2019-11-22 10:41:17 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:1 COMPLETED.  
[2019-11-22 10:41:17 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: All 2 workers COMPLETED. Terminating the job.  
[2019-11-22 10:41:17 -0500] [INFO] [-] [main] edu.iu.dsc.tws.rsched.core.ResourceAllocator: CLEANED TEMPORARY DIRECTORY......:/tmp/twister2-KMeans-job-7364072149483599729  
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Support Vector Machines (SVM) is a supervised learning algorithm which is mainly used for the
purpose of classifying data. SVM algorithm is a light-weight classifier compared to Deep Neural
Networks. SVM is a highly used algorithm for classifying data. There are many varieties of SVMs
which has been developed through out the years. The sequential minimal optimization (SMO [https://pdfs.semanticscholar.org/59ee/e096b49d66f39891eb88a6c84cc89acba12d.pdf]) based approach
is one of the most famouos modes in the early days of SVM. Then the research progreeses towards
matrix decomposition methods like PSVM [https://static.googleusercontent.com/media/research.google.com/en//pubs/archive/34638.pdf].
Both these methods are high computational intensive algorithms. Then the current research has
diverted towards using gradient descent based approaches to solve the problem. These researchs show
that this method is highly efficient and accuracy is as high as the traditional SMO-based and
matrix decomposition-based approaches.




Background

Currently Twister2 supports SGD-based SVM binary classifier with Linear Kernel. Our objective
is to provide fully functional multi-class SVM classifier with multiple kernel support in a future
release.

Here S is a sample space where xi and yi,

S with n samples,xi refers to a d-dimensional feature vector and yi
is  the  label  of  the ith sample.

[image: docs/examples/ml/svm/assets/eq1.gif]Sample Space Definition

Jt refers to the quadratic objective function which is minimized in the algorithm
to obtain the convergence in the algorithm.

[image: docs/examples/ml/svm/assets/eq2.gif]Objective Function

This is the constraint of the objective function

[image: docs/examples/ml/svm/assets/eq4.gif]Constraint Definition In Objective Function

The weight vector updates takes as follows. Depending on the gradient of the objective function,

[image: docs/examples/ml/svm/assets/eq3.gif]Weight Update Equations




SVM-SGD Sequential Algorithm

Twister2:ML provides a basic Linear Kernel based SVM algorithm developed on top of stochastic
gradient descent based approach. The sequential algorithm is shown in Figure

[image: docs/examples/ml/svm/assets/seq_sgd_svm_algo.png]Sequential Algorithm

In the distributed algorithm, we model a data-parallel algorithm where each model work on a separate
data set (subset of full dataset). After each model is done with calculating the final weight
vector we do a model synchronization. A preliminary research we did on this proves that this method
is highly efficient and accuracy of the algorithm doesn’t dilute with the model synchronization
frequency.




Distributed SVM Batch Model - Task Example

[image: docs/examples/ml/svm/assets/twister2_ml_simple_model_svm.png]Twister2 Distributed SVM Batch Model


Components


	Training Data Source : This is an input from a text file (supported format csv) {label,features}


	Testing Data Source : This is an input from a text file (supported format csv) {label,features}


	Distributed SVM Compute Tasks : Set of Independent tasks running in parallel with the specified parallelism,
(Note: In current implementation we recommend to use data parallelism = compute parallelism )


	Input Data Streamer Task : Loads the data with the configured parallelism and send to the SVM Compute Task


	SVM Reducer Task : Do a MPI-like model reduction to get the final model by averaging through the reduced value
(Note: This is one way of doing this. If you want to do an ensemble-like reduction, we need a voting mechanism.
Twister2 will support that in an upcoming release)


	Trained Model : This contains the final weight vector and important log information that you need to save to disk
In production or testing phase, you may only need to run the testing graph. Twister2 SVM can be customized
to support that functionality as well.


	Testing Data Streamer : Loads the testing data in parallel with the defined parallelism. This way
we can do the testing process quite efficiently. You can increase this parallelism depending on your requirement
and it is independent of the data parallelism used in the training process.


	Distributed Tester : Runs the SVM prediction algorithm on the testing data and provide the accuracy for the
tested batch.


	Train Model Evaluator : The Distributed Tester provides the accuracy per testing data set and the
evaluator does the MPI-like reduction over the response and provide the final accuracy. You can provide a custom
averaging function using Twister2 IFunctions to give a weighted average or any specific average function
depending on your expectation. Current algorithm supports a general MPI-like plain reduction and average it over
the number of processes (=no of data partitions) used in the testing process.


	Final Results : Final results can be saved to disk and currently, Twister2 SVM shows time breakdown for
testing, training, accuracy and data set specific info.









Code


Data Loading

Here is how we load data for training.

DataObject<Object> data = null;
   DataObjectSource sourceTask = new DataObjectSource(Context.TWISTER2_DIRECT_EDGE,
       this.svmJobParameters.getTrainingDataDir());
   DataObjectSink sinkTask = new DataObjectSink();
   trainingBuilder.addSource(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       sourceTask, dataStreamerParallelism);
   ComputeConnection firstGraphComputeConnection = trainingBuilder.addSink(
       Constants.SimpleGraphConfig.DATA_OBJECT_SINK, sinkTask, dataStreamerParallelism);
   firstGraphComputeConnection.direct(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       Context.TWISTER2_DIRECT_EDGE, DataType.OBJECT);
   trainingBuilder.setMode(OperationMode.BATCH);

   DataFlowTaskGraph datapointsTaskGraph = trainingBuilder.build();
   ExecutionPlan firstGraphExecutionPlan = taskExecutor.plan(datapointsTaskGraph);
   taskExecutor.execute(datapointsTaskGraph, firstGraphExecutionPlan);
   data = taskExecutor.getOutput(
       datapointsTaskGraph, firstGraphExecutionPlan, Constants.SimpleGraphConfig.DATA_OBJECT_SINK);






Code Explained


Note: Task Names, Edge Names are defined using constants

First you need to create a DataSourceObject which is an abstraction in Twister2 Data API.
This way you can implicitly do the data loading in parallel and plug this in easily to the data
streaming source task (this will be explained in a following section).

DataObjectSource sourceTask = new DataObjectSource(Context.TWISTER2_DIRECT_EDGE,
        this.svmJobParameters.getTrainingDataDir());





DataObjectSink in Twister2 supports to get the parallelism you expect.
This sink task is connected to the data loading Source Task which helps to partition the
data equal to the parallelism you provide. Read the source code to get a clear idea.

DataObjectSink sinkTask = new DataObjectSink();
   trainingBuilder.addSource(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       sourceTask, dataStreamerParallelism);





Now we need to create the data loading task graph. Source task can be added as follows.

trainingBuilder.addSource(Constants.SimpleGraphConfig.DATA_OBJECT_SOURCE,
       sourceTask, dataStreamerParallelism);





Next, the sink task of data loading must be added to the task graph,

ComputeConnection firstGraphComputeConnection = trainingBuilder.addSink(
       Constants.SimpleGraphConfig.DATA_OBJECT_SINK, sinkTask, dataStreamerParallelism);





The link between data loading source task and sink task is called a direct link.
What we mean by a direct link is that the data is not undergoing any complex data flow, it is
just direct flow of data from the given source to the sink using a direct communication. This
is the simplest communication directive in Twister2.

Then we need to set the type of the graph we built. Twister2 allows the user to set the computation model
as a batch or streaming. We recommend to use Batch mode for the current SVM example as the
current computation model is specific to a batch case.

trainingBuilder.setMode(OperationMode.BATCH);





Now, the task graph has to be built and executed.

 DataFlowTaskGraph datapointsTaskGraph = trainingBuilder.build();
   ExecutionPlan firstGraphExecutionPlan = taskExecutor.plan(datapointsTaskGraph);
   taskExecutor.execute(datapointsTaskGraph, firstGraphExecutionPlan);





Finally, we can get the partitioned data set as a data object which we call as a DataObject
which can be defined as a generic type depending on the programming logic or your preference.

data = taskExecutor.getOutput(
       datapointsTaskGraph, firstGraphExecutionPlan, Constants.SimpleGraphConfig.DATA_OBJECT_SINK);





This data object has partitions equal to the amount of parallelism provided in the task definition.




Note: Testing data is also loaded in a similar way.








Training

Next step is to train the SVM algorithm using the loaded data. For that we create another
task graph called training task graph which can be considered as the first major component in
the distributed SVM algorithm.

DataObject<double[]> trainedWeight = null;

    dataStreamer = new InputDataStreamer(this.operationMode,
        svmJobParameters.isDummy(), this.binaryBatchModel);
    svmCompute = new SVMCompute(this.binaryBatchModel, this.operationMode);
    svmReduce = new SVMReduce(this.operationMode);

    trainingBuilder.addSource(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE, dataStreamer,
        dataStreamerParallelism);
    ComputeConnection svmComputeConnection = trainingBuilder
        .addCompute(Constants.SimpleGraphConfig.SVM_COMPUTE, svmCompute, svmComputeParallelism);
    ComputeConnection svmReduceConnection = trainingBuilder
        .addSink(Constants.SimpleGraphConfig.SVM_REDUCE, svmReduce, reduceParallelism);

    svmComputeConnection
        .direct(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
            Constants.SimpleGraphConfig.DATA_EDGE, DataType.OBJECT);
    svmReduceConnection
        .reduce(Constants.SimpleGraphConfig.SVM_COMPUTE, Constants.SimpleGraphConfig.REDUCE_EDGE,
            new ReduceAggregator(), DataType.OBJECT);

    trainingBuilder.setMode(operationMode);
    DataFlowTaskGraph graph = trainingBuilder.build();
    ExecutionPlan plan = taskExecutor.plan(graph);

    taskExecutor.addInput(
        graph, plan, Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
        Constants.SimpleGraphConfig.INPUT_DATA, trainingData);

    taskExecutor.execute(graph, plan);

    LOG.info("Task Graph Executed !!! ");

    trainedWeight = retrieveWeightVectorFromTaskGraph(graph, plan);






Code Explained

First, we initialize the components in the graph. There are three basic components in the
training graph. They are;


	Input Data Streamer [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/streamer/InputDataStreamer.java] : loads the data in parallel and do initialization of models and other
used defined pre-processings.


	SVM Compute Task [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/compute/SVMCompute.java] : Runs the SVM algorithm on a partition of data.


	SVM Reduce Task [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/aggregate/SVMReduce.java]  : Generates the averaged model over all models trained in parallel




Here is how we initialize each of these tasks.


Note : Dummy data based training option is there just to test the application.

dataStreamer = new InputDataStreamer(this.operationMode,
        svmJobParameters.isDummy(), this.binaryBatchModel);
    svmCompute = new SVMCompute(this.binaryBatchModel, this.operationMode);
    svmReduce = new SVMReduce(this.operationMode);





In a similar way we used to create the task graph in data loading section, we use a similar approach
to design the training task graph.

A source task is always added by addingSource method

Make sure to use task graph edges and task node names using constants. Reduction parallelism is
always unity(=1) and the compute parallelism is recommended to be used as same as the data
parallelism. The reasoning is that each compute node will work on the partitioned data.
The link between input data stream and the compute node is direct and that’s why we keep
the parallelisms as stated. In the Reduction phase you can use a data aggregator of your own
choice. In the current aggregator [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/aggregate/ReduceAggregator.java] logic, we just do a basic MPI-like reduction.

trainingBuilder.addSource(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE, dataStreamer,
        dataStreamerParallelism);
    ComputeConnection svmComputeConnection = trainingBuilder
        .addCompute(Constants.SimpleGraphConfig.SVM_COMPUTE, svmCompute, svmComputeParallelism);
    ComputeConnection svmReduceConnection = trainingBuilder
        .addSink(Constants.SimpleGraphConfig.SVM_REDUCE, svmReduce, reduceParallelism);

    svmComputeConnection
        .direct(Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
            Constants.SimpleGraphConfig.DATA_EDGE, DataType.OBJECT);
    svmReduceConnection
        .reduce(Constants.SimpleGraphConfig.SVM_COMPUTE, Constants.SimpleGraphConfig.REDUCE_EDGE,
            new ReduceAggregator(), DataType.OBJECT);





The graph can be initialized as follows,

trainingBuilder.setMode(operationMode);
    DataFlowTaskGraph graph = trainingBuilder.build();
    ExecutionPlan plan = taskExecutor.plan(graph);





Next, the important thing is to add the input to the task graph. The input is the data object
that we loaded in the training data loading stage. It can be done like this,

taskExecutor.addInput(
        graph, plan, Constants.SimpleGraphConfig.DATASTREAMER_SOURCE,
        Constants.SimpleGraphConfig.INPUT_DATA, trainingData);





Here, you need to specify to which task you’re adding the data. Here our task is the streaming data
source task. Then we just need to provide the reference of the loaded data object to the addInput function.
Then you can execute the task graph.

taskExecutor.execute(graph, plan);





You can use the getOutput method in task executor to obtain the final results of the graph.
This final result will be the trained model. Here the trained model only refers to the final weight vector.








Testing

Testing is also done in parallel and a similar task graph like training task graph is created,
but the tasks inside this graph a light weight. It is just straight forward model evaluation in
O(Nd) (d is number of features, N number of samples) time. The major difference in testing task graph
is we input both the trained model (weight vector) and the testing data set to the taskgraph as inputs.

Finally a reduction operation is done to get the final accuracy of the testing model.

You can find the code to our SVM Implementation
here [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/ml/svm/job/SvmSgdAdvancedRunner.java].






Run Batch SVM

Sample Execution

Note: Make sure your data in the file has same line length in all lines.
Our inbuilt splitter currently assumes this. And we will release a more dyanmic
Data API to handle this in a near future release.


Data Format :

label,feature_1,feature_2,...,feature_d





Binary classification is only supported in the current release. Make sure labels are +1 and -1
for the two classes. The data should be in CSV format with dense matrix representation.
If you’re using LibSVM format data, first use a LibSVM -> CSV converter [https://github.com/zygmuntz/phraug/blob/master/libsvm2csv.py]
to convert data to the dense format.




Run SVM

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb 4096 -disk_gb 2 -instances <no of instances> -alpha <learning rate>-C <hyper-parameter-in-constraint-function> -exp_name <experiment-name> -features <features> -samples <total-samples> -iterations <iterations> -training_data_dir <training-csv-file> -testing_data_dir <testing-csv-file> -parallelism <overall-parallelism> -workers <no of workers> -cpus <no of cpus> -threads <threds to be used in the scheduler>






Sample Run

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb 4096 -disk_gb 2 -instances 1 -alpha 0.1 -C 1.0 -exp_name test-svm -features 22 -samples 35000 -iterations 10 -training_data_dir <path-to-training-csv> -testing_data_dir <path-to-testing-csv> -parallelism 8 -workers 1 -cpus 1 -threads 4








Sample Output

Training Dataset [/home/vibhatha/data/svm/w8a/training.csv] 
Testing  Dataset [/home/vibhatha/data/svm/w8a/testing.csv] 
Data Loading Time (Training + Testing) 				= 1.943881115  s 
Training Time 							= 7.978291269  s 
Testing Time  							= 0.828260105  s 
Total Time (Data Loading Time + Training Time + Testing Time) 	= 10.750432489  s 
Accuracy of the Trained Model 					= 88.904494382 %












Distributed SVM Batch Model - Tset Example

TSet is an abstraction for the Task API. The reason behind using TSet is to provide
much easier coding environment for API users. For developer level using Task Example
will be much easier when you want to write plug-ins for existing programmes. In TSet
level most of the Task level APIs are abstracted to provide a readable interface.

The design model used in here is as same as the task example. Let’s go through the code.

CachedTSet<double[][]> trainingData = loadTrainingData();
    CachedTSet<double[][]> testingData = loadTestingData();
    MapTSet<double[], double[][]> svmTrainTset = trainingData
        .map(new SvmTrainMap(this.binaryBatchModel, this.svmJobParameters));
    //svmTset.addInput("trainingData", testingData);
    ReduceTLink<double[]> reduceTLink = svmTrainTset.reduce((t1, t2) -> {
      double[] w1 = new double[t1.length];
      try {
        w1 = Matrix.add(t1, t2);
      } catch (MatrixMultiplicationException e) {
        e.printStackTrace();
      }
      return w1;
    });

    CachedTSet<double[]> finalW = reduceTLink
        .map(new ModelAverager(this.svmJobParameters.getParallelism())).cache();
    double[] wFinal = finalW.getData().get(0);
    this.binaryBatchModel.setW(wFinal);
    LOG.info(String.format("Data : %s",
        Arrays.toString(wFinal)));

    MapTSet<Double, double[][]> svmTestTset = testingData
        .map(new SvmTestMap(this.binaryBatchModel, this.svmJobParameters));
    ReduceTLink<Double> reduceTestLink = svmTestTset.reduce((t1, t2) -> {
      double t = t1 + t2;
      return t;
    });
    CachedTSet<Double> finalAcc = reduceTestLink
        .map(new AccuracyAverager(this.svmJobParameters.getParallelism())).cache();
    double acc = finalAcc.getData().get(0);
    LOG.info(String.format("Training Accuracy : %f ", acc));






Code Explained

First, we need to load the training data,

CachedTSet<double[][]> data = this.twisterBatchContext.createSource(
        new DataLoadingTask(this.binaryBatchModel, this.svmJobParameters, "train"),
        this.dataStreamerParallelism).setName("trainingDataSource").cache();





Here we need to create a data loading task.

When using TSets, you need to load the data using the same Data API interfaces.
But here, we provided less abstraction towards data loading, so that user can
define their logics within DataLoadingTask (More details are below).

In the DataLoading task, the data object must be defined with reference to the number
of partitions considering the total data size.

 public void prepare() {
    this.config = context.getConfig();
    this.parallelism = context.getParallelism();
    // dimension is +1 features as the input data comes along with the label
    this.dimension = this.binaryBatchModel.getFeatures() + 1;
    if ("train".equalsIgnoreCase(this.dataType)) {
      this.dataSize = this.binaryBatchModel.getSamples();
      this.localPoints = new double[this.dataSize / (this.parallelism + 1)][this.dimension];
      this.source = new DataSource(config, new LocalFixedInputPartitioner(new
          Path(this.svmJobParameters.getTrainingDataDir()), this.parallelism, config,
          this.dataSize), this.parallelism);
    }
    if ("test".equalsIgnoreCase(this.dataType)) {
      this.dataSize = this.svmJobParameters.getTestingSamples();
      this.localPoints = new double[this.dataSize / (this.parallelism + 1)][this.dimension];
      this.source = new DataSource(config, new LocalFixedInputPartitioner(new
          Path(this.svmJobParameters.getTestingDataDir()), this.parallelism, config,
          this.dataSize), this.parallelism);
    }
  }





Here the data loader has to load the data considering training and testing data sizes.
So the source path and data sizes are different. The data size means the number of
lines in your file (it must be in csv format as mentioned in the task example section).
Currently that field is not implicitly handled in the current release (0.2.2).

DataLoadingTask extends the BaseSource, so the expected data type can be defined.
The overriden next() method uses the Twister2 Data API to load the data.

  public double[][] next() {
    LOG.fine("Context Prepare Task Index:" + context.getIndex());
    InputSplit inputSplit = this.source.getNextSplit(context.getIndex());
    int totalCount = 0;
    while (inputSplit != null) {
      try {
        int count = 0;
        while (!inputSplit.reachedEnd()) {
          String value = (String) inputSplit.nextRecord(null);
          if (value == null) {
            break;
          }
          String[] splts = value.split(",");
          if (debug) {
            LOG.info(String.format("Count %d , splits %d, dimensions %d", count, splts.length,
                this.dimension));
          }

          if (count >= this.localPoints.length) {
            break; // TODO : unbalance division temp fix
          }
          for (int i = 0; i < this.dimension; i++) {
            this.localPoints[count][i] = Double.valueOf(splts[i]);
          }
          if (value != null) {
            count += 1;
          }
        }
        inputSplit = this.source.getNextSplit(context.getIndex());
      } catch (IOException e) {
        LOG.log(Level.SEVERE, "Failed to read the input", e);
      }
    }
    return this.localPoints;
  }






Note : Loading data format depends on the data processing logics that you have aleady defined in your program. Handl the data loading with care. You can use a filter function to process them in the expected way.

The loaded data has to be referenced via a Cacheable Tset => CashedTSet object.

    CachedTSet<double[][]> trainingData = loadTrainingData();
    CachedTSet<double[][]> testingData = loadTestingData();





Now, the training has to be done on the loaded data.

  MapTSet<double[], double[][]> svmTrainTset = trainingData
        .map(new SvmTrainMap(this.binaryBatchModel, this.svmJobParameters));





The Training logic must be programmed inside the a Map class which is extended from the
BaseMapFunction<T,O)>. Here the input data format defines T and the expected
output data format defines O.

Then the reduce function has to be called to reduce the trained models to get a
globally synchronized model. Here, the lambda functions has been used to do it quite
effectively without creating a new class. Here a ReduceTLink a TLink specialized
to perform reduction operation is used. This is another abstraction we use in TSet based
application development.

ReduceTLink<double[]> reduceTLink = svmTrainTset.reduce((t1, t2) -> {
      double[] w1 = new double[t1.length];
      try {
        w1 = Matrix.add(t1, t2);
      } catch (MatrixMultiplicationException e) {
        e.printStackTrace();
      }
      return w1;
    });





Next step is to obtain the averaged model over the executed reduction.

CachedTSet<double[]> finalW = reduceTLink
        .map(new ModelAverager(this.svmJobParameters.getParallelism())).cache();
    double[] wFinal = finalW.getData().get(0);





TSetLinks provide a Map interface to write customizable mapping functions depending user requirment
to get processed output. Here a simple average is performed over the globally synchronized data
using the ModelAverager class. It is nothing but averaging to get the mean of the globally
synchronied model with respect to the parallelism.

getData method returns the partitions and as this is a reduce example there
will be a single partition.

In the testing stage, we used the same model as used in the task example. The testing is also
done in parallel.

IterableMapTSet<Double, double[][]> svmTestTset = testingData
       .map(new SvmTestMap(this.binaryBatchModel, this.svmJobParameters));
   ReduceTLink<Double> reduceTestLink = svmTestTset.reduce((t1, t2) -> {
     double t = t1 + t2;
     return t;
   });





As same as a training Mapper task, a testing mapper task is defined to run the
SVM prediction within the SVMTestMap interface. We abstract the computation logic
inside this Map class. And finally, a reduction is performed on the accuracy calculated
per test data set.

 CachedTSet<Double> finalAcc = reduceTestLink
        .map(new AccuracyAverager(this.svmJobParameters.getParallelism())).cache();
    double acc = finalAcc.getData().get(0);
    LOG.info(String.format("Training Accuracy : %f ", acc));





Final testing accuracy can be obtained by averaging through the globally synchronized value.
For that a simple map function can be plugged into the TSetLink.




Note we use a separate TSet Link per a specific task.






Running TSet Based SVM

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb <ram-size-MB> -disk_gb <disk-size-in-GB> -instances <no-of-instances> -alpha <learning rate> -C <training-constraint> -exp_name <experiment-name> -features <dimension of a data point> -samples <no-of-training-samples> -iterations <iterations> -training_data_dir <training-data-file> -testing_data_dir <testing-data-file>-parallelism <overall-parallelism> -workers <no-of-workers> -cpus <no-of-cpus> -threads <no-threads-for-scheduler> -svm_run_type tset -testing_samples <testing-samples>






Sample Run

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.ml.svm.SVMRunner -ram_mb 4096 -disk_gb 2 -instances 1 -alpha 0.1 -C 1.0 -exp_name test-svm -features 300 -samples 49749 -iterations 10 -training_data_dir <training-data-csv-file> -testing_data_dir <testing-data-csv-file> -parallelism 8 -workers 1 -cpus 1 -threads 4 -svm_run_type tset -testing_samples 14951








Sample Output

[2019-03-28 16:40:31 -0400] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.ml.svm.job.SvmSgdTsetRunner: Training Accuracy : 88.049368






Note make sure you have formatted the CSV files as instructed in the SVM Task Example.
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Multistage Example

Multistage example refers to one or more intermediate tasks between the source and sink
task.




Batch Tasks

private static class GeneratorTask extends BaseStreamSource {
    private static final long serialVersionUID = -254264903510284748L;

    private int count = 0;

    @Override
    public void execute() {
      if (count == 999) {
        if (context.writeEnd("partition-edge", "Hello")) {
          count++;
        }
      } else if (count < 999) {
        if (context.write("partition-edge", "Hello")) {
          count++;
        }
      }
    }
  }

  private static class ReduceTask extends BaseStreamSink {
    private static final long serialVersionUID = -254264903510284791L;
    private int count = 0;

    @Override
    public boolean execute(IMessage message) {
      count++;
      LOG.info(String.format("%d %d Reduce received count: %d", context.getWorkerId(),
          context.taskId(), count));
      return true;
    }
  }

  @SuppressWarnings("rawtypes")
  private static class PartitionTask extends BaseStreamCompute {
    private static final long serialVersionUID = -254264903510284798L;

    private int count = 0;

    @Override
    public boolean execute(IMessage message) {
      if (message.getContent() instanceof Iterator) {
        Iterator it = (Iterator) message.getContent();
        while (it.hasNext()) {
          count += 1;
          context.write("compute-edge", it.next());
        }
      }
      LOG.info(String.format("%d %d Partition Received count: %d", context.getWorkerId(),
          context.taskId(), count));
      return true;
    }
  }








Stream Task

private static class GeneratorTask extends BaseStreamSource {
    private static final long serialVersionUID = -254264903510284748L;

    private int count = 0;

    @Override
    public void execute() {
      if (count == 999) {
        if (context.writeEnd("partition-edge", "Hello")) {
          count++;
        }
      } else if (count < 999) {
        if (context.write("partition-edge", "Hello")) {
          count++;
        }
      }
    }
  }

  private static class ReduceTask extends BaseStreamSink {
    private static final long serialVersionUID = -254264903510284791L;
    private int count = 0;

    @Override
    public boolean execute(IMessage message) {
      count++;
      LOG.info(String.format("%d %d Reduce received count: %d", context.getWorkerId(),
          context.taskId(), count));
      return true;
    }
  }

  @SuppressWarnings("rawtypes")
  private static class PartitionTask extends BaseStreamCompute {
    private static final long serialVersionUID = -254264903510284798L;

    private int count = 0;

    @Override
    public boolean execute(IMessage message) {
      if (message.getContent() instanceof Iterator) {
        Iterator it = (Iterator) message.getContent();
        while (it.hasNext()) {
          count += 1;
          context.write("compute-edge", it.next());
        }
      }
      LOG.info(String.format("%d %d Partition Received count: %d", context.getWorkerId(),
          context.taskId(), count));
      return true;
    }
  }





In the multistage example we have a source task, two compute tasks which extends the BaseCompute
class. There can be multiple compute tasks depending on the description of the task. In this one we
generate a stream of data in the source task and in the intermediate task the partition
is done and in the final task we do a reduction operation.

public void execute() {
    GeneratorTask g = new GeneratorTask();
    ReduceTask rt = new ReduceTask();
    PartitionTask r = new PartitionTask();

    TaskGraphBuilder builder = TaskGraphBuilder.newBuilder(config);
    builder.addSource("source", g, 4);
    ComputeConnection pc = builder.addCompute("compute", r, 4);
    pc.partition("source", "partition-edge", DataType.OBJECT);
    ComputeConnection rc = builder.addCompute("sink", rt, 1);
    rc.reduce("compute", "compute-edge", new IFunction() {
      @Override
      public Object onMessage(Object object1, Object object2) {
        return object1;
      }
    });
    builder.setMode(OperationMode.STREAMING);

    DataFlowTaskGraph graph = builder.build();
    TaskUtils.execute(config, allocatedResources, graph, workerController);
  }





Here the ComputeConnection class calls the reduce function to reduce the data via the compute
task to the sink task.

Run the following command to run this example.




To run Multistage Batch Example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.batch.MultiStageGraph





MultiStage TaskGraph Batch Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/batch/MultiStageGraph.java]




To run Multistage Streaming Example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.streaming.MultiStageGraph





MultiStage TaskGraph Streaming Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/task/streaming/MultiStageGraph.java]




Multiple Compute Tasks Example

The multiple compute tasks consists of a source node and sends output to multiple compute dataflow
nodes. Also, the final compute task receive the input from multiple compute dataflow nodes.

The structure of the graph is given below:

    Source (Task 1)
       |
       |
       V
  Task2  Task3 (Multiple Compute Elements)
    |     |
    |     |
    V     V
  Target (Task 4)





[image: docs/examples/multistage/assets/multicompute_taskgraph.png]MultiComputeNodes Task Graph


Multiple Compute Tasks Example

This example is described in four stages namely


	defining the task graph


	creating the compute connections


	creating the communication edges between the compute connections


	build and execute the task graph




    SourceTask sourceTask = new SourceTask();
    FirstComputeTask firstComputeTask = new FirstComputeTask();
    SecondComputeTask secondComputeTask = new SecondComputeTask();
    ReduceTask reduceTask = new ReduceTask();





    builder.addSource("source", sourceTask, parallel);
       ComputeConnection firstComputeConnection = builder.addCompute(
           "firstcompute", firstComputeTask, parallel);
       ComputeConnection secondComputeConnection = builder.addCompute(
           "secondcompute", secondComputeTask, parallel);
       ComputeConnection reduceConnection = builder.addCompute("compute", reduceTask, parallel);





The source task creates the direct communication edge beween the first compute and second compute
task. From the first compute and second compute, it creates an all-reduce communication edge to
the reduce task.

    firstComputeConnection.direct("source", "fdirect", DataType.OBJECT);
    secondComputeConnection.direct("source", "sdirect", DataType.OBJECT);
    reduceConnection.allreduce("firstcompute", "freduce", new Aggregator(), DataType.OBJECT);
    reduceConnection.allreduce("secondcompute", "sreduce", new Aggregator(), DataType.OBJECT);





This build and generate the task graph for the batch process. Then, it call the taskscheduler and
taskexecutor to build the task schedule plan and execution plan respectively. Finally, it calls
the execute method to execute the generated task graph.

    builder.setMode(OperationMode.BATCH);
    DataFlowTaskGraph graph = builder.build();
    ExecutionPlan plan = taskExecutor.plan(graph);
    taskExecutor.execute(graph, plan);










To Run Multiple Compute Tasks Example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.internal.taskgraph.MultiComputeTasksGraphExample -dsize 100 -parallelism 2 -workers 2 -dim 2 -csize 4 -dinput /tmp/dinput -cinput /tmp/dinput -filesys local -nFiles 1





Multiple Compute Tasks Source Code [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/internal/taskgraph/MultiComputeTasksGraphExample.java]





          

      

      

    

  

  
    
    id: terasort title: TeraSort sidebar_label: TeraSort
    

    
 
  

    
      
          
            
  


id: terasort
title: TeraSort
sidebar_label: TeraSort

TeraSort is a common benchmark to measure and compare high performance big data frameworks such
as Twister2. The idea is to measure the time to sort one terabyte of randomly distributed data.

This terasort is implemented according to the requirements listed in the
https://sortbenchmark.org/ website. It uses partition and sort method.
First we globally partition the data into available tasks. Then the data in each task is sorted. This
gives a global sorting among the tasks.

Because terasort can run with data larger than the memory, we can use file system to store and sort
the data. All this handle internally to twister2 and you can configure how much data to keep in memory etc.

This implementation can read from a file generated by the input generator in
gensort Data Generator [http://www.ordinal.com/gensort.html] or it can use an in-memory generator.

When it runs with in-memory mode, we generate a batch of tuples, each having a random byte array as
the key and a byte array of configurable length as the value. These tuples will be sent from multiple
sources to a single sinks with keyed gather operation applied as the connection. Keyed Gather
operation is configured with a comparator to sort by key.


Generating data files

gensort Data Generator [http://www.ordinal.com/gensort.html] can be used to generate data files.




In memory example command

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.terasort.TeraSort -size .5 -valueSize 90 -keySize 10 -instances 8 -instanceCPUs 1 -instanceMemory 1024 -sources 8 -sinks 8 -memoryBytesLimit 4000000000 -fileSizeBytes 100000000








File mode example command

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.terasort.TeraSort -size .5 -valueSize 90 -keySize 10 -instances 8 -instanceCPUs 1 -instanceMemory 1024 -sources 8 -sinks 8 -memoryBytesLimit 4000000000 -fileSizeBytes 100000000 -inputFile /path/to/file-%d








TeraSort parameters


Data Configuration - File Based mode

| Parameter  | Description | Default Value |
| ————- | ————- | ————- |
| inputFile  | Path to the input file. This path can contain, %d which will be replaced with the task index at runtime. For example, if file is specified as input-%d, when executing task with index 0, it will search for file input-0.  | Mandatory |
| valueSize | Size of the value component of the tuple in bytes | Mandatory |
| keySize | Size of the value component of the tuple in bytes | Mandatory |




Data Configuration - Non File Based mode

Terasort will switch to non file based mode, if filePath is not specified.

| Parameter  | Description | Default Value |
| ————- | ————- | ————- |
| size  | Total size of data generated by sources.  | Mandatory |
| valueSize | Size of the value component of the tuple in bytes | Mandatory |
| keySize | Size of the value component of the tuple in bytes | Mandatory |




Resource Configuration

| Parameter  | Description | Default Value |
| ————- | ————- | ————- |
| instances | No of twister2 worker instances | Mandatory |
| instanceCpus | No of CPUs to allocate per each instance(Might not be applicable for all twister2 modes) | Mandatory |
| instanceMemory | Amount of memory to allocate in MB for each instance | Mandatory |
| sources | No. of sources to generate data. This will multiply the data size of your current configuration. For example, if you have specified, 512GB as the data size and 4 as the No. of sources, twister2 will produce and sort 1TB of data in total | Mandatory |
| sinks | No. of sinks to receive the globally sorted data | Mandatory |




Tuneup Parameters

| Parameter  | Description | Default Value |
| ————- | ————- | ————- |
| memoryBytesLimit | Maximum amount of random access memory(in bytes) to utilize to hold incoming tuples. Tuples will be written to the disk, once this limit is exceeded. | 6400 |
| fileSizeBytes | Size of a single file to use when going to disk | 64 |
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About this example

With twister2, you get the ability to spawn a set of processes across
a cluster. These processes can be configured to collectively execute a set of instructions on your data based on your data analytics requirement. This example
shows how you can define and submit a twister2 job to execute a logic on multiple computing nodes. For this example, our logic will be just printing a message with worker ID to the console.




Defining a Twister2 Job

As the first step of any twister2 application, you should define a Twister2 job and provide an entry point to start the execution. You can even declare the required
computing resources for your job, so that twister2 resource scheduler can
provision those resources for your application.

Job should be defined within the main method of the main class.

  public static void main(String[] args) {

    JobConfig jobConfig = new JobConfig();

    Twister2Job job = Twister2Job.newBuilder()
        .setJobName("hello-twister2")
        .setConfig(jobConfig)
        .setWorkerClass(HelloTwister2.class)
        .addComputeResource(1, 512, 4)
        .build();

    Twister2Submitter.submitJob(job);
  }





In python, job is defined by creating an instance of Twister2Environment. This should be defined in the main python file of the job.

env = Twister2Environment(name="Name is Optional", resources=[{"cpu": 1, "ram": 512, "instances": 4}], config={"Config dictionary is also optional": True})








Inside twister2 worker

Job definition code runs only at the client(machine where you submit the job to twister2 cluster). Worker code is the logic, that will be executed on multiple machines(nodes) in parallel.

Your worker class should implement Twister2Worker interface. That interface has only one method: execute.
This execute method will be executed by Twister2 runtime on all workers.
Inside the execute method, you need to initialize the proper environment object as the first thing.
In this example, we initialize BatchEnvironment.

public class HelloTwister2 implements Twister2Worker {

  private static final Logger LOG = Logger.getLogger(HelloTwister2.class.getName());

  @Override
  public void execute(WorkerEnvironment workerEnv) {
    BatchEnvironment env = TSetEnvironment.initBatch(workerEnv);
    LOG.info(String.format("Hello from worker %d", env.getWorkerID()));
  }
}





In python, whatever you define just after the Twister2Environment environment initialization
will be considered as the worker code.

env = Twister2Environment(resources=[{"cpu": 1, "ram": 512, "instances": 4}])

# Your worker code starts here
print("Hello from worker %d" % env.worker_id)








Submitting the job to twister2

Twister2 accept 4 types of jobs written in two different programing languages.

A single jar file including the main class and main method.

./bin/twister2 submit standalone jar <path to jar> <fully qualified class name of main class> <job_args>





A zip file including the main class and main method.

./bin/twister2 submit standalone java_zip <path to zip> <fully qualified class name of main class> <job_args>





A single python file which creates a Twister2Environment

./bin/twister2 submit standalone python <path to py file> <job_args>





A zip file containing multiple python files

./bin/twister2 submit standalone python_zip <path to zip file> <main python file> <job_args>








Running this example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.tset.tutorial.simple.hello.HelloTwister2





./bin/twister2 submit standalone python examples/python/hello_twister2.py








Output

We should see 4 different responses from each worker indicating their respective worker ID.

[2019-11-27 10:37:56 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.hello.HelloTwister2: Hello from worker 2  
[2019-11-27 10:37:56 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.hello.HelloTwister2: Hello from worker 0  
[2019-11-27 10:37:56 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.hello.HelloTwister2: Hello from worker 1  
[2019-11-27 10:37:56 -0500] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.hello.HelloTwister2: Hello from worker 3  





[2019-11-27 10:38:04 -0500] [INFO] [worker-2] [python-process] edu.iu.dsc.tws.python.PythonWorker: Hello from worker 2  
[2019-11-27 10:38:04 -0500] [INFO] [worker-1] [python-process] edu.iu.dsc.tws.python.PythonWorker: Hello from worker 1  
[2019-11-27 10:38:04 -0500] [INFO] [worker-0] [python-process] edu.iu.dsc.tws.python.PythonWorker: Hello from worker 0  
[2019-11-27 10:38:04 -0500] [INFO] [worker-3] [python-process] edu.iu.dsc.tws.python.PythonWorker: Hello from worker 3  
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About this example

There are instances where we need to merge two datasets(TSets) to do a single computation. In TSets, although you define your TSet operations in a top down approach, twister2 doesn’t execute them straight away unless you call a terminal command. A terminal command can be a sink() or a  forEach() where you actually consume the output or it can even be a cache() or a persist() where you don’t consume the output, instead hold the output in memory or disk.
This example shows how cache() command can be useful when adding a dataset as an input of computation of another dataset.




TSet Cache Operation

When you call cache() on a TSet, twister2 executes everything in the chain, upto that point and holds the resulting datset in memory. Cached TSets can be added as inputs for subsequent computations.

SourceTSet<Integer> sourceX = env.createSource(new SourceFunc<Integer>() {

      private int count = 0;

      @Override
      public boolean hasNext() {
        return count < 10;
      }

      @Override
      public Integer next() {
        return count++;
      }
    }, 4);

    ComputeTSet<Object, Iterator<Object>> twoComputes = sourceX.direct().compute((itr, c) -> {
      itr.forEachRemaining(i -> {
        c.collect(i * 5);
      });
    }).direct().compute((itr, c) -> {
      itr.forEachRemaining(i -> {
        c.collect((int) i + 2);
      });
    });

    CachedTSet<Object> cached = twoComputes.cache();
    // when cache is called, twister2 will run everything upto this point and cache the result
    // into the memory. Cached TSets can be added as inputs for other TSets and operations.

    SourceTSet<Integer> sourceZ = env.createSource(new SourceFunc<Integer>() {

      private int count = 0;

      @Override
      public boolean hasNext() {
        return count < 10;
      }

      @Override
      public Integer next() {
        return count++;
      }
    }, 4);

    ComputeTSet<Integer, Iterator<Integer>> calc = sourceZ.direct().compute(
        new ComputeCollectorFunc<Integer, Iterator<Integer>>() {

          private DataPartitionConsumer<Integer> xValues;

          @Override
          public void prepare(TSetContext context) {
            this.xValues = (DataPartitionConsumer<Integer>) context.getInput("x").getConsumer();
          }

          @Override
          public void compute(Iterator<Integer> zValues, RecordCollector<Integer> output) {
            while (zValues.hasNext()) {
              output.collect(xValues.next() + zValues.next());
            }
          }
        });

    calc.addInput("x", cached);

    calc.direct().forEach(i -> {
      LOG.info("(x * 5) + 2 + z =" + i);
    });





For any operation, you could define your logic inside a concrete python function or even in a lambda expression.

class IntSource(SourceFunc):

    def __init__(self):
        super().__init__()
        self.i = 0

    def has_next(self):
        return self.i < 10

    def next(self):
        res = self.i
        self.i = self.i + 1
        return res


source_x = env.create_source(IntSource(), 4)


def mul_by_five(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i * 5)


def add_two(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i + 2)


two_computes = source_x.compute(mul_by_five).compute(add_two)

cached = two_computes.cache()

source_z = env.create_source(IntSource(), 4)


def combine_x_and_z(itr, collector, ctx: TSetContext):
    x_values = ctx.get_input("x").consumer()
    for x, z in zip(itr, x_values):
        collector.collect(x + z)


calc = source_z.compute(combine_x_and_z)
calc.add_input("x", cached)

calc.for_each(lambda i: print("(x * 5) + 2 + z = %d" % i))





In this example, when you call cache on two_computes, twister2 performs (x*5)+2 calculation and
holds the resulting values in memory. These values can be then fed into source_z.compute() operation
through the TSetContext




Running this example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample





./bin/twister2 submit standalone python examples/python/tset_caching.py








Output

We should see 4 similar responses from each worker printing the (x * 5 ) + 2 + z values where x and z varies from 0 to 9.

[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =2  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =8  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =14  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =20  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =26  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =32  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =38  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =44  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =50  
[2019-11-27 11:20:28 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.caching.TSetCachingExample: (x * 5) + 2 + z =56  





(x * 5) + 2 + z = 2
(x * 5) + 2 + z = 8
(x * 5) + 2 + z = 14
(x * 5) + 2 + z = 20
(x * 5) + 2 + z = 26
(x * 5) + 2 + z = 32
(x * 5) + 2 + z = 38
(x * 5) + 2 + z = 44
(x * 5) + 2 + z = 50
(x * 5) + 2 + z = 56
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About this example

The compute operations discussed in the previous section, performs it’s calculations withing the same node consuming the data available within the node.

Twister2 has another set of communication operations which can be used to distribute(partition, broadcast), gather or reduce data across the network. Twister2 internally do various optimizations on these operations to effectively utlize the resources(mainly network, cpu and memory) of the cluster. This example shows how a reduce operation can be chained with local compute operations.




TSet Reduce Operation

TSet sources can be created through the TSetEnvironment.

sourceX.direct().compute((itr, collector) -> {
      itr.forEachRemaining(i -> {
        collector.collect(i * 5);
      });
    }).direct().compute((itr, collector) -> {
      itr.forEachRemaining(i -> {
        collector.collect((int) i + 2);
      });
    }).reduce((i1, i2) -> {
      return (int) i1 + (int) i2;
    }).forEach(i -> {
      LOG.info("SUM=" + i);
    });





For any operation, you could define your logic inside a concrete python function or even in a lambda expression.

def mul_by_five(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i * 5)


def add_two(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i + 2)


source_x.compute(mul_by_five).compute(add_two).reduce(lambda i1, i2: i1 + i2) \
    .for_each(lambda i: print("SUM = %d" % i))





TSet API has many more communication operations similar to reduce(). More information on TSet API can be found in TSet Docs [https://twister2.org/docs/concepts/tset_api].




Running this example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.tset.tutorial.intermediate.comm.TSetCommunicationExample





./bin/twister2 submit standalone python examples/python/tset_communication.py








Output

We should see a single response showing the sum of all the previous calculations. This time, the output will be printed only from worker 0, as we have applied a reduce operation.

[2019-11-27 11:11:48 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.comm.TSetCommunicationExample: SUM=980 





SUM = 980
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About this example

Data received from the sources can be transformed or perform computations on them by chaining compute operations. This example shows how, compute() chaining works in twister2.




TSet Compute

TSet sources can be created through the TSetEnvironment.

sourceX.direct().compute((itr, collector) -> {
      // if each element of the iterator should be processed individually, compute
      // function which accepts a ComputeCollector can be used.
      itr.forEachRemaining(i -> {
        collector.collect(i * 5);
      });
    }).direct().compute((itr, collector) -> {
      itr.forEachRemaining(i -> {
        collector.collect((int) i + 2);
      });
    }).direct().forEach(i -> {
      LOG.info("(i x 5 ) + 2 = " + i);
    });





Compute functions should be self executable. They can’t refer to outside variables, functions or imports. Whatever required should be imported within the function itself.

class IntSource(SourceFunc):
def mul_by_five(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i * 5)


def add_two(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i + 2)


source.compute(mul_by_five).compute(add_two).for_each(lambda i: print("(x * 5) + 2 = %d" % i))





Twister2 has two variants of compute functions.


	Compute with a single return value




In this variant, you receive an iterator of data from previous operation
and you can process them internally within the compute and output a single value.


	Compute with an output collector




In this variant, you receive an iterator of data from previous operation and you can output multiple values as the output through the collector.

TSet API has many other utility functions that works similar to compute(). More information on TSet API can be found in TSet Docs [https://twister2.org/docs/concepts/tset_api].




Running this example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetComputeExample





./bin/twister2 submit standalone python examples/python/tset_compute.py








Output

We should see 4 similar responses from each worker printing the (x * 5 ) + 2 values where x varies from 0 to 9.

[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 2  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 7  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 12  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 17  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 22  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 27  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 32  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 37  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 42  
[2019-11-27 10:58:59 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.compute.TSetComputeExample: (x * 5 ) + 2 = 47  





(i x 5) + 2 = 2
(i x 5) + 2 = 7
(i x 5) + 2 = 12
(i x 5) + 2 = 17
(i x 5) + 2 = 22
(i x 5) + 2 = 27
(i x 5) + 2 = 32
(i x 5) + 2 = 37
(i x 5) + 2 = 42
(i x 5) + 2 = 47
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About this example

Everything we discussed so far happens on memory. When our data doesn’t fit into the memory, persist() command can be used to offload data into the local disk. This makes all previous residuals garbage collectible and helps to free up memory for the upcoming computations.




TSet Persist Operation

Other than giving the ability to use disk, persist() command serves another purpose when it comes to fault tolerence. If you run twister2 with fault tolerence enabled, when persist() command is executed, twister2 internally creates a checkpoint and on failure, you can restart the same job from the last persist()ed point.

Similar to catch()ed TSets, persist()ed TSets can also be added as inputs for subsequent computations.

SourceTSet<Integer> sourceX = env.createSource(new SourceFunc<Integer>() {

      private int count = 0;

      @Override
      public boolean hasNext() {
        return count < 1000000;
      }

      @Override
      public Integer next() {
        return count++;
      }
    }, 4);

    long t1 = System.currentTimeMillis();
    ComputeTSet<Object, Iterator<Object>> twoComputes = sourceX.direct().compute((itr, c) -> {
      itr.forEachRemaining(i -> {
        c.collect(i * 5);
      });
    }).direct().compute((itr, c) -> {
      itr.forEachRemaining(i -> {
        c.collect((int) i + 2);
      });
    });
    LOG.info("Time for two computes : " + (System.currentTimeMillis() - t1));

    t1 = System.currentTimeMillis();
    PersistedTSet<Object> persist = twoComputes.persist();
    LOG.info("TIme for cache : " + (System.currentTimeMillis() - t1));
    // When persist() is called, twister2 performs all the computations/communication
    // upto this point and persists the result into the disk.
    // This makes previous data garbage collectible and frees some memory.
    // If persist() is called in a checkpointing enabled job, this will create
    // a snapshot at this point and will start straightaway from this point if the
    // job is restarted.

    // Similar to CachedTSets, PersistedTSets can be added as inputs for other TSets and
    // operations


    persist.reduce((i1, i2) -> {
      return (int) i1 + (int) i2;
    }).forEach(i -> {
      LOG.info("SUM=" + i);
    });





class IntSource(SourceFunc):

    def __init__(self):
        super().__init__()
        self.i = 0

    def has_next(self):
        return self.i < 10000

    def next(self):
        res = self.i
        self.i = self.i + 1
        return res


source_x = env.create_source(IntSource(), 4)


def mul_by_five(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i * 5)


def add_two(itr, collector, ctx: TSetContext):
    for i in itr:
        collector.collect(i + 2)


t1 = datetime.now()
two_computes = source_x.compute(mul_by_five).compute(add_two)
t2 = datetime.now()
print("Time taken for two_computes %d" % (t2 - t1).total_seconds())

t1 = datetime.now()
persisted = two_computes.persist()
t2 = datetime.now()
print("Time taken for cache %d" % (t2 - t1).total_seconds())

persisted.reduce(lambda i1, i2: i1 + i2) \
    .for_each(lambda i: print("SUM = %d" % i))








Running this example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample





./bin/twister2 submit standalone python examples/python/tset_checkpointing.py








Output

We should see 4 responses with each worker with the time taken for persisting and a response from 0th worker with the sum of all the numbers.

Here sum could be negative due to int overflow.

[2019-11-27 14:22:54 -0500] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 1  
[2019-11-27 14:22:54 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 1 
[2019-11-27 14:22:54 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 1  
[2019-11-27 14:22:54 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 1 
[2019-11-27 14:23:36 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: SUM=-1378487240





[2019-11-27 13:55:10 -0500] [INFO] [worker-3] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 5  
[2019-11-27 13:55:10 -0500] [INFO] [worker-0] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 4 
[2019-11-27 13:55:09 -0500] [INFO] [worker-2] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 5  
[2019-11-27 13:55:10 -0500] [INFO] [worker-1] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 4  
[2019-11-27 13:55:10 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:3 COMPLETED.  
SUM = 999980000








Checkpointing

Other than for offloading data to the disk, persis() can be used for checkpointing. When checkpointed, jobs can be restarted from the checkpoints on failures, without having to execute everything from scratch.

To enable checkpointing twister2.checkpointing.enable configuration of checkpoint.yaml should be switched to true. Other than that, following language specific changes should be applied to your code.

Initialize checkpointing environment as the first thing in the worker execute method.

public class TSetCheckptExample implements Twister2Worker, Serializable {
  public void execute(WorkerEnvironment workerEnvironment) {
    BatchChkPntEnvironment env = TSetEnvironment.initCheckpointing(workerEnvironment);
    ...
  }
}





There is nothing to be changed. Checkpointing will get automatically enabled when checkpoint.yaml is changed




Restarting a checkpointed job

Every twister2 job has an ID. The ID of the twister2 job can be found in the initial set of logs.

 _____           _     _           ____  
/__   \__      _(_)___| |_ ___ _ _|___ \ 
  / /\/\ \ /\ / / / __| __/ _ \ '__|__) |
 / /    \ V  V /| \__ \ ||  __/ |  / __/ 
 \/      \_/\_/ |_|___/\__\___|_| |_____| v0.4.0
                                         
Job Name        :       python-job-9d98a98e-779c-497a-91b9-486b50b01bc6
Job ID          :       python-job-9d98a98e-779c-497a-91b9-486b50b01bc6-a1594862-8b5e-4437-b7f3-e8cccfa9e6fc
Cluster Type    :       standalone
Runtime         :       OpenJDK 64-Bit Server VM 12.0.2+10





In above case, the job id is python-job-9d98a98e-779c-497a-91b9-486b50b01bc6-a1594862-8b5e-4437-b7f3-e8cccfa9e6fc

A checkpointed job can be restarted by proving the job id to the restart command as follows.

./bin/twister2 restart standalone python-job-9d98a98e-779c-497a-91b9-486b50b01bc6-a1594862-8b5e-4437-b7f3-e8cccfa9e6fc








Output of restarted job

Restarted jobs take close to 0sec for persist() operation as they are just creating a pointer to the previous results from the disk.

[2019-11-27 14:25:41 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.executor.core.ExecutionPlanBuilder: Tasks will start with version 0  
[2019-11-27 14:25:41 -0500] [INFO] [worker-2] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 0  
[2019-11-27 14:25:41 -0500] [INFO] [worker-3] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 0  
[2019-11-27 14:25:41 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 0  
[2019-11-27 14:25:41 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: Time for persist : 0 
...
[2019-11-27 14:26:26 -0500] [INFO] [worker-0] [main] edu.iu.dsc.tws.examples.tset.tutorial.intermediate.checkpoint.TSetCheckptExample: SUM=-1378487240 





[2019-11-27 13:55:10 -0500] [INFO] [worker-3] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 0  
[2019-11-27 13:55:10 -0500] [INFO] [worker-0] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 0 
[2019-11-27 13:55:09 -0500] [INFO] [worker-2] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 0  
[2019-11-27 13:55:10 -0500] [INFO] [worker-1] [python-process] edu.iu.dsc.tws.python.PythonWorker: Time taken for persist 0  
[2019-11-27 13:55:10 -0500] [INFO] [-] [JM] edu.iu.dsc.tws.master.server.WorkerMonitor: Worker:3 COMPLETED.  
SUM = 999980000
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About this example

Twister2 is a composable framework for high performance data analytics. twister2 has the capability to handle terabytes of data and can be fine tuned to minimize the latency and improve throughput based on the requirement.

Every twister2 TSet application can be started with one or more data sources. Data source can be backed by the local disk, hdfs or even from a database.




Defining a TSet Source

TSet sources can be created through the TSetEnvironment.

SourceTSet<Integer> sourceX = env.createSource(new SourceFunc<Integer>() {

      private int count = 0;

      @Override
      public boolean hasNext() {
        return count < 10;
      }

      @Override
      public Integer next() {
        return count++;
      }
}, 4);

sourceX.direct().forEach(i -> {
      LOG.info("i : " + i);
    });





TSet sources can be created through the Twister2Environment.

class IntSource(SourceFunc):

    def __init__(self):
        super().__init__()
        self.i = 0

    def has_next(self):
        return self.i < 10

    def next(self):
        res = self.i
        self.i = self.i + 1
        return res

source_x = env.create_source(IntSource(), 4)

source_x.for_each(lambda i: print("i : %d" % i))





Twister2 internally calls the hasNext function to check if data is available from the source. If data is available, it will call next() function to retrieve and feed the data into the pipeline.




Running this example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample





./bin/twister2 submit standalone python examples/python/tset_source_example.py








Output

We should see 4 similar responses from each worker printing the i value from 0 to 9

[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 0  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 1  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 2  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 3  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 4  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 5  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 6  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 7  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 8  
[2019-11-27 10:44:17 -0500] [INFO] [worker-1] [main] edu.iu.dsc.tws.examples.tset.tutorial.simple.source.TSetSourceExample: i : 9  





i : 0
i : 1
i : 2
i : 3
i : 4
i : 5
i : 6
i : 7
i : 8
i : 9 
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In the current release, we have worked on implementing a windowing mechanism similar to Apache
Storm streaming engine. As same as Storm, we also have the windowing operation at the lower part of
the task graph. That is called Sink in Twister2 which is equivalent to Bolt in Storm.




Current Support


	Tumbling Count Window


	Tumbling Duration Window




We support this functionality in a dynamic way. User can create their own policies to handle the
windowing logic.

We provide,


	Eviction Policy (ex. CountEvictionPolicy or DurationEvictionPolicy)


	Window Policy (ex. CountWindowPolicy or DurationWindowPolicy)




Eviction policy is the way to include the set of messages which need to be in the window.
The window policy shows when it has to be triggered and sent to the user. We have adopted a similar
model like Storm to support these functionalities.

Window Length == Sliding Length => Tumbling Window
WIndow Length > Sliding Length => Sliding Window
Window Length < Sliding Length => Invalid Window

Currently we have two experimental examples.


Tumbling Windowing

Tumbling means we have a fixed window size for the window, where the sliding interval equals to the
size of the window.


Inbuilt Policies


Count Based

Here you can specify how many elements you need to be included in the window.

Here you can specify the Tumbling window count size as follows and it implicitly handles the
windowing logic.

 BaseWindowSink dw = new DirectWindowedReceivingTask()
        .withTumblingCountWindow(5);   





Here you use the inbuilt windowing policies.




Duration Based

In here you can specify, how much time should wait to gather elements for a window.
Here we can specify the timing unit type and the unit size to sepcify it.

BaseWindowSink dwDuration = new DirectWindowedReceivingTask()
        .withTumblingDurationWindow(2, TimeUnit.MILLISECONDS);





Here you use the inbuilt windowing policies.






Custom Policies

If you want to design a custom logic you can use the following way to design the example.

Here you can specify a window type. This window type can be designed by using existing policies or
you can create your own policies. Here withWindow functionality allows you to add a custom
windowing policy. If you want to design your own policy, you need to extend from BaseWindow
class and create your own policies. And these policies are supported by the windowing stratergies.
For instance check TumblingCountWindowStratergy or TumblingDurationWindowStratergy  which extends
BaseWindowStratergy. Like this you can
create your own windowing policies.

Count based,

 BaseWindowedSink dw = new DirectCustomWindowReceiver()
        .withWindow(TumblingCountWindow.of(5));    





Duration based,

BaseWindowedSink dwDuration = new DirectCustomWindowReceiver()
        .withWindow(TumblingDurationWindow.of(2));










Running Examples


Inbuilt Policy

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 500 -workers 4 -size 8 -op "direct" -stages 4,4 -verify -stream -window








Custom Policy

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.task.ExampleTaskMain -itr 500 -workers 4 -size 8 -op "cdirect" -stages 4,4 -verify -stream -window
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Streaming WordCount Example

In this section we will run a streaming word count example from Twister2. This example only uses communication layer and resource scheduling layer. The threads are managed by the program.

The example code can be found in

twister2/examples/src/java/edu/iu/dsc/tws/examples/basic/streaming/wordcount/task





When we install Twister2, it will compile the examples. Lets go to the installation directory and run the example.

cd bazel-bin/scripts/package/twister2-dist/
./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.streaming.wordcount.task.WordCount





After running the streaming example, your terminal will show the following set of lines :

edu.iu.dsc.tws.examples.streaming.wordcount.task.WordAggregate addValue
INFO: 2 Received words: 2000 map: {=267, oO=52, 8LV=46, gK=47, uZ=52, F=56, H=55, 6y0=48, N=36, whB=53, DIu=52, FX=49, R=50, Ja=45, lC=45, b=49, c=46, d=43, sGJ3=63, h=44, uF=56, oB=41, t=54, 7m4M=40, w=141, 7=48, msSX=52, yR=48, 7UvX=50, 3hHU=49, RN=58, 1N=57, nSA=53, ZR6=55}





At this point you must press CTRL + C to stop the process.

This will run 4 executors with 8 tasks. So each executor will have two tasks. The tasks in the first two executors will generate words while, the tasks in the last two executors keep a count on the words. The example uses a key based Gather communication between the source and sink tasks.




Batch WordCount Example

In this section we will run a batch word count example from Twister2. This example only uses communication layer and resource scheduling layer. The threads are managed by the user program.

The example code can be found in

twister2/examples/src/java/edu/iu/dsc/tws/examples/basic/batch/wordcount/task





When we install Twister2, it will compile the examples. Lets go to the installtion directory and run the example.

cd bazel-bin/scripts/package/twister2-dist/
./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob





This will run 4 executors with 8 tasks. So each executor will have two tasks. At the first phase, the 0-3 tasks running in each executor will generate words and after they are finished, 5-8 tasks will consume those words and create a count.
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For the examples in this section you can use the Twister2 docker image or compile twister2 on your own.

We use the standalone mode of Twister2 to deploy the applications.

# get the docker image from the repository
docker pull twister2/standalone

# run the docker image and log into it
docker run -it twister2/standalone bash

# go to the pre-compiled twister2 
cd twister2-0.4.0

# run your first twister2 application
./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 2





Here are the essential steps in compiling Twister2.

wget https://github.com/DSC-SPIDAL/twister2/archive/0.4.0.tar.gz
tar -xvf twister2-0.4.0.tar.gz

cd twister2-0.4.0
./build_linux.sh





The above command will install Twister2 along with system dependencies. You will need to give sudo
access to the script. It will take about 20 minutes to build Twister2 depending on the system
configuration.

The above command will build a twister2 distribution and we need to extract it.

# the binary is created inside this package
cd bazel-bin/scripts/package
tar -xvf twister2-0.4.0.tar.gz
# go inside the twister2 binary
cd twister2-0.4.0

# run your first twister2 application
./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 2





Compiling Twister2 explains the steps in detail. After building the code and
following the instructions in Twister2 Distribution you should have a extracted
folder named twister2-0.4.0, this would be your twister2 home folder.

The HelloWorld example, starts set IWorkers and they all print the message. Here is an example message
from 1st worker.

[INFO] [worker-1] [main] edu.iu.dsc.tws.examples.basic.HelloWorld: Hello World from Worker 1; there are 2 total workers and I got a message: Twister2-Hello





Congratulations! You ran your first twister2 application!










          

      

      

    

  

  
    
    id: started_word_count title: WordCountsidebar_label: WordCount
    

    
 
  

    
      
          
            
  


id: started_word_count
title: WordCountsidebar_label: WordCount

Lets look at a word count example. This is a standard example in every big data system.

We expect you to follow the Setup Twister2 before running these two examples. Both
examples assume you are inside the twister2 binary distribution folder.




Batch WordCount

In the batch wordcount, a source generates a set of words. A global count for each word is created
at the end.

You can run the example with the following command.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.wordcount.tset.WordCount 





It will produce an output with count for each word. The example uses two workers and 2 sources.

[INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.wordcount.tset.WordCount: KeyValue{key=K, value=3}  
[INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.wordcount.tset.WordCount: KeyValue{key=O, value=5}  
[INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.wordcount.tset.WordCount: KeyValue{key=WF, value=1}  
[INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.wordcount.tset.WordCount: KeyValue{key=oqu, value=1}  
[INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.wordcount.tset.WordCount: KeyValue{key=S, value=4}  
[INFO] [worker-1] [main] edu.iu.dsc.tws.examples.batch.wordcount.tset.WordCount: KeyValue{key=W, value=4}





Note, that your output will be different as it generates random words.




Streaming WordCount

In the streaming word count, a source will generate an endless stream of random words to simulate a continuous reading
of a message broker. The wordcount keeps track of the global count of each word it sees through the time.

Following command can be used to run thiis example.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount





It will produce and endless output with the current count of each word.

[INFO] [worker-1] [executor-0] edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount: 1 Word GkM count 9  
[INFO] [worker-1] [executor-0] edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount: 1 Word E count 31  
[INFO] [worker-1] [executor-0] edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount: 1 Word 46F count 15  
[INFO] [worker-1] [executor-0] edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount: 1 Word AvtF count 7  
[INFO] [worker-1] [executor-0] edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount: 1 Word ox5 count 3  
[INFO] [worker-1] [executor-0] edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount: 1 Word Y count 9  
[INFO] [worker-1] [executor-0] edu.iu.dsc.tws.examples.streaming.wordcount.tset.WordCount: 1 Word ql count 6





Unlike in the batch example, we need to termniate the streaming wordcount by pressing CNTR + C.
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Lets look at the batch word count and streaming word count sources.


Batch WordCount

The source can be found in WordCount.java [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/batch/wordcount/tset/WordCount.java].

First lets look at the job creation code.

  /**
   * We submit the job in the main method
   * @param args not using args for this job
   */
public static void main(String[] args) {
  // build JobConfig, these are the parameters of the job
  JobConfig jobConfig = new JobConfig();
  jobConfig.put("NO_OF_SAMPLE_WORDS", 100);
  jobConfig.put("MAX_CHARS", 5);

  Twister2Job.Twister2JobBuilder jobBuilder = Twister2Job.newBuilder();
  jobBuilder.setJobName("tset-simple-wordcount");
  jobBuilder.setWorkerClass(WordCount.class);
  // we use 2 processes, each with 512mb memory and 1 CPU assigned
  jobBuilder.addComputeResource(1, 512, 2);
  jobBuilder.setConfig(jobConfig);

  // now submit the job
  Twister2Submitter.submitJob(jobBuilder.build(), ResourceAllocator.getDefaultConfig());
}





In this code, the job parameters and job resources are specified. Twister2JobBuilder is used to
build the job. In the above example, 2 parallel processes each with 512 MB of memory is used to run
the example.

Twister2Submitter.submitJob is used to submit the job to the cluster.


The Job class

Every Twister2 job should implement Twister2Worker interface.
That interface has only one method: execute.
Inside the execute method, the proper environment object should be initialized.
In this case, BatchEnvironment is initialized.

public class WordCount implements Twister2Worker, Serializable {
  @Override
  public void execute(WorkerEnvironment workerEnv) {
    BatchEnvironment env = TSetEnvironment.initBatch(workerEnv);
    
  }
}





In this method we need to create the computation and execute it.




Batch graph

Lets see how the job graph is created and executed.

@Override
public void execute(WorkerEnvironment workerEnv) {
  BatchEnvironment env = TSetEnvironment.initBatch(workerEnv);
  int sourcePar = 4;
  Config config = env.getConfig();

  // create a source with fixed number of random words
  SourceTSet<String> source = env.createSource(
      new WordGenerator((int) config.get("NO_OF_SAMPLE_WORDS"), (int) config.get("MAX_CHARS")),
      sourcePar).setName("source");
  // map the words to a tuple, with <word, 1>, 1 is the count
  KeyedTSet<String, Integer> groupedWords = source.mapToTuple(w -> new Tuple<>(w, 1));
  // reduce using the sim operation
  KeyedReduceTLink<String, Integer> keyedReduce = groupedWords.keyedReduce(Integer::sum);
  // print the counts
  keyedReduce.forEach(c -> LOG.info(c.toString()));
}





In the above example, we create a SourceTSet<String> source. This source outputs a set of
words as strings. These strings are mapped to a key, value pair (tuple) using the mapToTuple method.
Finally a key based reduce operation is used to get the global sum of the words.

The forEach is an action operation, which executes the computation.






Streaming WordCount

Streaming word count is similar to batch wordcount with few key differences. Job submission is same
in both cases.


The Job class

For the job class we implement the Twister2Worker interface. Inside the execute method,
we initialize streaming environment object.

public class WordCount implements Twister2Worker, Serializable {

  @Override
  public void execute(WorkerEnvironment workerEnvironment) {
    StreamingEnvironment cEnv = TSetEnvironment.initStreaming(workerEnvironment);
  }
}








Streaming graph

Here is the full code of the streaming graph. First we create a source that has an endless output
stream of random words. Then we send those words specific tasks using a hash partitioning.
Since a given word goes to the same task, we can create a global count of words inside that task.

public void execute(WorkerEnvironment workerEnvironment) {
  StreamingEnvironment cEnv = TSetEnvironment.initStreaming(workerEnvironment);

  // create source and aggregator
  cEnv.createSource(new SourceFunc<String>() {
    // sample words
    private List<String> sampleWords = new ArrayList<>();
    // the random used to pick he words
    private Random random;

    @Override
    public void prepare(TSetContext context) {
      this.random = new Random();
      RandomString randomString = new RandomString(MAX_CHARS, random, RandomString.ALPHANUM);
      for (int i = 0; i < NO_OF_SAMPLE_WORDS; i++) {
        sampleWords.add(randomString.nextRandomSizeString());
      }
    }

    @Override
    public boolean hasNext() {
      return true;
    }

    @Override
    public String next() {
      return sampleWords.get(random.nextInt(sampleWords.size()));
    }
  }, 4).partition(new HashingPartitioner<>()).sink(new SinkFunc<String>() {
    // keep track of the counts
    private Map<String, Integer> counts = new HashMap<>();

    private TSetContext context;

    @Override
    public void prepare(TSetContext context) {
      this.context = context;
    }

    @Override
    public boolean add(String word) {
      int count = 1;
      if (counts.containsKey(word)) {
        count = counts.get(word);
        count++;
      }
      counts.put(word, count);
      LOG.log(Level.INFO, String.format("%d Word %s count %s", context.getIndex(),
          word, count));
      return true;
    }
  });

  // start executing the streaming graph
  cEnv.run();
}













          

      

      

    

  

  
    
    id: developing_twister2 title: Developing a Twister2 Applications sidebar_label: Developing Applications
    

    
 
  

    
      
          
            
  


id: developing_twister2
title: Developing a Twister2 Applications
sidebar_label: Developing Applications

This guide walks you through creating a simple application using Twister2.




Pre-Requisites

Twister2 Applications are developed as Java Applications. We recommend using Java 1.8 or higher.

It is easier to use Maven build tool to build the application.




Creating the Maven application

Lets create an empty Maven application and after that add the Twister2 dependencies.

mvn archetype:generate -DgroupId="helloworld" -DartifactId="helloworld" -DarchetypeArtifactId="maven-archetype-quickstart"  -DinteractiveMode=false





Now go inside the helloworld directory.

cd helloworld
ls
pom.xml  src





It has pom.xml and src folder where the source files are.

We need to modify the pom.xml and add a file src/main/java/helloworld/HelloWorld.java.


Maven Dependency

Now lets add the Twister2 dependencies to the pom. Please add the correct version as required.

    <dependencies>
        <dependency>
            <groupId>org.twister2</groupId>
            <artifactId>api-java</artifactId>
            <version>0.4.0</version>
        </dependency>
        <dependency>
            <groupId>org.twister2</groupId>
            <artifactId>resource-scheduler-java</artifactId>
            <version>0.4.0</version>
        </dependency>
        <dependency>
            <groupId>org.twister2</groupId>
            <artifactId>task-java</artifactId>
            <version>0.4.0</version>
        </dependency>
    </dependencies>





You would want to develop your application as a combined jar. So add the following to the pom.xml generated.

  <build>
      <plugins>
          <plugin>
              <groupId>org.apache.maven.plugins</groupId>
              <artifactId>maven-compiler-plugin</artifactId>
              <version>3.1</version>
              <configuration>
                  <source>1.8</source>
                  <target>1.8</target>
              </configuration>
          </plugin>
          <plugin>
              <artifactId>maven-assembly-plugin</artifactId>
              <configuration>
                  <descriptorRefs>
                      <descriptorRef>jar-with-dependencies</descriptorRef>
                  </descriptorRefs>
                  <archive>
                      <manifest>
                      </manifest>
                  </archive>
              </configuration>
              <executions>
                  <execution>
                      <id>make-assembly</id>
                      <phase>package</phase>
                      <goals>
                          <goal>single</goal>
                      </goals>
                  </execution>
              </executions>
          </plugin>
      </plugins>
  </build>





Now lets add code to the project. You can add the code to the file

vi src/main/java/helloworld/HelloWorld.java





package helloworld;

import java.util.HashMap;
import java.util.logging.Logger;

import edu.iu.dsc.tws.api.JobConfig;
import edu.iu.dsc.tws.api.Twister2Job;
import edu.iu.dsc.tws.api.config.Config;
import edu.iu.dsc.tws.api.resource.Twister2Worker;
import edu.iu.dsc.tws.api.resource.WorkerEnvironment;
import edu.iu.dsc.tws.rsched.core.ResourceAllocator;
import edu.iu.dsc.tws.rsched.job.Twister2Submitter;

/**
 * This is a Hello World example of Twister2. This is the most basic functionality of Twister2,
 * where it spawns set of parallel workers.
 */
public class HelloWorld implements Twister2Worker {

  private static final Logger LOG = Logger.getLogger(HelloWorld.class.getName());

  @Override
  public void execute(WorkerEnvironment workerEnvironment) {

    int workerID = workerEnvironment.getWorkerId();
    Config config = workerEnvironment.getConfig();

    // lets retrieve the configuration set in the job config
    String helloKeyValue = config.getStringValue("hello-key");

    // lets do a log to indicate we are running
    LOG.info(String.format("Hello World from Worker %d; there are %d total workers "
            + "and I got a message: %s", workerID,
        workerEnvironment.getNumberOfWorkers(), helloKeyValue));

    waitSeconds(30);
  }

  private void waitSeconds(long seconds) {

    try {
      LOG.info("Sleeping " + seconds + " seconds. Will complete after that.");
      Thread.sleep(seconds * 1000);
    } catch (InterruptedException e) {
      e.printStackTrace();
    }
  }

  public static void main(String[] args) {
    // lets take number of workers as an command line argument
    int numberOfWorkers = 4;
    if (args.length == 1) {
      numberOfWorkers = Integer.valueOf(args[0]);
    }

    // first load the configurations from command line and config files
    Config config = ResourceAllocator.loadConfig(new HashMap<>());

    // lets put a configuration here
    JobConfig jobConfig = new JobConfig();
    jobConfig.put("hello-key", "Twister2-Hello");

    Twister2Job twister2Job = Twister2Job.newBuilder()
        .setJobName("hello-world-job")
        .setWorkerClass(HelloWorld.class)
        .addComputeResource(.2, 128, numberOfWorkers)
        .setConfig(jobConfig)
        .build();
    // now submit the job
    Twister2Submitter.submitJob(twister2Job, config);
  }
}








Running/Deploying on Cluster

Build your project to generate a jar file with following command.

mvn install





After this we can run this code from the Twister2 installation directory

./bin/twister2 submit standalone jar [PATH TO JAR FILE] helloworld.HelloWorld 4










Testing on IDE

In order to test your project on IDE, you have to add the following dependency
to your pom.xml

<dependency>
    <groupId>org.twister2</groupId>
    <artifactId>local-runner-java</artifactId>
    <version>0.4.0</version>
</dependency>





Now change your main method as follows,

public static void main(String[] args) {
        // lets take number of workers as an command line argument
        int numberOfWorkers = 4;
        if (args.length == 1) {
            numberOfWorkers = Integer.valueOf(args[0]);
        }

        // lets put a configuration here
        JobConfig jobConfig = new JobConfig();
        jobConfig.put("hello-key", "Twister2-Hello");

        Twister2Job twister2Job = Twister2Job.newBuilder()
                .setJobName("hello-world-job")
                .setWorkerClass(HelloWorld.class)
                .addComputeResource(2, 1024, numberOfWorkers)
                .setConfig(jobConfig)
                .build();
        // now submit the job
        //Twister2Submitter.submitJob(twister2Job, config);
        submitter.submitJob(twister2Job);
    }





With following two lines, we will submit the job to an emulated cluster on your local machine.

submitter.submitJob(twister2Job);





NOTE : Adjust the number of workers, based on the resources available in your local machine and your testing requirements.

Now run or debug your program with IDE as you would normally do with any Java application.
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Road map

We have started working on our next major release that will connect the core components we have developed
into a full data analytics environment. In particular it will focus on providing APIs around the core
capabilities of Twister2 and integration of applications in a single dataflow.


	Implementing core parts of Twister2 with C/C++ for high performance


	Python API


	Direct use of RDMA


	SQL interface


	Native MPI support for cloud deployments


	FT for standalone version
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Twister2 0.1.0 is the first open source public release of Twister2. We are excited to bring a high performance data analytics
hosting environment that can work in both cloud and HPC environments. This is the first step towards
building a complete end to end high performance solution for data analytics ranging from streaming to batch analysis to
machine learning applications. Our vision is to make the system work seamlessly both in cloud and HPC environments ranging from single machines to large clusters.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Major Features

This release includes the core components of realizing the above goals.


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Communications in HPC and Cloud Environments


	Twister2:Net - a data level dataflow communication library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task Graph - Create dataflow graphs for streaming and batch analysis including iterative computations


	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor






	API for creating Task Graph and Communication


	Communication API


	Task based API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage








These features translates to running following types of applications natively with high performance.


	Streaming computations


	Data operations in batch mode


	Iterative computations







Examples

With this release we include several examples to demonstrate various features of Twister2.


	A Hello World example


	Communication examples - how to use communications for streaming and batch


	Task examples - how to create task graphs with different operators for streaming and batch


	K-Means


	Sorting of records


	Word count


	Iterative examples


	Harp example







Road map

We have started working on our next major release that will connect the core components we have developed
into a full data analytics environment. In particular it will focus on providing APIs around the core
capabilities of Twister2 and integration of applications in a single dataflow.


Next release (End of December 2018)


	Hierarchical task scheduling - Ability to run different types of jobs in a single dataflow


	Fault tolerance


	Data API including DataSet similar to Spark RDD, Flink DataSet and Heron Streamlet


	Supporting different API’s including Storm, Spark, Beam


	Heterogeneous resources allocations


	Web UI for monitoring Twister2 Jobs


	More resource managers - Pilot Jobs, Yarn


	More example applications







Beyond next release


	Implementing core parts of Twister2 with C/C++ for high performance


	Python APIs


	Direct use of RDMA


	FaaS APIs


	SQL interface


	Native MPI support for cloud deployements









License

Licensed under the Apache License, Version 2.0: http://www.apache.org/licenses/LICENSE-2.0
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Twister2 0.2.0 is the second open source public release of Twister2. We are excited to bring another release of our
high performance data analytics hosting environment that can work in both cloud and HPC environments.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Major Features

This release includes the core components of realizing the above goals.


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job








These features translates to running following types of applications natively with high performance.


	Streaming computations


	Data operations in batch mode


	Iterative computations







Examples

With this release we include several examples to demonstrate various features of Twister2.


	A Hello World example


	Communication examples - how to use communications for streaming and batch


	Task examples - how to create task graphs with different operators for streaming and batch


	K-Means


	Sorting of records


	Word count


	Iterative examples


	Harp example


	SVM







Road map

We have started working on our next major release that will connect the core components we have developed
into a full data analytics environment. In particular it will focus on providing APIs around the core
capabilities of Twister2 and integration of applications in a single dataflow.


Next Major Release (End of June 2019)


	Connected DataFlow


	Fault tolerance


	Supporting more API’s including Beam


	Python API


	More resource managers - Pilot Jobs, Yarn


	More example applications







Beyond next release


	Implementing core parts of Twister2 with C/C++ for high performance


	Direct use of RDMA


	SQL interface


	Native MPI support for cloud deployments









License

Licensed under the Apache License, Version 2.0: http://www.apache.org/licenses/LICENSE-2.0
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Twister2 0.2.1 is a patch release of Twister2 where we improve its performance and bugs.

We have add Streaming windowing support as a new beta feature to this release.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Major Features

This release includes the core components of realizing the above goals.


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job








These features translates to running following types of applications natively with high performance.


	Streaming computations


	Data operations in batch mode


	Iterative computations







Examples

With this release we include several examples to demonstrate various features of Twister2.


	A Hello World example


	Communication examples - how to use communications for streaming and batch


	Task examples - how to create task graphs with different operators for streaming and batch


	K-Means


	Sorting of records


	Word count


	Iterative examples


	Harp example


	SVM







Road map

We have started working on our next major release that will connect the core components we have developed
into a full data analytics environment. In particular it will focus on providing APIs around the core
capabilities of Twister2 and integration of applications in a single dataflow.


Next Major Release (End of June 2019)


	Connected DataFlow


	Fault tolerance


	Supporting more API’s including Beam


	Python API


	More resource managers - Pilot Jobs, Yarn


	More example applications







Beyond next release


	Implementing core parts of Twister2 with C/C++ for high performance


	Direct use of RDMA


	SQL interface


	Native MPI support for cloud deployments









License

Licensed under the Apache License, Version 2.0: http://www.apache.org/licenses/LICENSE-2.0
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This is a patch release of Twister2 with first versions of few major features.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




First version of major features


	Streaming windowing support


	Join operations included in Task API


	Run OpenMPI programs inside task graph


	Checkpointing for streaming and batch applications







Minor features

Apart from these, we have done API refactorings and many improvements to performance




Next Release

We are working on to consolidate the features introduced in this release. Also we are continuing to
improve the code, fix bugs etc.




Components in Twister2

We support the following components in Twister2


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job
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This is a major release of Twister2.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Features of this release

In this release we moved to OpenMPI 4.0.1 and Python 3. Also we tested Twister2 with JDK 11.


	The initial version of Apache BEAM integration


	Fully functioning TSet API


	Simulator for writing applications with IDE


	Organize the APIs to facilitate easy creation of applications


	Improvements to performance including a new routing algorithm for shuffle operations


	Improved batch task scheduler (new batch scheduler)


	Inner joins and outer joins


	Support for reading HDFS files through TSet API


	The initial version of fault tolerance with manual restart


	Configuration structure improvements


	Nomad scheduler improvements


	New documentation website







Minor features

Apart from these, we have done many code improvements and bug fixes.




Next Release

In the next release we are working onto consolidate the Apache Beam integration and improve the
fault tolerance (automatic restart of wokers)




Components in Twister2

We support the following components in Twister2


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Apache BEAM API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job
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This is a major release of Twister2.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Features of this release

In this release we moved to OpenMPI 4.0.1 and Python 3. Also we tested Twister2 with JDK 11.


	Python API


	Fully functioning TSet API


	ZooKeeper based automatic restart of workers when failures happen


	Improvements to performance including a new routing algorithm for shuffle operations


	BEAM integration improvements







Minor features

Apart from these, we have done many code improvements and bug fixes.




Next Release

In the next release we are working to improve the Fault tolerance, fix issues and integrate with AI
systems.




Components in Twister2

We support the following components in Twister2


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Apache BEAM API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job
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This is a major release of Twister2.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Features of this release


	Support for UCX


	Performance improvements of shuffle operations


	Hash Join implementation


	Windowing support for TSet API


	CSV data readers







Minor features

Apart from these, we have done many code improvements and bug fixes.




Next Release

In the next release we are working to improve the Fault tolerance, fix issues and integrate with AI
systems.




Components in Twister2

We support the following components in Twister2


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Apache BEAM API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job
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This is a major release of Twister2.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Features of this release


	Fault Tolerance enhancements; Automated fault detection and recovery


	Table API(experimental)


	TSet API improvements; Pipe capability and TSetEnvironement







Minor features

Apart from these, we have done many code improvements and bug fixes.




Next Release

In the next release we are working to,


	Improve and release Table API


	TSQL; Adding SQL support







Components in Twister2

We support the following components in Twister2


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Apache BEAM API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job
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This is a major release of Twister2.

You can download source code from Github [https://github.com/DSC-SPIDAL/twister2/releases]




Features of this release


	Fault Tolerance enhancements; Automated fault detection and recovery


	Table API(experimental)


	TSet API improvements; Pipe capability and TSetEnvironement







Minor features

Apart from these, we have done many code improvements and bug fixes.




Next Release

In the next release we are working to,


	Improve and release Table API


	TSQL; Adding SQL support







Components in Twister2

We support the following components in Twister2


	Resource provisioning component to bring up and manage parallel workers in cluster environments


	Standalone


	Kubernetes


	Mesos


	Slurm


	Nomad






	Parallel and Distributed Operators in HPC and Cloud Environments


	Twister2:Net - a data level dataflow operator library for streaming and large scale batch analysis


	Harp - a BSP (Bulk Synchronous Processing) innovative collective framework for parallel applications and machine learning at message level


	OpenMPI (HPC Environments only) at message level






	Task System


	Task Graph


	Create dataflow graphs for streaming and batch analysis including iterative computations






	Task Scheduler - Schedule the task graph into cluster resources supporting different scheduling algorithms


	Datalocality Scheduling


	Roundrobin scheduling


	First fit scheduling






	Executor - Execution of task graph


	Batch executor


	Streaming executor










	TSet for distributed data representation (Similar to Spark RDD, Flink DataSet and Heron Streamlet)


	Iterative computations


	Data caching






	APIs for streaming and batch applications


	Operator API


	Task Graph based API


	TSet API






	Support for storage systems


	HDFS


	Local file systems


	NFS for persistent storage






	Web UI for monitoring Twister2 Jobs


	Apache Storm Compatibility API


	Apache BEAM API


	Connected DataFlow (Experimental)


	Supports creation of multiple dataflow graphs executing in a single job
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Tutorial on Twister2 for 5th International Winter School on Big Data

Big data problems can be classified into three main categories: batch processing (Hadoop), stream processing (Apache Flink and Apache Heron) and iterative machine learning and graph problems (Apache Spark). Each of these problems have different processing, communication and storage requirements. Therefore, each system provides separate solutions to these needs.

All these systems use dataflow programming model to perform distributed computations. With this model, big data frameworks represent a computation as a generic graph where nodes doing computations and the edges representing the communication. The nodes of the graph can be executed on different machines in the cluster depending on the requirements of the application.

We identify four key tasks in big data systems


	Job Submission (Acquiring compute resources and managing a job),


	Parallel communication between processes,


	Executing user logic with threads and processes


	Managing the data including both static and intermediate.




An independent component can be developed for each of these tasks. However, current systems provide tightly coupled solutions to these tasks excluding the resource scheduling.

Twister2 [1-3] is a loosely-coupled component-based approach to big data. Each of the four essential abstractions have different implementations to support various applications. Therefore, it has a pluggable architecture. It can be used to solve all three types of big data problems mentioned above.

Twister2 provides a data analytics hosting environment where it supports different data analytics
including streaming, data pipelines and iterative computations. Unlike many other big data systems that are designed around user APIs, Twister2 is built from bottom
up to support different APIs and workloads. Our vision for Twister2 is a complete computing environment for data analytics.

In this tutorial, we review big data problems and systems, explain Twister2 architecture and features,
provide examples for developing and running applications on Twister2 system. By learning Twister2,
big data developers will have an experience with a flexible big data solution that can be used to
solve all three types of big data problems.

Twister2 is an ongoing open source project at Indiana University. It started in the 4th quarter of 2017.


	Github - https://github.com/DSC-SPIDAL/twister2


	Documentation - https://twister2.gitbook.io/twister2


	User List -  twister2@googlegroups.com


	Slack Channel - dsc-twister.slack.com





What you will learn from this tutorial

By taking this tutorial you will;


	Get an introductory information on big data systems and Apache big data solutions


	Learn Twister2 concepts


	Learn how job submission is done in Twister2 and related resource schedulers


	Learn how the parallel communication happens Twister2


	Learn the task system of Twister2


	Learn how to develop big data solutions







Syllabus

This Tutorial consists of several presentations and hands-on examples. We have prepared a docker image for you to easily
run the examples in your laptop as well as a cluster deployment of Twister2.

This tutorial website consists of the following sections.


	Apache data stack


	Twister2 overview


	Hands-on with Twister2


	Summary and future work




Here are the introductory slides we will go through in this Tutorial.

| Content | Description | Tutorial Section |
| ————- | ————- | ———– |
| Twister2 Presentation [https://docs.google.com/presentation/d/1FcoMfEd5g4cwR9K47PwIwvuioPPxdI9xgjVro2ipSTQ/edit?usp=sharing] | Introducing Twister2 | Twister2 Overview |
| Job Submission Presentation [https://docs.google.com/presentation/d/1Qs-eV9hTgyNRrDSvC5iCc2EmeUKQFtiVlTrTUZpsoAM/edit?usp=sharing]  | Explains Twister2 Job Submission and Resource abstractions  | Twister2 Overview |
| Communication Presentation [https://docs.google.com/presentation/d/1-rSL3SIFp03YgU8hTJcGMNdSJev8gQwhyTgS3FbYaqk/edit?usp=sharing] | Explains the parallel communication model  | Twister2 Overview |
| Task System Presentation [https://docs.google.com/presentation/d/1CpeBgKcM5NnIB0EdR0L5oWtfZdSG7kNlcEzyZPW8nuI/edit?usp=sharing] | Explains the task layer and API of Twister2 | Twister2 Overview |
| Backdrop on Big Data Systems for Twister2 Tutorial [https://docs.google.com/presentation/d/1UEvLL_fE5pokn4pVqirwwxobxRFEO1pgB5v3LfWEHAg/edit?usp=sharing] | Explains the background | Big data stack |
| Even more background [http://dsc.soic.indiana.edu/presentations/BigDataTutorialJan2019.pptx] | Explains the background | Big data stack |

Here are the slides for Hands on section but online  description https://twister2.gitbook.io/twister2/tutorial/developing

| Content | Section |
| ————- | ————- |
| Hello World [https://docs.google.com/presentation/d/1ZMeO5aofZZNKwoR66N6b4hzSJqlGlbWgZLOq8Ie6vl0/edit?usp=sharing] | Hello World |
| Streaming [https://docs.google.com/presentation/d/17uDBBlQxqzLx3m_inOM9svYvANCEwF2nN1KUYDoqInM/edit?usp=sharing]  | Streaming Word Count |
| Batch [https://docs.google.com/presentation/d/1hpBcy_-m5AuVJJxPdhX_5hnIVB4vUkiB6My0STp-dLA/edit?usp=sharing] | Batch Word Count  |
| Machine Learning [https://docs.google.com/presentation/d/1-AZXo3KjPEk7E-k7_Z5lSKdPk_9R4D8w9PgNrijQeUU/edit?usp=sharing] | K-Means |
| Communication API | Joins |
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Batch Processing Example


Batch WordCount Example

In this section we will run a batch word count example from Twister2.
After checking this example, you will have an idea on how to write a batch processing example on Twister2.

Job terminates after processing finite amount of input data
Fixed number of words are generated and the global counts of words are calculated

It uses communication layer and resource scheduling layer

The example code can be found in


	twister2/examples/src/java/edu/iu/dsc/tws/examples/batch/wordcount/




In order to run the example go to the following directory


	cd bazel-bin/scripts/package/twister2-dist/




And run the command below  using standalone resource scheduler


	./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.wordcount.WordCountJob




It will run 4 executors with 8 tasks


	Each executor will have two tasks


	At the first phase tasks 0-3 running on each executor will generate words


	After the words are generated, task 5-8 will consume those words and count.




You can access to the presentation using the link below

Batch Processing Example [https://docs.google.com/presentation/d/1hpBcy_-m5AuVJJxPdhX_5hnIVB4vUkiB6My0STp-dLA/edit#slide=id.p]
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Decoupling Big Data Solutions (Big Data Stack)

Big data has been characterized by the ever-increasing velocity, volume, and veracity of the data generated from various sources, ranging from web
users to Internet of Things devices to large scientific equipment. The data have to be processed as individual streams and analyzed collectively,
either in streaming or batch settings for knowledge discovery with both database queries and sophisticated machine learning. These applications
need to run as services in cloud environments as well as traditional high performance clusters. With the proliferation of cloud-based systems and
Internet of Things, fog computing  is adding another dimension to these applications where part of the processing has to occur near the devices

More information can be found in the presentation

Backdrop on Big Data Systems for Twister2 Tutorial [https://docs.google.com/presentation/d/1UEvLL_fE5pokn4pVqirwwxobxRFEO1pgB5v3LfWEHAg/edit?usp=sharing]

Even more background [http://dsc.soic.indiana.edu/presentations/BigDataTutorialJan2019.pptx]

[image: ../../_images/kaleidoscope.png]Apache Big Data Stack
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Summary and Future Work

In this tutorial, we have reviewed big data problems and systems,
have explained Twister2 architecture and features,
have provided examples for developing and running applications
on Twister2 system.

Twister2 is an ongoing project. We are planning to add the following features in near future.


	Naiad model based Task system for Machine Learning


	Native MPI integration to Mesos, Yarn


	Dynamic task migrations


	RDMA and other communication enhancements


	Integrate parts of Twister2 components as big data systems enhancements (i.e. run current Big Data software invoking Twister2 components)


	Heron (easiest), Spark, Flink, Hadoop (like Harp today)


	Tsets become compatible with RDD (Spark) and Streamlet (Heron)






	Support different APIs (i.e. run Twister2 looking like current Big Data Software),Hadoop, Spark (Flink), Storm


	Refinements like Marathon with Mesos etc.


	Function as a Service and Serverless


	Support higher level abstractions


	Twister:SQL (major Spark use case)






	Graph API
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Data Representation


Twister2 and HDFS Configuration File

The Hadoop Distributed File System (HDFS) (https://hadoop.apache.org/docs/r1.2.1/hdfs_design.html) is a high fault-tolerant distributed file system.
It provides high throughput access to the data which is suitable for the applications require large datasets. It supports the master/slave architecture
which consists of namenode and datanode.

Twister2 provides the support for both local file system and distributed file system. The main configuration file for integrating Twister2 with HDFS
is data.yaml configuration file. The main contents of data.yaml are given below.




data.yaml file

The user has to specify their HDFS cluster namenode in twister2.hdfs.url and twister2.hdfs.namenode. Also, they have to
specify the respective data directory name as twister2.hdfs.data.directory.

``yaml

twister2.hadoop.home: "${HADOOP_HOME}"

twister2.hdfs.url: "hdfs://namenodename:9000//"

twister2.hdfs.class: "org.apache.hadoop.hdfs.DistributedFileSystem"

twister2.hdfs.implementation.key: "fs.hdfs.impl"

twister2.hdfs.config.directory: "${HADOOP_HOME}/etc/hadoop/core-site.xml"

twister2.hdfs.data.directory: "/user/data-directoryname/"

twister2.hdfs.namenode: "namenodename"

twister2.hdfs.namenode.port: "9000"





``


HDFS Data Context Class

The main contents of HDFS Data Context class is

    private static final String HDFS_URL = "twister2.hdfs.url";
    private static final String HDFS_URL_DEFAULT = "hdfs://namenodename:9000//";

    private static final String HADOOP_HOME = "twister2.hadoop.home";
    private static final String HADOOP_HOME_DEFAULT = "${HADOOP_HOME}";

    private static final String HDFS_CLASS = "twister2.hdfs.class";
    private static final String HDFS_CLASS_DEFAULT = "org.apache.hadoop.hdfs.DistributedFileSystem";

    private static final String HDFS_IMPLEMENTATION_KEY = "twister2.hdfs.implementation.key";
    private static final String HDFS_IMPLEMENTATION_KEY_DEFAULT = "fs.hdfs.impl";

    private static final String HDFS_CONFIG_DIRECTORY = "twister2.hdfs.config.directory";
    private static final String HDFS_CONFIG_DIRECTORY_DEFAULT = "$HADOOP_HOME/etc/hadoop/core-site.xml";

    private static final String HDFS_DATA_DIRECTORY = "twister2.hdfs.data.directory";
    private static final String HDFS_DATA_DIRECTORY_DEFAULT = "/user/datadirectoryname/";

    private static final String HDFS_NAMENODE_NAME = "twister2.hdfs.namenode";
    private static final String HDFS_NAMENODE_DEFAULT = "namenodename";

    private static final String HDFS_NAMENODE_PORT = "twister2.hdfs.namenode.port";
    private static final Integer HDFS_NAMENODE_PORT_DEFAULT = 9000;





 More content will be added soon…. 
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Developing Big Data Solutions in Twister2

In this section, you will learn how to run  the chosen examples and
will get an idea on how to write your own code to run on twister2.

We will first give the instructions
for using the Docker image prepared for standalone twister2 environment.
The second option is using a twister2-ready cluster on one of our systems, called Echo. We will explain how to use Echo systems to run your jobs.
We will start with a simple Hello World example and then continue with more complex example.


	Docker image


	Using Echo cluster





Docker Image

We have created a Docker container for you to easily run jobs on twister2.
This container has all the necessary software installed in order to run
twister2 jobs using standalone resource scheduler.

Execute the two commands to pull the docker image and launch a container instance.

sudo docker pull twister2tutorial/twister2:standalone

sudo docker run -it twister2tutorial/twister2:standalone bash





[image: ../../_images/docker_image.png]Content of Docker

Docker image has Twister2 installed and you can run examples.

You should go into twister2-0.4.0 directory first.

cd twister2-0.4.0/

ls





[image: ../../_images/twister2_ls.png]Twister2 Directory

Then, to run an example you can use the twister2 submit command with standlone as the cluster.

For example;

To run hello world example;

  ./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld





To run batch word count example

  ./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob





To run streaming word count example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.streaming.wordcount.task.WordCount





To run K-means example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansJobMain -workers 4 -iter 2 -dim 2 -clusters 4 -fname /tmp/output.txt -pointsfile /tmp/kinput.txt -centersfile /tmp/kcentroid.txt -points 100 -filesys local -pseedvalue 100 -cseedvalue 500 -input generate -parallelism 4





To run joins example

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -workers 8 -op "joinstudent" -stages 8,1 2>&1 | tee out.txt





Here are some useful docker commands

# Remove useless docker images
sudo docker image rm <useless-docker-image>
# Remove exited containers
sudo docker rm $(sudo docker ps -a -f status=exited -q)
# Clean up all dangling cache
sudo docker system prune





Find the docker container ID

sudo docker ps





and log into the docker

sudo docker exec -it <container_id> bash








Echo Cluster

This option will utilize the already running Twister2 systems including the resource schedulers; Kubernetes and Mesos.
Echo cluster consists of four nodes. Each node in this cluster consists of 24 CPU cores, 384 GB of memory and 2.3 TB of disk.

Please follow the instructions below to run jobs on Echo cluster.

Use SSH to login to following Echo machine by using the username and password given to you.

ssh username@149.165.150.84





Twister2 is installed under twister2 directory.

Go to the directory:

cd twister2-0.4.0





Then, to run an example you can use the twister2 submit command.

You can check the status of the submitted job through the dashboard provided by the resource scheduler.  For our Echo Cluster the address is;

Kubernetes ---> http://149.165.150.81:8080/#/jobs





If you want to see the logs on Kubernetes, you need to get the list of the pods first;

kubectl get pods





Then check the logs with the following command

kubectl logs -f <pod-name>





You can also check the logs under the NFS directory. In order to do that you should go to the following directory. You will see the logs for job master and each worker there.

cd /nfs/shared/"archived job directory"/logs
archived job directory = "archived-default-twister2-storage-" + "job name" + "-pvc-" + "random code"  








Examples

We have five examples for you.


	Hello world example


	Batch wordcount example


	Streaming wordcount example


	Machine learning example K-Means


	Joins example







Hello World Example

In this part we will explain how the HelloWorld example runs.
You will get an idea how to write a simple twister2 job,
submit it and then check the output.

In order to run these examples, you should have a running Kubernetes or a Mesos cluster, configured as stated on Twister2 website.
You can submit jobs to chosen resource scheduler by using Twister2 executable;

./bin/twister2





When submitting jobs to Kubernetes clusters, you need to specify the cluster name as “kubernetes”.  Likewise this parameter should be “mesos” if submitting to a Mesos cluster.

You can submit HelloWorld job in examples package with 8 workers as;

./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8





If you are using our testbed cluster “Echo”,


	Login to your account in Echo


	Change you directory to  twister2-0.4.0


	Run the command above.




You can check the status of the submitted job on Kubernetes through the dashboard provided by the resource scheduler.  For our Echo Cluster the address is;

Kubernetes ---> http://149.165.150.81:8080/#/jobs





If you want to see the logs on Kubernetes, you need to get the list of the pods first;

kubectl get pods





Then check the logs with the following command

kubectl logs -f <pod-name>





You can also check the logs under the NFS directory. In order to do that you should go to the following directory. You will see the logs for job master and each worker there.

cd /nfs/shared/"archived job directory"/logs
archived job directory = "archived-default-twister2-storage-" + "job name" + "-pvc-" + "random code"  





HelloWorld job runs for 1 minute. After 1 minute, the job becomes COMPLETED if everything is fine.

Lets check the code; In the main method;


	First set the number of workers by using the arguments passed by the command line. If there is no arguments then the default value is 4


	Then we load the configurations from command line and config files(yaml files) and put it in a JobConfig object.




 Config config = ResourceAllocator.loadConfig(new HashMap<>());
    JobConfig jobConfig = new JobConfig();
    jobConfig.put("hello-key", "Twister2-Hello");





We then create the Twister2 job object by the following code.

  Twister2Job twister2Job = Twister2Job.newBuilder()
   		.setJobName("hello-world-job")
   		.setWorkerClass(HelloWorld.class)
   		.addComputeResource(2, 1024, numberOfWorkers)
   		.setConfig(jobConfig)
   		.build();





Last thing we do is submitting the job

   Twister2Submitter.submitJob(twister2Job, config);





After the submission execute method of this HelloWorld class will be called on each worker. So that means the code in the execute method will be run on every worker

   public void execute(Config config, int workerID,
      IWorkerController workerController,
      IPersistentVolume persistentVolume,
      IVolatileVolume volatileVolume);





In our case the rest of the code writes hello message from each worker including their IDs, total number of workers and the message and then sleeps for one minute

  // lets retrieve the configuration set in the job config
  String helloKeyValue = config.getStringValue("hello-key");
  
  // lets do a log to indicate we are running
  LOG.log(Level.INFO, String.format("Hello World from Worker %d; there are %d total workers "
          + "and I got a message: %s", workerID,
      workerController.getNumberOfWorkers(), helloKeyValue));
  
  List<JobMasterAPI.WorkerInfo> workerList = null;
  try {
    workerList = workerController.getAllWorkers();
  } catch (TimeoutException timeoutException) {
    LOG.log(Level.SEVERE, timeoutException.getMessage(), timeoutException);
    return;
  }
  String workersStr = WorkerInfoUtils.workerListAsString(workerList);
  LOG.info("All workers have joined the job. Worker list: \n" + workersStr);
  
  try {
    LOG.info("I am sleeping for 1 minute and then exiting.");
    Thread.sleep(60 * 1000);
    LOG.info("I am done sleeping. Exiting.");
  } catch (InterruptedException e) {
    LOG.severe("Thread sleep interrupted.");
  }





You can access to the presentation using the link below

Hello Word example [https://docs.google.com/presentation/d/1ZMeO5aofZZNKwoR66N6b4hzSJqlGlbWgZLOq8Ie6vl0/edit#slide=id.p]




Batch WordCount Example

In this section we will run a batch word count example from Twister2.
After checking this example, you will have an idea on how to write a batch processing example on Twister2.

Job terminates after processing finite amount of input data
Fixed number of words are generated and the global counts of words are calculated

It uses communication layer and resource scheduling layer

The example code can be found in

twister2/examples/src/java/edu/iu/dsc/tws/examples/batch/wordcount/task/





In order to run the example go to the following directory

cd twister2-0.4.0





And run the command below  using kubernetes resource scheduler

./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.wordcount.task.WordCountJob





It will run 4 executors with 8 tasks


	Each executor will have two tasks


	At the first phase tasks 0-3 running on each executor will generate words


	After the words are generated, task 5-8 will consume those words and count.




You can check the status of the submitted job on Kubernetes through the dashboard provided by the resource scheduler.  For our Echo Cluster the address is;

Kubernetes ---> http://149.165.150.81:8080/#/jobs





If you want to see the logs on Kubernetes, you need to get the list of the pods first;

kubectl get pods





Then check the logs with the following command

kubectl logs -f <pod-name>





You can also check the logs under the NFS directory. In order to do that you should go to the following directory. You will see the logs for job master and each worker there.

cd /nfs/shared/"archived job directory"/logs
archived job directory = "archived-default-twister2-storage-" + "job name" + "-pvc-" + "random code"  





You can access to the presentation using the link below

Batch Processing Example [https://docs.google.com/presentation/d/1hpBcy_-m5AuVJJxPdhX_5hnIVB4vUkiB6My0STp-dLA/edit#slide=id.p]




Streaming WordCount Example

In this section we will introduce a streaming word count example from Twister2.
After checking this example, you will have an idea on how to write a streaming example on Twister2.

This example is a streaming word count job.
It is a continuously running job,  processing an unbounded stream of data

Fixed number of words are generated and the global counts of words are calculated

It uses communication layer and resource scheduling layer

The example code can be found in

twister2/examples/src/java/edu/iu/dsc/tws/examples/streaming.wordcount/task/





In order to run the example go to the following directory

cd twister2-0.4.0





And run the command below  using kubernetes resource scheduler

./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.streaming.wordcount.task.WordCount





It will run 4 executors with 8 tasks


	Each executor will have two tasks


	Uses key based gather communication between source and sink tasks


	The tasks in the first two executors will generate words


	The tasks in the last two executors will keep word count.




After running the example, you will see an output like the following;

[2019-01-09 09:50:52 +0000] [INFO] edu.iu.dsc.tws.examples.streaming.wordcount.task.WordCount: 2 Word wA count 1
[2019-01-09 09:50:52 +0000] [INFO] edu.iu.dsc.tws.examples.streaming.wordcount.task.WordCount: 0 Word 4 count 1
[2019-01-09 09:50:52 +0000] [INFO] edu.iu.dsc.tws.examples.streaming.wordcount.task.WordCount: 2 Word lJx count 1
[2019-01-09 09:50:52 +0000] [INFO] edu.iu.dsc.tws.examples.streaming.wordcount.task.WordCount: 0 Word gxsn count 1





At this point you should manually stop the process (CTRL+C)

You can check the status of the submitted job on Kubernetes through the dashboard provided by the resource scheduler.  For our Echo Cluster the address is;

Kubernetes ---> http://149.165.150.81:8080/#/jobs





If you want to see the logs on Kubernetes, you need to get the list of the pods first;

kubectl get pods





Then check the logs with the following command

kubectl logs -f <pod-name>





You can also check the logs under the NFS directory. In order to do that you should go to the following directory. You will see the logs for job master and each worker there.

cd /nfs/shared/"archived job directory"/logs
archived job directory = "archived-default-twister2-storage-" + "job name" + "-pvc-" + "random code"  





You can access to the presentation using the link below

Streaming Processing Example [https://docs.google.com/presentation/d/17uDBBlQxqzLx3m_inOM9svYvANCEwF2nN1KUYDoqInM/edit#slide=id.p]




Machine Learning Example KMeans

K-Means clustering algorithm is one of the simplest and popular machine learning algorithms. We have implemented it on Twister2.


K-Means Clustering

The need to process large amounts of continuously arriving information has led to the exploration and application of big data analytics techniques. Likewise, the painstaking process of clustering numerous datasets containing large numbers of records with high dimensions calls for innovative methods. Traditional sequential clustering algorithms are unable to handle it. They are not scalable in relation to larger sizes of data sets, and they are most often computationally expensive in memory space and time complexities. Yet, the parallelization of data clustering algorithms is paramount when dealing with big data. K-Means clustering is an iterative algorithm hence, it requires a large number of iterative steps to find an optimal solution, and this procedure increases the processing time of clustering. Twister2 provides a dataflow task graph based approach to distribute the tasks in a parallel manner and aggregate the results which reduces the processing time of K-Means Clustering process.




To run K-Means

This command generate and write the datapoints and centroids in the local filesystem and run the K-Means algorithm.


Kubernetes

./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansJobMain -workers 4 -iter 2 -dim 2 -clusters 4 -fname /tmp/output.txt -pointsfile /tmp/kinput.txt -centersfile /tmp/kcentroid.txt -points 100 -filesys local -pseedvalue 100 -cseedvalue 500 -input generate -parallelism 4





This command generate and write the datapoints and centroids in the HDFS and run the K-Means algorithm.




Kubernetes

./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansJobMain -workers 4 -iter 2 -dim 2 -clusters 4 -fname /tmp/output.txt -pointsfile /tmp/kinput.txt -centersfile /tmp/kcentroid.txt -points 100 -filesys hdfs -pseedvalue 100 -cseedvalue 200 -input generate -parallelism 4





You can check the status of the submitted job on Kubernetes through the dashboard provided by the resource scheduler.  For our Echo Cluster the address is;

Kubernetes ---> http://149.165.150.81:8080/#/jobs





If you want to see the logs on Kubernetes, you need to get the list of the pods first;

kubectl get pods





Then check the logs with the following command

kubectl logs -f <pod-name>





You can also check the logs under the NFS directory. In order to do that you should go to the following directory. You will see the logs for job master and each worker there.

cd /nfs/shared/"archived job directory"/logs
archived job directory = "archived-default-twister2-storage-" + "job name" + "-pvc-" + "random code"  










Implementation Details


KMeansConstants

public static final String ARGS_WORKERS = "workers";

public static final String ARGS_ITR = "iter";

public static final String ARGS_FNAME = "fname";

public static final String ARGS_POINTS = "pointsfile";

public static final String ARGS_CENTERS = "centersfile";

public static final String ARGS_DIMENSIONS = "dim";

public static final String ARGS_CLUSTERS = "clusters";

public static final String ARGS_NUMBER_OF_POINTS = "points";

public static final String ARGS_FILESYSTEM = "filesys"; // "local" or "hdfs"

public static final String ARGS_POINTS_SEED_VALUE = "pseedvalue"; //range for random data points generation

public static final String ARGS_CENTERS_SEED_VALUE = "cseedvalue"; //range for centroids generation

public static final String ARGS_DATA_INPUT = "input"; //"generate" or "read"

public static final String ARGS_PARALLELISM_VALUE = "parallelism";








KMeansMainJob

The entry point for the K-Means clustering algorithm is implemented in KMeansMainJob

edu.iu.dsc.tws.examples.batch.kmeans.KMeansMainJob





It retrieves and parses the command line parameters submitted by the user for running the K-Means Clustering algorithm. It sets the submitted variables in the Configuration object and put the object into the JobConfig and submit it to KMeansJob class.




KMeansJob

It is the main class for the K-Means clustering which has the following classes namely KMeansSource, KMeansAllReduceTask, and CentroidAggregator. First, the execute method in KMeansJob invokes the KMeansDataGenerator to generate the datapoints file and centroid file, if the user has specified the option ARGS_DATA_INPUT as “generate”. Next, it will invoke the KMeansDataGenerator class and store the generated datapoints and centroids in each worker (locally) or in the distributed file system which is based on the option ARGS_FILESYSTEM as “local” or “hdfs”. Then, it will invoke the KMeansFileReader to read the input datafile/centroid file either from locally or HDFS.

Next, the datapoints are stored in DataSet (0th object) and centroids are stored in DataSet (1st object) and call the executor as given below:

taskExecutor.addInput(graph, plan, "source", "points", datapoints);

taskExecutor.addInput(graph, plan, "source", "centroids", centroids);

taskExecutor.execute(graph, plan);





This process repeats for ‘N’ number of iterations as specified in the KMeansConstants . For every iteration, the new centroid value is calculated and the calculated value is distributed across all the task instances.

DataSet<Object> dataSet = taskExecutor.getOutput(graph, plan, "sink");

Set<Object> values = dataSet.getData();

for (Object value : values) {
  KMeansCenters kMeansCenters = (KMeansCenters) value;
 centroid = kMeansCenters.getCenters();
}





At the end of every iteration, the centroid value is updated and the iteration continues with the new centroid value.

datapoints.addPartition(0, dataPoint);

centroids.addPartition(1, centroid);








KMeansSourceTask

The KMeansSourceTask retrieve the input data file and centroid file name, it first calculate the start index and end index which is based on the total data points and the parallelism value as given below:

int startIndex = context.taskIndex() * datapoints.length / context.getParallelism();

int endIndex = startIndex + datapoints.length / context.getParallelism();





Then, it calls the KMeansCalculator class to calculate and get the centroid value for the task instance.

kMeansCalculator = new KMeansCalculator(datapoints, centroid,
        context.taskIndex(), 2, startIndex, endIndex);

KMeansCenters kMeansCenters = kMeansCalculator.calculate();





Finally, each task instance write their calculated centroids value as given below:

context.writeEnd("all-reduce", kMeansCenters);








KMeansAllReduce Task

The KMeansAllReduceTask retrieve the calculated centroid value in the execute method

  public boolean execute(IMessage message) {
   centroids = ((KMeansCenters) message.getContent()).getCenters();
  }





and write the calculated centroid value without the number of datapoints fall into the particular cluster as given below:

  @Override
  public Partition<Object> get() {
   return new Partition<>(context.taskIndex(), new KMeansCenters().setCenters(newCentroids));
  }








CentroidAggregator

The CentroidAggregator implements the IFunction and the function OnMessage which accepts two objects as an argument.

public Object onMessage(Object object1, Object object2)





It sums the corresponding centroid values and return the same.

ret.setCenters(newCentroids);








Sample Output

[2018-10-05 10:44:18 -0400] [INFO] edu.iu.dsc.tws.examples.batch.kmeans.KMeansJob: %%% Final Centroid Values Received: %%%[[0.6476253753699173, 0.8468354813977953], [0.2687721020384673, 0.5083954227865372], [0.7860664115708306, 0.5381449347446825], [0.6675069260759725, 0.17798022472253153]]





You can access to the presentation using the link below

K-Means example [https://docs.google.com/presentation/d/1-AZXo3KjPEk7E-k7_Z5lSKdPk_9R4D8w9PgNrijQeUU/edit#slide=id.p]








Joins Example

Joins are an important operation that is widely used in big data applications. Since joins can be
very expensive operation it is important to have a efficient join operation. Twister2 supports join operations through its optimized communication layer.

The following join example showcases how a join operation can be performed using the Twister2 communication API. Since this example is presented at the communication level the complexity of the code is a little high. Since the code needs to handle other aspects such as task management and execution within the example code. Using joins at the task layer and data layer will gradually reduce this complexity because each layer hides complexities from the end user. However it is usefull to understand operations at the communication layer since it gives you the
most freedom to optimize according to your needs.




Data

The data set used for this example is pretty simple and straightforward. This example joins two data sets, the first one has a set of student id’s and the corresponding first names for each student id. And the second data set has student id’s and the corresponding courses that students have taken.


Data Set 1

| Student Id | First Name |
|:———-:|:———-:|
|      1     |    John    |
|      2     |    Matt    |
|      3     |    Kara    |




Data Set 2

| Student Id | Course Id  |
|:———-:|:———-:|
|      1     |    E101    |
|      2     |    E351    |
|      3     |    E403    |
|      1     |    E403    |




Resulting Data set

| Student Id | First Name |  Course Id |
|:———-:|:———-:|:———-:|
|      1     |    John    | E101, E403 |
|      2     |    Matt    |    E351    |
|      3     |    Kara    |    E403    |






Running join example

The join example is added in the Twister2 code as a communication example. The code has comments explaining each step of the example to explain what each section of the code does. You can use the following command to execute the join example.

Full Code example - Student Join Example [https://github.com/DSC-SPIDAL/twister2/blob/master/twister2/examples/src/java/edu/iu/dsc/tws/examples/comms/batch/BJoinStudentExample.java]


Kubernetes

./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.comms.ExampleMain -workers 8 -op "joinstudent" -stages 8,1 2>&1 | tee out.txt





As a result at the end of the run the following will be printed which show the joined results. Please note that the results generated are based on the values in the example, which are different from the simple example provided above.

Key 1 : Value [John, E342, E247, E333]  
Key 2 : Value [Peter, E542]  
Key 3 : Value [Tedd, E242, E101]  
Key 4 : Value [Jake, E342]  
Key 5 : Value [Matt, E347, E541]  
Key 6 : Value [Adam, E347]  
Key 7 : Value [Max, E101]  
Key 8 : Value [Roger, E241]  





You can check the status of the submitted job on Kubernetes through the dashboard provided by the resource scheduler.  For our Echo Cluster the address is;

Kubernetes ---> http://149.165.150.81:8080/#/jobs





If you want to see the logs on Kubernetes, you need to get the list of the pods first;

kubectl get pods





Then check the logs with the following command

kubectl logs -f <pod-name>





You can also check the logs under the NFS directory. In order to do that you should go to the following directory. You will see the logs for job master and each worker there.

cd /nfs/shared/"archived job directory"/logs
archived job directory = "archived-default-twister2-storage-" + "job name" + "-pvc-" + "random code"  










How it works underneath.

The join is implemented using two keyed partition operations, The framework shuffles the data to sink tasks based on the key values such that data entries with the same key values are collected at a single sink task. Then the appropriate join operation is executed based on the keys and values in both data sets and the combined results are sent back to the user.
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Hello World Example

In this part we will explain how the HelloWorld example runs.
You will get an idea how to write a simple twister2 job,
submit it and then check the output.

In order to run these examples, you should have a running Kubernetes or a Mesos cluster, configured as stated on Twister2 website.You can submit jobs to chosen resource scheduler by using Twister2 executable;


	./bin/twister2




When submitting jobs to Kubernetes clusters, you need to specify the cluster name as “kubernetes”.  Likewise this parameter should be “mesos” if submitting to a Mesos cluster.

You can submit HelloWorld job in examples package with 8 workers as;


	./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld 8




If you are using our testbed cluster “Echo”,


	login to your account


	change you directory to  twister2/twister2/bazel-bin/scripts/package/twister2-0.4.0/


	then run the command above.




You can check the status of the submitted job through the dashboard provided by the resource scheduler.  For our Echo Cluster the addresses are;


	Kubernetes —> http://149.165.150.81:8080/#/jobs


	Mesos—> http://149.165.150.81:5050




HelloWorld job runs for 1 minute. After 1 minute, the job becomes COMPLETED if everything is fine.

Lets check the code; In the main method;


	First set the number of workers by using the arguments passed by the command line. If there is no arguments then the default value is 4


	Then we load the configurations from command line and config files(yaml files) and put it in a JobConfig object.




Config config = ResourceAllocator.loadConfig(new HashMap<>()); JobConfig jobConfig = new JobConfig(); jobConfig.put("hello-key", "Twister2-Hello");

We then create the Twister2 job object by the following code.

	Twister2Job twister2Job = Twister2Job.newBuilder()
	.setJobName("hello-world-job")
	.setWorkerClass(HelloWorld.class)
	.addComputeResource(2, 1024, numberOfWorkers)
	.setConfig(jobConfig)
	.build();





Last thing we do is submitting the job


	Twister2Submitter.submitJob(twister2Job, config);




After the submission execute method of this HelloWorld class will be called on each worker. So that means the code in the execute method will be run on every worker
public void execute(Config config, int workerID, IWorkerController workerController, IPersistentVolume persistentVolume, IVolatileVolume volatileVolume)

In our case the rest of the code writes hello message from each worker including their IDs, total number of workers and the message and then sleeps for one minute

// lets retrieve the configuration set in the job config
String helloKeyValue = config.getStringValue("hello-key");

// lets do a log to indicate we are running
LOG.log(Level.INFO, String.format("Hello World from Worker %d; there are %d total workers "
        + "and I got a message: %s", workerID,
    workerController.getNumberOfWorkers(), helloKeyValue));

List<JobMasterAPI.WorkerInfo> workerList = null;
try {
  workerList = workerController.getAllWorkers();
} catch (TimeoutException timeoutException) {
  LOG.log(Level.SEVERE, timeoutException.getMessage(), timeoutException);
  return;
}
String workersStr = WorkerInfoUtils.workerListAsString(workerList);
LOG.info("All workers have joined the job. Worker list: \n" + workersStr);

try {
  LOG.info("I am sleeping for 1 minute and then exiting.");
  Thread.sleep(60 * 1000);
  LOG.info("I am done sleeping. Exiting.");
} catch (InterruptedException e) {
  LOG.severe("Thread sleep interrupted.");
}





You can access to the presentation using the link below

Hello Word example [https://docs.google.com/presentation/d/1ZMeO5aofZZNKwoR66N6b4hzSJqlGlbWgZLOq8Ie6vl0/edit#slide=id.p]
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Installation Instructions

This section explains how to install the required software to run
Twister2 jobs. We will first give the instructions
for using the Docker image prepared for standalone twister2 environment.
The second option is using a twister2-ready cluster on one of our systems, called Echo. We will explain how to use Echo systems to run your jobs.
We will start with a simple Hello World example and then continue with more complex example.


	Using Docker Container


	Using Echo Cluster





Using Docker Container

We have created a Docker container for you to easily run jobs on twister2.
This container has all the necessary software installed in order to run
twister2 jobs using standalone resource scheduler.

Please follow the instructions below;
(You might need to add sudo in front of the docker commands below.)

First you need to pull the image;


	docker pull twister2tutorial/twister2:standalone




Then you need to run the container;


	docker run -it twister2tutorial/twister2:standalone bash




Now you should be in the docker container. Go into twister2-0.4.0 directory.

Run the following commands for related examples;


	Running hello world example;


	./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld






	Running batch word count example


	./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.wordcount.WordCountJob






	Running streaming word count example


	./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.streaming.wordcount.WordCountJob






	Running machine learning example K-Means


	./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansJobMain -workers 4 -iter 2 -dim 2 -clusters 4 -fname /twister2-volatile/output.txt -pointsfile /twister2-volatile/kin
put.txt -centersfile /twister2-volatile/kcentroid.txt -points 100 -filesys local -pseedvalue 100 -cseedvalue 200 -input generate











Using Echo Cluster

This option will utilize the already running Twister2 systems including the resource schedulers; Kubernetes and Mesos.
Please follow the instructions below to run jobs on Echo cluster.

Use SSH to login to following Echo machine by using the username and password given to you.

username@149.165.150.84

Twister2 is installed under twister2 directory.


Running Hello World Example Using Kubernetes

Go to the directory:


	twister2/bazel-bin/scripts/package/twister2-0.1.0/




In that directory, you will see a script file named;


	submit-k8s-job.sh




This script runs the following command;


	./bin/twister2 submit kubernetes jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.basic.HelloWorld




Running that file will submit the HelloWorld job to Kubernetes. You can see the job at the dashboard:

http://149.165.150.81:8080/#/jobs

HelloWorld job starts 4 workers and completes after 1 minutes. After 1 minute, the job becomes COMPLETED if everything is fine.
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Introduction to Big Data Problems and Systems

Big data problems can be classified into three main categories: batch processing (Hadoop), stream processing (Apache Flink and Apache Heron) and iterative machine learning and graph problems (Apache Spark). Each of these problems have different processing, communication and storage requirements. Therefore, each system provides separate solutions to these needs.

All these systems use dataflow programming model to perform distributed computations. With this model, big data frameworks represent a computation as a generic graph where nodes doing computations and the edges representing the communication. The nodes of the graph can be executed on different machines in the cluster depending on the requirements of the application.

We identify four key tasks in big data systems: 1) Acquiring computing resources, 2) Spawning and managing executor processes/threads, 3) Handling communication between processes, and 4) Managing the data including both static and intermediate. An independent component can be developed for each of these tasks. However, current systems provide tightly coupled solutions to these tasks excluding the resource scheduling.

Twister2 [1-3] is a loosely-coupled component-based approach to big data. Each of the four essential abstractions have different implementations to support various applications. Therefore, it has a pluggable architecture. It can be used to solve all three types of big data problems mentioned above.

Please check the following presentation for more information.

Introduction to Big Data Problems and Systems
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Machine Learning Example


K-Means

K-Means clustering algorithm is one of the simplest and popular machine learning algorithms. We have implemented it on Twister2.




K-Means Clustering

The need to process large amounts of continuously arriving information has led to the exploration and application of big data analytics techniques. Likewise, the painstaking process of clustering numerous datasets containing large numbers of records with high dimensions calls for innovative methods. Traditional sequential clustering algorithms are unable to handle it. They are not scalable in relation to larger sizes of data sets, and they are most often computationally expensive in memory space and time complexities. Yet, the parallelization of data clustering algorithms is paramount when dealing with big data. K-Means clustering is an iterative algorithm hence, it requires a large number of iterative steps to find an optimal solution, and this procedure increases the processing time of clustering. Twister2 provides a dataflow task graph based approach to distribute the tasks in a parallel manner and aggregate the results which reduces the processing time of K-Means Clustering process.




To run K-Means

This command generate and write the datapoints and centroids in the local filesystem and run the K-Means algorithm.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansJobMain -workers 4 -iter 2 -dim 2 -clusters 4 -fname /tmp/output.txt -pointsfile /tmp/kinput.txt -centersfile /tmp/kcentroid.txt -points 100 -filesys local -pseedvalue 100 -cseedvalue 500 -input generate -parallelism 4





This command generate and write the datapoints and centroids in the HDFS and run the K-Means algorithm.

./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.batch.kmeans.KMeansJobMain -workers 4 -iter 2 -dim 2 -clusters 4 -fname /tmp/output.txt -pointsfile /tmp/kinput.txt -centersfile /tmp/kcentroid.txt -points 100 -filesys hdfs -pseedvalue 100 -cseedvalue 200 -input generate -parallelism 4








Implementation Details


KMeansConstants

public static final String ARGS_WORKERS = "workers";

public static final String ARGS_ITR = "iter";

public static final String ARGS_FNAME = "fname";

public static final String ARGS_POINTS = "pointsfile";

public static final String ARGS_CENTERS = "centersfile";

public static final String ARGS_DIMENSIONS = "dim";

public static final String ARGS_CLUSTERS = "clusters";

public static final String ARGS_NUMBER_OF_POINTS = "points";

public static final String ARGS_FILESYSTEM = "filesys"; // "local" or "hdfs"

public static final String ARGS_POINTS_SEED_VALUE = "pseedvalue"; //range for random data points generation

public static final String ARGS_CENTERS_SEED_VALUE = "cseedvalue"; //range for centroids generation

public static final String ARGS_DATA_INPUT = "input"; //"generate" or "read"

public static final String ARGS_PARALLELISM_VALUE = "parallelism";








KMeansMainJob

The entry point for the K-Means clustering algorithm is implemented in KMeansMainJob

edu.iu.dsc.tws.examples.batch.kmeans.KMeansMainJob





It retrieves and parses the command line parameters submitted by the user for running the K-Means Clustering algorithm. It sets the submitted variables in the Configuration object and put the object into the JobConfig and submit it to KMeansJob class.




KMeansJob

It is the main class for the K-Means clustering which has the following classes namely KMeansSource, KMeansAllReduceTask, and CentroidAggregator. First, the execute method in KMeansJob invokes the KMeansDataGenerator to generate the datapoints file and centroid file, if the user has specified the option ARGS_DATA_INPUT as “generate”. Next, it will invoke the KMeansDataGenerator class and store the generated datapoints and centroids in each worker (locally) or in the distributed file system which is based on the option ARGS_FILESYSTEM as “local” or “hdfs”. Then, it will invoke the KMeansFileReader to read the input datafile/centroid file either from locally or HDFS.

Next, the datapoints are stored in DataSet (0th object) and centroids are stored in DataSet (1st object) and call the executor as given below:

taskExecutor.addInput(graph, plan, "source", "points", datapoints);

taskExecutor.addInput(graph, plan, "source", "centroids", centroids);

taskExecutor.execute(graph, plan);





This process repeats for ‘N’ number of iterations as specified in the KMeansConstants . For every iteration, the new centroid value is calculated and the calculated value is distributed across all the task instances.

DataSet<Object> dataSet = taskExecutor.getOutput(graph, plan, "sink");

Set<Object> values = dataSet.getData();

for (Object value : values) {
  KMeansCenters kMeansCenters = (KMeansCenters) value;
 centroid = kMeansCenters.getCenters();  
}





At the end of every iteration, the centroid value is updated and the iteration continues with the new centroid value.

datapoints.addPartition(0, dataPoint);

centroids.addPartition(1, centroid); 








KMeansSourceTask

The KMeansSourceTask retrieve the input data file and centroid file name, it first calculate the start index and end index which is based on the total data points and the parallelism value as given below:

int startIndex = context.taskIndex() * datapoints.length / context.getParallelism();

int endIndex = startIndex + datapoints.length / context.getParallelism();





Then, it calls the KMeansCalculator class to calculate and get the centroid value for the task instance.

kMeansCalculator = new KMeansCalculator(datapoints, centroid,
        context.taskIndex(), 2, startIndex, endIndex);

KMeansCenters kMeansCenters = kMeansCalculator.calculate();





Finally, each task instance write their calculated centroids value as given below:

context.writeEnd("all-reduce", kMeansCenters);








KMeansAllReduce Task

The KMeansAllReduceTask retrieve the calculated centroid value in the execute method

  public boolean execute(IMessage message) {
   centroids = ((KMeansCenters) message.getContent()).getCenters();
  }





and write the calculated centroid value without the number of datapoints fall into the particular cluster as given below:

  @Override
  public Partition<Object> get() {
   return new Partition<>(context.taskIndex(), new KMeansCenters().setCenters(newCentroids));
  }








CentroidAggregator

The CentroidAggregator implements the IFunction and the function OnMessage which accepts two objects as an argument.

public Object onMessage(Object object1, Object object2)





It sums the corresponding centroid values and return the same.

ret.setCenters(newCentroids); 








Sample Output

[2018-10-05 10:44:18 -0400] [INFO] edu.iu.dsc.tws.examples.batch.kmeans.KMeansJob: %%% Final Centroid Values Received: %%%[[0.6476253753699173, 0.8468354813977953], [0.2687721020384673, 0.5083954227865372], [0.7860664115708306, 0.5381449347446825], [0.6675069260759725, 0.17798022472253153]]  





You can access to the presentation using the link below

K-Means example [https://docs.google.com/presentation/d/1-AZXo3KjPEk7E-k7_Z5lSKdPk_9R4D8w9PgNrijQeUU/edit#slide=id.p]
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Job Submission on Twister2: Resource Scheduling (Kubernetes, Mesos)

Twister2  has integrated number of resource schedulers; including Kubernetes,
Mesos, Slurm and Standalone.
In this part we will give an overview of resource scheduling on Twister2 and
integrated resource schedulers;
Kubernetes and Mesos.

Resource Scheduling on Twister2 [https://docs.google.com/presentation/d/1Qs-eV9hTgyNRrDSvC5iCc2EmeUKQFtiVlTrTUZpsoAM/edit#slide=id.p1]
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Streaming Example


Streaming WordCount Example

In this section we will introduce a streaming word count example from Twister2.
After checking this example, you will have an idea on how to write a streaming example on Twister2.

This example is a streaming word count job.
It is a continuously running job,  processing an unbounded stream of data

Continuous number of words are generated and the global counts of words are calculated

It uses communication layer and resource scheduling layer

The example code can be found in


	twister2/examples/src/java/edu/iu/dsc/tws/examples/streaming/wordcount/




In order to run the example go to the following directory


	cd bazel-bin/scripts/package/twister2-dist/




And run the command below  using standalone resource scheduler


	./bin/twister2 submit standalone jar examples/libexamples-java.jar edu.iu.dsc.tws.examples.streaming.wordcount.WordCountJob




It will run 4 executors with 8 tasks


	Each executor will have two tasks


	Uses key based gather communication between source and sink tasks


	The tasks in the first two executors will generate words


	The tasks in the last two executors will keep word count.




After running the example, you will see the following output


	edu.iu.dsc.tws.examples.streaming.wordcount.WordAggregate addValue
INFO: 2 Received words: 2000 map: {=267, oO=52, 8LV=46, gK=47, uZ=52, F=56, H=55, 6y0=48, N=36, whB=53, DIu=52, FX=49, R=50, Ja=45, lC=45, b=49, c=46, d=43, sGJ3=63, h=44, uF=56, oB=41, t=54, 7m4M=40, w=141, 7=48, msSX=52, yR=48, 7UvX=50, 3hHU=49, RN=58, 1N=57, nSA=53, ZR6=55}




At this point you should manually stop the process (CTRL+C)

You can access to the presentation using the link below
Streaming Processing Example [https://docs.google.com/presentation/d/17uDBBlQxqzLx3m_inOM9svYvANCEwF2nN1KUYDoqInM/edit#slide=id.p]
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Twister2 provides set of layered components and APIs to build distributed data processing applications.

[image: docs/tutorial/assets/api_levels.png]Twister2 Concepts

The lower APIs are harder to program and provides the best flexibility along with the highest performance.
The higher APIs are easier to program with less performance and flexibility.

Twister2 overview can be found in the presentation

Introducing Twister2 [https://docs.google.com/presentation/d/1FcoMfEd5g4cwR9K47PwIwvuioPPxdI9xgjVro2ipSTQ/edit?usp=sharing]




Job Submission

In order to run a job on a distributed set of resources, the job submission layer does the following.


	Acquire resources from a cluster resource manager


	Distribute the job related material to the acquired resource


	Spawn the set of processes to run the user code as well as manage the lifecycle of the job


	Provide functions to discover the resources of the spawned processes (port numbers, ip addresses)


	Provide additional functions for recovery, loggging, storage etc


	Handle faults and recoveries




The Job Submission layer of Twister2 provides abstractions so that thse functions are available to higher layers as well as easily integrating resource managers.

It supports the following cluster resource managers.


	Standalone


	Kubernetes


	Mesos


	Nomad


	Slurm




A more detailed description can be found in the presentations

Twister2 Job Submission [https://docs.google.com/presentation/d/1Qs-eV9hTgyNRrDSvC5iCc2EmeUKQFtiVlTrTUZpsoAM/edit#slide=id.p1]




Communication

Communication is one of the fundamental requirements of distributed computing. In order for set of machines to solve a
problem they need to share data among them, while doing the computations. Many models of communication are possible and
they are suitable fo different types of applications.

Twister2 communication component is responsible for performing optimized data transfers between workers.
It supports both batch and streaming modes. Twister2 also supports multiple communication
models like dataflow communication and bulk synchronuos parallel model.

A detailed description of the communication model can be found in the following presentation.

Twister2 Communication [https://docs.google.com/presentation/d/1-rSL3SIFp03YgU8hTJcGMNdSJev8gQwhyTgS3FbYaqk/edit#slide=id.g4be91814d2_0_0]




Task System

The task layer provides a higher-level abstraction on top of the communication layer to hide the details of execution
and communication from the user, while still delegating data management to the user. At this layer, computations are modeled as task graphs which
can be created either statically as a complete graph or dynamically as the application progresses. The task system comprises
of


	Task Graph API


	Task Scheduler


	Executor





Task Graph API

A node in the task graph represents a task while an edge represents a communication link between nodes. Each node in the graph holds information
about the inputs and its outputs (edges). Also, a node contains an executable user code. The user code in a task is executed when events arrive at the
inputs of the task. The user will output events to the output edges of the task graph and they will be sent through the network by the communication
layer. A task can be long-running or short-running depending on the type of application. For example, a stream graph will have long running tasks
while a dataflow graph without loops will have short running tasks. When loops are present, long-running tasks can be appropriate to reduce task
creation overheads.

// task graph builder
TaskGraphBuilder graphBuilder = TaskGraphBuilder.newBuilder(config);
// add a source task with parallelism of 4
graphBuilder.addSource("source", sourceTask, 4);
// add a sink task with parallelism of 4
ComputeConnection computeConnection = graphBuilder.addSink("sink", sinkTask, 4);
// use the compute connection, to connect to the source using a partition operation
computeConnection.partition("source", "partition", DataType.OBJECT);
// we are doing a batch computation
graphBuilder.setMode(OperationMode.BATCH);








Task Scheduling

Task scheduling is the process of scheduling multiple task instances into the cluster resources. The task scheduling in Twister2 generates the task
schedule plan based on the per job policies, which places the task instances into the processes spawned by the resource scheduler. It aims to allocate
a number of dependent and independent tasks. Moreover, task scheduling requires different scheduling methods for the allocation of tasks
and resources based on the architectural characteristics. The selection of the best method is a major challenge in the big data processing environment.
The task scheduling algorithms are broadly classified into two types, namely static task scheduling algorithms and dynamic task scheduling
algorithms. Twister2 aims to support both types of task scheduling algorithms.




Execution

Execution graph is a transformation of the user-defined task graph, created by the framework for deploying on the cluster. This execution graph will
be scheduled onto the available resource by the task scheduler. For example, some user functions may run on a larger number of nodes depending on
the parallelism specified. Also, when creating the execution graph, the framework can perform optimizations on the user graph to increase efficiency
by reducing data movement and overlapping I/O and computations.

TaskExecutor taskExecutor = new TaskExecutor(config, workerId, workerInfoList, communicator);
ExecutionPlan plan = taskExecutor.plan(graph);
taskExecutor.execute(graph, plan);





The following presentation provides details about the task system.

Twister2 Task System [https://docs.google.com/presentation/d/1CpeBgKcM5NnIB0EdR0L5oWtfZdSG7kNlcEzyZPW8nuI/edit#slide=id.g4bf3440bc1_0_26]






Data API

This layer provides a easy to program API for data analytics, which is similar to Flink, Spark and Heron Streamlet.




Important Links

Harp is a separate project and its documentation can be found in website [https://dsc-spidal.github.io/harp/]

We use OpenMPI for HP communications OpenMPI [https://www.open-mpi.org/]

Twister2 started as a research project at Indiana University Digital Science Center [https://www.dsc.soic.indiana.edu/].




License

Licensed under the Apache License, Version 2.0: http://www.apache.org/licenses/LICENSE-2.0
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  This website was created with Docusaurus [https://docusaurus.io/].


What’s In This Document


	Get Started in 5 Minutes


	Directory Structure
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Get Started in 5 Minutes


	Make sure all the dependencies for the website are installed:




# Install dependencies
$ yarn






	Run your dev server:




# Start the site
$ yarn start






Directory Structure

Your project file structure should look something like this

my-docusaurus/
  docs/
    doc-1.md
    doc-2.md
    doc-3.md
  website/
    blog/
      2016-3-11-oldest-post.md
      2017-10-24-newest-post.md
    core/
    node_modules/
    pages/
    static/
      css/
      img/
    package.json
    sidebar.json
    siteConfig.js










Editing Content


Editing an existing docs page

Edit docs by navigating to docs/ and editing the corresponding document:

docs/doc-to-be-edited.md

---
id: page-needs-edit
title: This Doc Needs To Be Edited
---

Edit me...





For more information about docs, click here [https://docusaurus.io/docs/en/navigation]




Editing an existing blog post

Edit blog posts by navigating to website/blog and editing the corresponding post:

website/blog/post-to-be-edited.md

---
id: post-needs-edit
title: This Blog Post Needs To Be Edited
---

Edit me...





For more information about blog posts, click here [https://docusaurus.io/docs/en/adding-blog]






Adding Content


Adding a new docs page to an existing sidebar


	Create the doc as a new markdown file in /docs, example docs/newly-created-doc.md:




---
id: newly-created-doc
title: This Doc Needs To Be Edited
---

My new content here..






	Refer to that doc’s ID in an existing sidebar in website/sidebar.json:




// Add newly-created-doc to the Getting Started category of docs
{
  "docs": {
    "Getting Started": [
      "quick-start",
      "newly-created-doc" // new doc here
    ],
    ...
  },
  ...
}





For more information about adding new docs, click here [https://docusaurus.io/docs/en/navigation]




Adding a new blog post


	Make sure there is a header link to your blog in website/siteConfig.js:




website/siteConfig.js

headerLinks: [
    ...
    { blog: true, label: 'Blog' },
    ...
]






	Create the blog post with the format YYYY-MM-DD-My-Blog-Post-Title.md in website/blog:




website/blog/2018-05-21-New-Blog-Post.md

---
author: Frank Li
authorURL: https://twitter.com/foobarbaz
authorFBID: 503283835
title: New Blog Post
---

Lorem Ipsum...





For more information about blog posts, click here [https://docusaurus.io/docs/en/adding-blog]




Adding items to your site’s top navigation bar


	Add links to docs, custom pages or external links by editing the headerLinks field of website/siteConfig.js:




website/siteConfig.js

{
  headerLinks: [
    ...
    /* you can add docs */
    { doc: 'my-examples', label: 'Examples' },
    /* you can add custom pages */
    { page: 'help', label: 'Help' },
    /* you can add external links */
    { href: 'https://github.com/facebook/Docusaurus', label: 'GitHub' },
    ...
  ],
  ...
}





For more information about the navigation bar, click here [https://docusaurus.io/docs/en/navigation]




Adding custom pages


	Docusaurus uses React components to build pages. The components are saved as .js files in website/pages/en:


	If you want your page to show up in your navigation header, you will need to update website/siteConfig.js to add to the headerLinks element:




website/siteConfig.js

{
  headerLinks: [
    ...
    { page: 'my-new-custom-page', label: 'My New Custom Page' },
    ...
  ],
  ...
}





For more information about custom pages, click here [https://docusaurus.io/docs/en/custom-pages].






Full Documentation

Full documentation can be found on the website [https://docusaurus.io/].
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title: New Version 0.2.2
author: Supun Kamburugamuve
authorURL: http://twitter.com/supun06
authorFBID: 594774920

We have just released Twister2 v0.2.2.

The release note can be found at, [Release Note]

Source code can be downloaded from, [Source Release]

Updated Twister2 docs can be found at, Documents
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